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Prologue

The Cut on Your Knee

You’re maybe seven years old. It’s a Saturday. You’re riding a bike

that’s almost too big for you, and you take the corner too fast on a

sidewalk where someone has, very rudely, left a tiny crack. The

front wheel jerks. You go down.

Your knee meets the concrete with the particular sound that

knees  and  concrete  make  when they  meet  — a  sort  of  papery

scrape. You stand up. There’s a moment of confusion before the

pain lands. Then, slowly, a bead of blood. Then more. Your sock is

going to be a mess.

This is, biologically speaking, an emergency.

Not  for  you.  You’re  fine.  You’ll  be  inside  in  two  minutes,

someone who loves you will produce the brown bottle of stinging

stuff that lives in every house, and by Monday there will be a scab

the size of a quarter that you will pick at against medical advice.

By the following Saturday you’ll have forgotten about it entirely.

But for a few square millimeters of tissue near your kneecap,

the scrape is a catastrophe. A wall has been breached. The outside

has gotten in. And in the ninety seconds between the fall and your



standing back up, somewhere on the order of a hundred million tiny

things happen, in a sequence so fast and well-coordinated that if

you tried to write it as a screenplay it would feel like the whole

plot of an action movie compressed into a minute and a half.

Skin cells at the edge of the wound start spilling chemicals into

the surrounding tissue — alarm signals, basically. Tiny capillaries

widen, which is why the area starts to feel warm and look pink.

Plasma leaks out from the blood into the tissue,  which is  what

makes  the  skin  around  the  cut  puffy.  Within  seconds,  the  first

responders show up: cells called neutrophils, which behave a little

like a kindergarten class that has been told there is a fire and is

running  toward  it  with  fire  extinguishers,  fearless  and  slightly

chaotic. Behind them come the macrophages — bigger, slower, more

strategic, the firefighters who actually know what they’re doing.

Meanwhile,  on  the  surface  of  the  bacteria  that  just  got

introduced to your bloodstream — bacteria that lived their whole

lives on the sidewalk and had no plans to ever meet a human — a

different  kind  of  process  is  starting.  Tiny  proteins  called

complement are latching on, drilling holes in some bacteria outright

and tagging others like bags at an airport so that other cells know

to  grab  them.  A  dendritic  cell,  weird  and  starfish-shaped,  is

gathering up bits of bacterial protein and beginning a long, urgent

journey  to  the  nearest  lymph  node,  where  it  will  hold  up  its

samples to a passing T cell  and ask, in essence:  do you recognize

this?  Does  anyone  recognize  this? If  one  does,  a  much larger  and

stranger cascade begins — one we’ll spend half this book getting

to know.



You did not, of course, ask for any of this. You did not consent

to it, learn it, or earn it. You’re seven. You’re trying to find your

mom.

But this is what your body is doing all the time, mostly without

telling you. Every minute of every day, in tissues and bloodstream

and  gut  lining  and  the  inside  of  your  nose,  an  enormous

distributed system is asking the same question, over and over:  is

this me, or is this something else? When the answer is “me,” nothing

happens. When the answer is “something else,” a response begins

— sometimes a tiny one you’ll never notice, sometimes a roaring

one that puts you in bed for a week.

This  is  the  immune  system.  And  the  wonderful,  slightly

dizzying thing about it  is that almost none of it  works the way

most people think it does.

It  is  not a wall.  It  is  not an army. It  is  not,  despite what the

supplement aisle tells you, a thing you can “boost” by drinking a

particular kind of juice. It is closer to a  city than a fortress — a

complicated,  gossipy,  mostly-cooperative  city  full  of  specialists

who mostly know their jobs, occasionally argue, very occasionally

stage a riot, and somehow keep the whole place running for, on

average, about eighty years.

This book is a tour of that city.

We’ll meet the cast, learn the rules they follow (and the ones

they break), and watch what happens when things go beautifully

right and when they go painfully wrong. We’ll talk about why you

only get chickenpox once. Why allergies are, in a strange way, the

immune  system  being  too  good  at  its  job.  Why  some  people’s

immune  systems  mistake  their  own  pancreas,  or  joints,  or  gut



lining, for an invader — and what that means for the people who

live in those bodies. We’ll talk about vaccines. About cancer. About

the strange and wonderful fact that the bacteria living in your gut

outnumber your own cells.  We’ll  talk about what actually helps

you stay well, and what only sounds like it does.

And we’ll come back, at the very end, to that seven-year-old on

the sidewalk. Because by the time you’ve finished the book, the

ninety seconds after the fall will look very different to you. Not

less amazing. More.

Let’s go inside.
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C H A P T E R  1

1

Self and Other
✦

n  1940,  a  young  Brazilian-British  scientist  named  Peter

Medawar was working in a hospital in Oxford when a German

bomber  crashed  into  a  garden  a  few  hundred  yards  from  his

house.

The pilot  of  a different plane — a British one — survived a

similar crash and was brought into the burn unit. Most of his skin

was gone. The doctors looked at Medawar, who was officially a

zoologist  but  had  a  reputation  for  being  the  cleverest  young

person in any room he walked into, and asked him a question that

would, more or less, define the rest of his life:

Why can’t we just take healthy skin from somebody else and put it on

him?
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It  seemed like  it  should work.  The pilot  needed skin.  There

were plenty of people with skin. You could move a piece from one

part of a person’s body to another — surgeons had been doing that

for decades. You could give blood transfusions across people, as

long as the types matched. Why not skin?

Medawar tried it. So did a lot of other people. It didn’t work.

What happened was strange and consistent. For the first few

days, the borrowed skin would seem to settle in, knitting itself into

the wound bed, looking pink and healthy and promising. Then,

somewhere around day eight or nine, it would begin to die. Not

from  infection.  Not  from  any  obvious  cause.  It  would  simply

darken, dry up, and slough off, as if the patient’s body had taken a

few  days  to  read  the  new  tissue  carefully,  decided  it  was

unwelcome, and personally evicted it.

Stranger still: if you tried a second graft from the same donor a

few weeks later, it didn’t even get its honeymoon. It died within

two or three days. The body, somehow, remembered.

Medawar spent the next decade figuring out what was going

on. The answer, when it came, was so philosophically large that it

eventually  won  him  a  Nobel  Prize  and  reframed  the  whole

question of what a body even is. In its shortest form, it is this:

Your  body  knows  the  difference  between  you  and  not-you.  It  is

constantly checking. And once it has decided that something is not-you, it

does not forget.

This sounds, when you say it out loud, almost mystical. It is not

mystical. It is, in fact, one of the most carefully worked-out systems

in all of biology. But to see why it’s so strange, hold the question in

your head for a moment:

S E L F  &  O T H E R
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How does your body know what counts as you?

You are, after all, mostly made of stuff you ate. The carbon atoms

in your fingernails were, six months ago, in a peach, or a chicken,

or a piece of bread that was once a wheat plant in a field in Kansas.

Your body has been disassembling and reassembling itself  your

entire life. The you-of-today contains almost no atoms in common

with the you-of-ten-years-ago, except in your bones and the lenses

of  your  eyes.  And  yet,  somehow,  your  body  has  consistently

treated all those incoming atoms as raw material, while treating a

tiny fragment of someone else’s perfectly good skin as a hostile

invader.

The puzzle gets worse. Your gut, right now, contains roughly

thirty-eight  trillion  bacteria.  They  are  not  you.  They  have  their

own DNA, their own goals, their own little bacterial lives. By any

reasonable  definition  they  are  not-you in  a  way  that  a  piece  of

donor skin from your cousin really isn’t.  And yet your immune

system has  decided  to  leave  most  of  them alone  — to  tolerate

them, to feed them, even, in some cases, to defend them from rival

bacteria.

So the question isn’t really “how does the body recognize self

vs. non-self.” The question is bigger and weirder:

S E L F  A N D  O T H E R
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How does the body decide what to tolerate, and

what to attack, and how does it almost always get

it right?

The answer is the subject of this entire book. But the very short

version  —  the  version  we’ll  spend  the  next  few  chapters

unpacking — is that the immune system is not one thing. It is at

least  two  systems  working  in  concert,  and  probably  more

depending on how you count.

✦  ✦  ✦

The first is fast. It is ancient, evolutionarily speaking — versions of

it exist in jellyfish, in sea sponges, in every animal you’ve ever met.

It  does  not  learn.  It  does  not  remember.  It  recognizes  broad

categories of trouble — this protein has a pattern that looks bacterial,

this surface has a pattern that looks viral — and it responds within

minutes. We call it innate immunity. It is the reason a splinter gets

red and warm. It is the reason a cold makes you tired and achy

before you’ve even produced antibodies.

The second is  slow.  It  takes  days,  sometimes weeks,  to  fully

spin  up.  It  is,  biologically,  very  new  —  only  animals  with

backbones have it, which is a small and recent group. But what it

lacks in speed it makes up for in something almost unbelievable: it

learns. It can recognize, in principle, almost any molecule that has

ever  existed  or  could  ever  exist,  including  molecules  that  no

human has encountered in the entire history of our species. It does

this by a method so strange that when biologists first figured out

the mechanism, in the 1970s, a lot of older immunologists refused

to believe it. We call it adaptive immunity, and it is how Medawar’s

pilot’s body knew, on day eight, that the borrowed skin had to go.

S E L F  &  O T H E R
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Before we meet either of  these systems properly,  though, we

need one piece of vocabulary. It  is  the most useful word in the

whole field, and you’ll see it on every page from here on.

✦  ✦  ✦

Antigen. (noun.) Anything the immune system can recognize and

respond to. A bit of bacterial wall. A protein on the surface of a

virus. A peanut, if you happen to be allergic to peanuts. A piece of

someone  else’s  skin.  A  fragment  of  your  own  pancreas,  if

something has gone wrong. The word literally just means “thing

that generates a response,” and it is gloriously generic on purpose.

An  antigen  is  whatever  your  immune  system  thinks  is  worth

paying attention to — and the immense, complicated, occasionally

tragic story of why it pays attention to some things and not others

is, more or less, the story of you.

Let’s meet the cast.

S E L F  A N D  O T H E R
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I

C H A P T E R  2

2

The First Responders
✦

n  the  summer  of  1882,  a  Russian  zoologist  named  Élie

Metchnikoff was on vacation in Messina, on the eastern coast of

Sicily. His family had gone to a circus. He had stayed home, not

because  he  was  bored  of  circuses  but  because  he  had  recently

become  obsessed  with  starfish  —  specifically,  the  transparent

larvae of starfish, which you can see straight through, the way you

can see through a piece of frosted glass — and he wanted to keep

an eye on the ones in his microscope.

Watching the larvae move under the lens, Metchnikoff had a

thought.  He  went  out  to  the  garden,  snapped  a  thorn  off  a

tangerine tree, and used it to jab one of the larvae. Then he sat

down to watch what happened.
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What happened, over the next several hours, was this. Certain

cells inside the larva — cells that normally drifted around, doing

whatever it is cells do in starfish larvae — began to move toward

the thorn. Not randomly. Deliberately. They surrounded it. They

piled onto it. Some of them seemed, under the microscope, to be

trying to eat it.

Metchnikoff watched this for a long time, and then, by his own

account, he went a little crazy. He paced around his apartment. He

could not sit still. He understood, in a way that almost no one else

in 1882 understood, that he was looking at something enormous:

he was looking at a body defending itself.  Not with magic.  Not

with vapors or humors or any of the other ideas medicine had

been carrying around for two thousand years. With cells. Specific

cells, with specific jobs, doing specific work.

He named them phagocytes — Greek for “eating cells” — and he

spent  the  next  thirty  years  arguing  with  most  of  European

medicine about whether they were important. (They are. He won

the Nobel Prize in 1908.)

The cells Metchnikoff saw that afternoon are still in your body,

right now, doing the same thing they did in his starfish. We have

better names for them now and we know more about what they

do. But the basic idea — that your body is full of cells whose entire

job is to crawl around looking for trouble and eat it  — has not

changed in a hundred and forty years.

These are the first  responders.  This is  the chapter where we

meet them.

S E L F  &  O T H E R
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The Big Eaters

Macrophage means, literally, “big eater.” It is one of the few biology

words that does exactly what it says.

A macrophage is  a large,  lumpy, slightly amoeba-shaped cell

that lives in your tissues — in your liver, your lungs, your skin,

your gut, the lining of your bones, basically everywhere. There are

different  specialty  macrophages  in  different  tissues;  the  ones  in

your liver have a different name (Kupffer cells), the ones in your

bones  another  (osteoclasts),  the  ones  in  your  brain  a  third

(microglia).  For  most  of  this  book  we’ll  just  call  them

macrophages, but it’s worth knowing they’re a family, not a single

thing.

What macrophages do is patrol. They roam through their tissue

at a slow, steady pace, sampling whatever they bump into. If they

bump into a piece of you, they leave it alone. If they bump into

something that is not you — a bacterium, a fragment of a dead

cell, a piece of dust that you breathed in — they wrap themselves

around it, swallow it whole, and digest it inside themselves with

chemicals so harsh that nothing organic survives.

That’s the main job. But macrophages do something else, too,

which turns out to be even more important: they talk.

After a macrophage eats something it considers dangerous, it

sends out chemical signals.  We call  these signals  cytokines. They

are  tiny  proteins  that  float  through  the  local  tissue  and  the

bloodstream like flares, and they say, in chemical language, things

like: trouble here. More help needed. Whatever you’re doing, drop it and

come this way. It’s a virus. It’s a bacterium. I think I’ve got it but stay

alert.

T H E  F I R S T  R E S P O N D E R S
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The cytokine system is, more or less, the city’s communication

network. We’ll come back to it many times. For now, just hold onto

this: the macrophage isn’t only eating things. It’s the first one to

sound the alarm.

The Kamikazes

If a macrophage is a steady, watchful firefighter, a neutrophil is the

firefighter who is currently sprinting toward the burning building

screaming.

Neutrophils are the most abundant white blood cells in your

body. Right now, you have somewhere between two billion and

ten  billion  of  them  in  circulation,  and  your  bone  marrow  is

making  about  a  hundred billion  more  every  day.  They  live  for

about a day and then they die, are flushed out, and replaced. Their

entire existence is a brief, intense, slightly alarming sprint toward

whatever the macrophages are yelling about.

When the cytokine signals reach the bloodstream, neutrophils

respond  by  sticking  to  the  walls  of  the  nearest  blood  vessel,

squeezing through the gaps between vessel cells, and crawling —

through  tissue,  against  gravity,  around  obstacles  —  toward  the

source of the signal.  They arrive in waves,  and they fight dirty.

They release enzymes that dissolve bacterial walls. They produce

bursts of bleach, more or less literally — chlorine-based chemistry,

the same family of chemicals you’d use to clean a bathroom. They

sometimes sacrifice themselves entirely,  exploding outward in a

kind of suicide attack and trapping nearby bacteria in nets made

of  their  own DNA. (This  is  a  real  thing.  It’s  called a  NET — a

neutrophil extracellular trap — and it was only discovered in 2004.

There is still a lot we don’t understand about how it’s regulated.)

S E L F  &  O T H E R
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When  you  get  a  cut,  and  after  a  day  or  two  it  produces  a

yellowish-white liquid that everyone calls “pus” — that liquid is

mostly dead neutrophils. They went in. They did the job. They did

not come back. The pus is, in a strange way, a memorial.

Neutrophils are not subtle. They damage tissue around them

while they work. They occasionally attack things they shouldn’t.

The body tolerates this because they are fast, fearless, and they buy

time for the more careful cells to figure out what’s actually going

on.

The Assassins

Most of the time, the immune system is dealing with things from

the outside — bacteria, viruses, dust, the occasional splinter. But

sometimes the trouble is inside, in cells that already belong to you.

A cell can go wrong in two important ways. It can get infected

by  a  virus,  which  hijacks  the  cell’s  machinery  to  make  more

viruses. Or it can mutate in a way that turns it into a cancer cell. In

both cases, the body has a problem: the troubled cell looks, on the

outside, almost identical to its healthy neighbors. It’s not waving a

foreign flag. It’s a citizen who has been quietly turned.

For this, your body has assassins.

They’re called natural killer cells, or NK cells — a name so blunt

that  immunologists  have  been  mildly  embarrassed  about  it  for

fifty years, but no one has come up with a better one. NK cells

patrol your tissues looking not for “things that are different from

me”  but  for  “things  that  should  be  wearing  the  right  ID  and

aren’t.”

T H E  F I R S T  R E S P O N D E R S
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Every  cell  in  your  body  wears,  on  its  surface,  a  kind  of

molecular ID badge. (We’ll meet these badges properly in Chapter

6 — they’re called MHC molecules, and they’re so important they

get  their  own  chapter.)  Healthy  cells  display  their  badges

constantly.  Some  viruses,  in  an  attempt  to  hide,  force  the  cells

they’ve infected to stop displaying badges. Some cancer cells stop

displaying them too, for similar reasons.

NK cells respond to this absence with a kind of cold logic: a cell

with no badge is suspicious, and a suspicious cell gets killed. They

do this by injecting the target with chemicals that tell the target to

die — not violently, not messily, but neatly, by activating a cellular

self-destruct program called  apoptosis.  The infected or cancerous

cell  folds  itself  up  quietly  and  is  then  cleaned  up  by  the

macrophages, who are always nearby, watching.

It is a strange thing to think about. Right now, in your body,

there are cells whose job it is to walk around and quietly kill any

of your other cells that look slightly off. They have probably done

this several times today, to cells you would never have noticed, for

reasons you will never know. The system mostly works.

The Chemistry Layer

Not  all  of  your  innate  immunity  is  cells.  Some  of  it  is  just

chemistry.

Floating  in  your  blood,  all  the  time,  is  a  set  of  about  thirty

proteins collectively called  complement.  They were named in the

1890s, when researchers discovered that they “complemented” the

work of antibodies — they didn’t know what the proteins did, but

S E L F  &  O T H E R
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they knew that antibodies didn’t work without them. The name

stuck, even though we now know complement is far older than

antibodies and does plenty on its own.

Complement is, among other things, a kind of immune Velcro.

When  a  complement  protein  bumps  into  a  bacterial  surface,  it

sticks. Then a second protein binds to the first. Then a third. The

cascade continues — protein after protein joining the stack — until

either the bacterium is studded with so much molecular tag that

any passing macrophage will instantly recognize it as food, or the

proteins assemble themselves into a kind of microscopic drill that

punches  a  hole  straight  through  the  bacterial  wall  and  the

bacterium dies of, essentially, leakage.

Complement is fast.  It  is  tireless.  It  does not need to be told

anything by anyone — it just floats around, binding to surfaces it

doesn’t  like,  until  something  happens.  It  is  one  of  the  oldest

defenses in evolution, older than any cell with a nucleus. Versions

of  it  exist  in  horseshoe  crabs,  in  coral,  in  jellyfish.  It  has  been

killing bacteria for somewhere between five hundred million and

a billion years, depending on whom you ask.

You inherited it. You didn’t earn it. It works while you sleep.

The Messengers

We have one more cell to meet in this chapter, and it is, in some

ways,  the  most  important.  It  is  also  the  one  that  connects  this

whole chapter to the next.

Dendritic cells were discovered in 1973 by a young researcher

named Ralph Steinman, who thought he was looking at a weird

kind of macrophage and turned out to be looking at something

T H E  F I R S T  R E S P O N D E R S

23



much more interesting. (He won the Nobel Prize for this in 2011,

three  days  after  he  died  of  cancer.  Nobel  rules  normally  don’t

allow posthumous awards,  but his death was so recent that the

committee made an exception.)

A dendritic cell looks like a starfish with too many legs — long,

thin, spidery projections reaching out in all directions. It lives in

tissue, like a macrophage, and it  eats things, like a macrophage.

But what it does next is different.

After a dendritic cell eats a bacterium or a virus, it does not

simply digest the whole thing. It carefully takes pieces — small,

specific  protein  fragments,  a  kind of  molecular  evidence file  —

and  brings  them  up  to  its  own  surface.  Then,  holding  those

fragments out in front of it like Exhibit A, the dendritic cell stops

what  it’s  doing,  leaves  the  tissue,  and  travels  through  the

lymphatic system to the nearest lymph node.

Lymph nodes are something like the city’s town halls. They are

small,  bean-shaped  structures  dotted  throughout  your  body  —

under your jaw, in your armpits, in your groin, all along the inside

of your torso. (When a doctor feels around your neck while you

have a cold and says “your glands are up,” they mean your lymph

nodes are swollen, because they are full of cells doing exactly what

we’re about to describe.)  Inside each lymph node, millions of T

cells  and  B  cells  are  waiting  —  specialists,  each  one  tuned  to

recognize one specific molecular pattern.

The  dendritic  cell  arrives  at  the  lymph  node  holding  its

evidence and, in effect, walks down the line:  does anyone recognize

this? Anyone? Most don’t. But sooner or later, one specialist — out

S E L F  &  O T H E R
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of millions — does. And when that happens, the slow, learning,

terrifyingly  precise  second  half  of  the  immune  system  comes

online.

That’s the next chapter.

A Fever Is a Feature

Before we leave the first responders, one more thing.

When  you  are  sick  —  when  you  have  the  flu,  or  a  serious

infection, or even just a bad cold — your body does something

that, viewed from the outside, looks like a malfunction. It raises its

own temperature. You become hot to the touch. You shiver under

blankets. Your appetite collapses. You feel awful.

For  most  of  human  history,  people  assumed  fever  was  the

disease. It looked like the disease. It made you feel like the disease.

The natural thing to do, if you were a doctor in 1750 or even 1950,

was to bring the fever down. Your patient would feel better, and

that seemed like progress.

We now know — and this took longer to figure out than you

might think — that fever is not the disease. Fever is your body’s

response  to  the  disease.  And  that  response  is,  in  most  cases,

helpful.

When  your  immune  cells  release  certain  cytokines,  those

cytokines travel to your brain, specifically to a small region called

the hypothalamus, which is your body’s thermostat. The cytokines

turn the thermostat up. The hypothalamus then orders the rest of

your body to produce more heat — by shivering, by burning more

energy — and to lose less of it, by constricting blood vessels near

the skin (which is why you feel cold even though you’re hot).

T H E  F I R S T  R E S P O N D E R S
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The result  is  a  body running  several  degrees  above  normal.

And here is what is happening in that hotter body. Many bacteria

and  viruses  replicate  poorly  above  37  degrees  Celsius.  A  few

degrees of  fever  can dramatically  slow them down.  Meanwhile,

your immune cells — the ones we’ve been meeting in this chapter

—  work  better  at  higher  temperatures.  They  move  faster.  They

communicate  faster.  They  divide  more  readily.  Your  body,  in

essence, is making the playing field bad for the invaders and good

for the defenders.

This is also why you lose your appetite when you’re sick, and

why you sleep so much. Both responses are coordinated by the

same  cytokine  signals.  Sleep  gives  the  immune  system  the

resources it  needs to fight. Reduced appetite — counterintuitive

though  it  sounds  —  appears  to  starve  certain  pathogens  that

depend on certain nutrients in your gut. Not eating much when

you have a stomach bug is, biologically, what your body wants you

to do.

None of this is to say you should never take a fever-reducing

medicine.  A very high fever,  especially  in a  small  child,  can be

dangerous, and there are good reasons to manage it. But it’s worth

understanding what  fever  is.  It  is  not  your body breaking.  It  is

your body working — uncomfortably, expensively, but on purpose.

The same is true, in different forms, for almost every symptom

of being sick. The runny nose. The cough. The aches. The misery.

None  of  those  are  the  infection  itself.  They  are  your  immune

system doing its job. The cost of the defense is paid by you — in

fatigue, discomfort, missed school days — but the defense is the

point.
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✦  ✦  ✦

So  this  is  the  front  line.  Macrophages  on  patrol,  eating  what

doesn’t  belong.  Neutrophils  sprinting  in  by  the  billion  when

summoned, doing damage as fast as they can. NK cells walking

the  streets  looking  for  cells  that  have  stopped  wearing  their

badges.  Complement,  drifting in  the  bloodstream,  latching onto

bacteria  the  way  frost  latches  onto  a  window.  Dendritic  cells

gathering evidence and walking it to the town hall. And cytokines

— chemical shouts in the air — coordinating all of it.

It is fast. It is old. It is genuinely incredible.

But  it  has  a  limit.  It  can  recognize  categories.  It  cannot

recognize specifics. A macrophage knows that a certain pattern of

molecules  is  “bacterial.”  It  does  not  know which  bacterium.  A

complement protein can tell that a surface “isn’t ours.” It cannot

tell which one.

For most threats, that’s fine. But for the ones that learn — the

viruses  that  mutate,  the  bacteria  that  evolve  — the  body needs

cells  that  can  learn  back.  Cells  that  can  recognize  one  specific

shape, out of all possible shapes. Cells that can remember. Cells

that can do, in chemistry, what Medawar’s pilot’s body did when it

rejected its second skin graft within three days.

Those cells exist. They live in the lymph nodes. The dendritic

cells  are  walking  toward  them  right  now,  holding  up  their

evidence files, asking the question that started this book:

Does anyone here recognize this?
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The Specialists
✦

ometime in  the  early  1950s,  a  question started bothering a

small group of biologists. The question went like this:

How can your body make antibodies for things it

has never seen?

The puzzle was real. By the 1950s, immunologists had figured out,

more or less, what antibodies were. They were Y-shaped proteins

floating in the blood. They stuck to specific things — the protein

on the surface of a measles virus, say, or the toxin produced by a

tetanus bacterium — and once stuck, they marked those things for

destruction. One antibody, one target. That was the deal.
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The trouble  was  that  you could  trick  the  body into  making

antibodies against almost anything. Researchers in this era loved

to do exactly  that.  They would take a  totally  artificial  chemical

compound — something that had never existed in nature, that no

human cell or animal had ever encountered — and inject it into a

rabbit.  A  few  weeks  later,  the  rabbit’s  blood  would  contain

antibodies that recognized that artificial compound with exquisite

precision.

This was very strange.

Think about it from the rabbit’s point of view. Evolution gives

you  immune  systems  that  can  fight  the  threats  your  ancestors

fought.  A rabbit  ancestor a  million years ago presumably never

met a synthetic chemical synthesized in a Cambridge laboratory in

1952. And yet there it is — antibodies, perfectly fitted, ready to go.

You could explain this if a rabbit had a specific gene for every

possible antibody. But how many would that be? Researchers tried

to  estimate.  The  number  you  needed,  to  cover  every  possible

molecule the immune system might be asked to recognize, came

out at something like ten billion. Maybe a thousand times more.

A rabbit does not have ten billion genes. A rabbit has, roughly,

twenty thousand genes — the same as you, the same as a mouse,

the same order of magnitude as basically every animal on earth.

The math did not add up. There weren’t enough genes to write

the answers in advance.

So how was the body doing it?
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The Wild Idea

In  1957,  an  Australian  immunologist  named  Frank  Macfarlane

Burnet proposed something so strange that, for a few years, most

of his colleagues thought he had simply gone wrong somewhere.

Burnet’s  idea  was  this.  The  body  does  not  pre-write  the

antibodies. The body pre-writes the cells.

Imagine, he said, that very early in your development — before

you’re even born — your body makes a vast number of immune

cells. Billions of them. Each one has a slightly different receptor on

its surface,  generated more or less randomly. Most of them will

never  do  anything  in  your  entire  life.  They  drift  around  your

bloodstream and lymph nodes, waiting, holding their unique little

receptors out to whatever passes by, like fishermen with billions of

differently shaped hooks.

When some foreign molecule shows up — a virus, a bacterium,

a  synthetic  chemical  from  a  Cambridge  lab  —  most  of  the

receptors don’t fit. But somewhere, in that vast lottery of cells, a

few will fit. Just a few. Maybe one in a hundred thousand. And

that one cell,  the one whose random receptor happens to match

the new threat, gets activated. It starts dividing. Each daughter cell

carries  the  same receptor.  Within  a  week,  you have  millions  of

cells, all making antibodies against that one specific thing.

Burnet called this  clonal selection. The body doesn’t design the

right antibody when it sees a threat. The body has every possible

antibody already, distributed across billions of cells, and the threat

itself selects which cells get to multiply.
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It’s  the same principle,  in  miniature,  as  evolution by natural

selection.  The  variation  is  generated  randomly  and  in  advance.

The environment chooses the winners.

When  Burnet  first  proposed  this,  he  had  almost  no  direct

evidence. It was a guess. A spectacularly good guess, but a guess.

Most  senior  immunologists  found  the  whole  thing  hard  to

swallow.  The idea that  your body would make billions of  cells,

most of which would never be useful — that seemed, biologically,

wasteful. Unbiological. Suspicious.

Burnet  won  the  Nobel  Prize  in  1960  (technically  for  related

work on immunological tolerance, which we’ll get to in Chapter 7).

His clonal selection idea would take another decade or so to be

fully accepted.  The mechanism that made it  work — the actual

chemistry  of  how  a  body  could  generate  billions  of  different

receptors from twenty thousand genes — would have to wait until

1976.

DNA Scrambling

In 1976, a young Japanese researcher named Susumu Tonegawa

was working at the Basel Institute for Immunology in Switzerland.

He had a simple, audacious experimental plan: he was going to

compare the DNA of an antibody-making cell to the DNA of, say, a

liver cell, and see if they were the same.

This was, for the time, a strange thing to do. Every biologist

learned  in  school  that  the  DNA  in  every  cell  of  your  body  is

identical. (Almost identical, anyway — there are small caveats for
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sperm and eggs.) Liver cells use some of that DNA. Brain cells use

other  parts  of  it.  But  the  DNA  itself,  the  underlying  text,  was

supposed to be the same in all of them.

Tonegawa  was  not  so  sure.  He  had  a  hunch  —  based  on

Burnet’s idea, and on some other clues — that whatever made the

antibody system so flexible might involve actually changing the

DNA inside antibody-producing cells. Permanently. In a way no

one had ever documented in any cell, anywhere.

When he ran his experiment and looked at the results, he saw

exactly that.

The DNA inside an antibody-making cell was not the same as

the DNA in the rest of the body. Pieces had been deleted. Other

pieces  had  been  stuck  together.  Whole  stretches  of  the

chromosome had been cut, shuffled, and resealed — like someone

had taken a manuscript, sliced it into a hundred pieces, picked a

few  at  random,  and  glued  them  back  together  to  make  a  new

sentence.

Each B cell,  it  turned out,  did this individually,  when it  was

first being made in the bone marrow. The cell would take three

large libraries of gene fragments — biologists named them V, D,

and J — and pick one fragment at random from each library. Then

it  would  splice  them  together.  The  combination  of  these  three

fragments  became  the  recipe  for  that  cell’s  particular  antibody.

Different cell, different random combination, different antibody.

That was the basic move. But it got more elaborate. The splicing

wasn’t always clean — sometimes a few extra DNA letters were

added at  the  joints,  or  a  few were  chewed off,  generating even

more variation. Then, once a B cell had made its initial antibody
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and gotten activated by a real threat, it would start mutating its

antibody genes  deliberately,  refining the  fit.  Variation on top of

variation, all of it controlled.

The math, when worked out, came to something like ten to a

hundred trillion possible different antibody shapes. Far more than

enough.

The  reason  no  one  had  ever  documented  DNA  being

rearranged inside a normal cell  was, of course,  that no one had

been looking. No one expected it. The central dogma of biology

said your DNA stayed put. But your immune cells, it turned out,

didn’t  read  the  dogma.  They  were  doing  something  almost  no

other  cell  in  your  body does:  they  were  editing  themselves,  on

purpose,  as  part  of  growing  up.  They  were  essentially  writing

their own scripts.

Tonegawa won the Nobel  Prize for  this  in 1987.  He was the

only winner that year — solo Nobels are rare — and the citation

called  the  discovery  “the  genetic  principle  for  generation  of

antibody  diversity.”  Which  is  correct,  but  undersells  it.  What

Tonegawa really proved is that part of the human genome is not

fixed at all. Part of you is a deliberately scrambled deck.

The B Cell

So now we can introduce the B cell properly.

A B cell is a small, round, white blood cell that is born in your

bone marrow. (The B is for bone marrow, in mammals; in chickens,

where  these  cells  were  first  studied,  it  stood  for  the  bursa  of

Fabricius, an organ chickens have and you don’t. The name stuck.)

Each B cell, when it is being made, runs through the V(D)J shuffle
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we just  described.  By  the  time it  leaves  the  bone  marrow,  it  is

carrying  its  own  unique  antibody  on  its  surface,  the  way  a

fisherman carries a unique hook.

Then it goes to a lymph node and waits.

For most B cells, the wait is forever. They live for a few weeks or

months, never finding a match for their particular antibody, and

then they die quietly and are replaced by other B cells with other

random antibodies. The waste is enormous. It is also the price of

the  system.  To  have  an  antibody for  every  possible  threat,  you

must have many, many B cells that will never meet their match.

For a small number of B cells, though, something happens. A

dendritic cell — remember the messengers from the last chapter?

— arrives at the lymph node carrying fragments of, say, a virus.

The B cell whose surface antibody happens to fit that particular

viral protein binds to it. The B cell now knows, in chemical terms,

that its lottery number has come up.

What  happens  next  is  one  of  the  most  efficient  processes  in

biology. The B cell receives a few additional signals (we’ll meet the

cell  that gives those signals in a moment) and begins to divide.

Once a day, then twice a day, then more. Within a week there are

millions of identical copies of this one cell, each carrying the same

antibody, all descended from a single ancestor that happened to be

carrying the right random hook on the day the virus showed up.

Most of these copies become factories. They lose their old shape.

They turn into round,  secretion-focused cells  called  plasma cells,

and they pour their antibodies into the bloodstream — millions of

antibody molecules per cell per second.
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The  antibodies  travel  everywhere.  They  stick  to  the  virus

wherever  they  find  it.  They  mark  it  for  destruction  by

macrophages and complement. They clog up the virus’s ability to

enter cells. They neutralize toxins. They clear infections.

This is the same process that happens when you get vaccinated.

The  vaccine  is  just  a  way  of  triggering  the  lottery  without  the

disease. We’ll come back to that.

The T Cell (Two Kinds)

If the B cell is the system’s antibody factory, the T cell is something

stranger. There are actually two main kinds of T cell, doing two

different jobs, and the difference matters.

The T comes from thymus, a small pinkish-gray organ that sits

behind your breastbone, just above your heart. It’s enormous when

you’re a baby and shrinks as you grow up, which is funny when

you learn what it does, because what the thymus does is almost

the  most  important  thing  in  the  entire  immune  system.  We’ll

spend Chapter 7 inside the thymus. For now, just know that this is

where T cells are educated, and that the education is brutal.

Like B cells, T cells use V(D)J recombination to give themselves

random  receptors.  But  T  cell  receptors  don’t  recognize  whole

molecules  floating  in  the  blood.  T  cell  receptors  recognize

fragments of molecules being held up by other cells. This is a crucial

distinction. A B cell’s antibody can grab any molecule it floats past.

A T cell can only see fragments that some other cell — a dendritic

cell, or a macrophage, or any infected cell — is actively presenting

on its surface, like a person holding up a card.
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The fragments are held up by a specific kind of molecular ID

badge — the  MHC molecules we mentioned in Chapter 2, which

we’ll properly meet in Chapter 6. For now: think of every cell in

your body holding up little cards,  all  the time, with samples of

what’s  currently  inside  that  cell.  Healthy  cells  hold  up  cards

showing healthy bits of you. Infected cells hold up cards showing

bits of the virus they’re infected with. T cells walk around reading

the cards.

There are, broadly, two kinds of T cells reading those cards.

The first kind is called the helper T cell (or, if you like jargon, the

CD4+ T cell). When a helper T cell finds a card it recognizes —

held  up,  say,  by  a  dendritic  cell  carrying  viral  fragments  —  it

doesn’t  kill  anything.  It  does  something  more  important.  It

releases a flood of cytokines that tell B cells to start dividing, that

tell  other  T cells  to  wake up,  that  tell  macrophages to  be more

aggressive,  that  essentially  turn  on the  entire  adaptive  immune

response.  The  helper  T  cell  is  the  conductor  of  the  orchestra.

Without it, almost nothing else happens.

When  HIV  destroys  the  immune  system,  this  is  the  cell  it

destroys. HIV specifically infects helper T cells and kills them off.

After enough years, the body simply runs out of conductors, and

every other immune cell — perfectly intact, perfectly competent —

has no idea what to do. Infections that any healthy person could

brush off become deadly. We’ll come back to this in Chapter 11.

The second kind of T cell is called the killer T cell (or, in jargon,

the CD8+ T cell). It does what the name suggests. When a killer T

cell finds a card it recognizes — held up, say, by one of your own

cells that has been infected by a virus — it doesn’t try to disable
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the virus.  The virus is  already inside the cell,  hiding,  doing its

damage. The killer T cell does the only thing that can solve that

problem. It kills the cell.

It does this delicately, the way the NK cells in the last chapter

did. A nudge, a chemical message, and the infected cell folds itself

up  via  apoptosis.  The  virus  inside,  stripped  of  the  cellular

machinery  it  needs  to  keep  replicating,  dies  with  it.  The

macrophages clean up. The body trades one of its own cells to save

the rest.

This is, for most viral infections, the move that ends the war.

Antibodies can stop a virus from getting into cells. Once it’s in,

only killer T cells can finish the job.

The Slow Burn

The first time you encounter a new virus or bacterium, the entire

process we just described — dendritic cells gathering fragments,

traveling to lymph nodes, finding the one B cell and the one T cell

with the right random receptors, those cells dividing for a week,

antibodies being produced, killer T cells being deployed — takes

somewhere between five and ten days.

This is, in immunology terms, slow. It is also the reason new

infections  make  you  so  sick.  For  the  first  week,  your  innate

immune  system  —  macrophages,  neutrophils,  complement,  NK

cells — is fighting the infection mostly alone. It  is fast,  but it  is

unsubtle. It can hold a line. It cannot win the war by itself. While it

holds, you have a fever, you ache, you can’t get out of bed. The

slow, precise specialists are spinning up.
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Then, around day six or seven, things change. The clones have

expanded.  The  antibodies  are  flowing.  The  killer  T  cells  are

deployed. You start to feel better, sometimes within hours.

Most viral infections — the cold, the flu, the routine illnesses of

childhood — follow this exact pattern: a week of misery, a turning

point,  a  week  of  recovery.  The  misery  is  your  innate  immune

system buying time. The recovery is your adaptive immune system

arriving with the specific, custom-fitted weapons it had to build

from scratch.

The price of having that adaptive system is exactly that week of

being sick. The reward is on the far side of it: those custom-fitted

cells do not entirely go away. Some of them stay. Some of them

remember. The next time you meet that virus — even years later —

the response is faster, larger, and decisive. You may not even know

you’ve been exposed.

That’s the next chapter. That’s the memory library.
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The Memory Library
✦

n  1796,  a  country  doctor  in  Gloucestershire  named  Edward

Jenner did something that almost everyone, looking at it from

outside, would have called insane.

He took a sharp instrument, scratched the arm of an eight-year-

old boy named James Phipps, and rubbed pus from a cowpox sore

into the wound.

Cowpox is a disease of cows, mostly. Sometimes it spreads to

milkmaids, who get small itchy sores on their hands and feel bad

for a week. The boy, predictably, got mildly sick. A few sores. A bit

of a fever. Within ten days he was completely fine.

Then, six weeks later, Jenner did the truly insane part. He took

the same instrument, scratched the boy’s arm again, and rubbed in

pus from a smallpox sore.
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Smallpox, in 1796,  was the most feared disease in Europe. It

killed roughly a third of the people it infected and left most of the

survivors  permanently  scarred  or  blind.  Whole  villages  were

sometimes erased. Children were often not officially named until

they had survived smallpox,  the way you might wait  until  you

were sure a foal would live before you got attached to it. Putting

smallpox  into  a  healthy  child  was,  by  any  normal  measure,

attempted murder.

The boy did not get  sick.  Not at  all.  Not a sore,  not  a fever,

nothing. Jenner waited and tried again. Nothing. He tried other

children. Same result. Children who had been deliberately infected

with the mild cowpox were, somehow, completely protected from

the deadly smallpox.

Jenner had no idea why this  worked.  He had no concept  of

viruses, no concept of antibodies, no concept of B cells or T cells —

none  of  those  words  existed  yet,  and  wouldn’t  for  another

hundred years.  He just  knew, from talking to milkmaids in his

county, that people who got cowpox didn’t seem to get smallpox.

And he had been bold enough — or,  depending on your view,

reckless enough — to test it. He named the procedure vaccination,

from the Latin vacca, “cow.”

What Jenner had stumbled into, without knowing it, was the

single most important consequence of the system we spent the last

chapter  describing.  The  slow,  learning,  terrifyingly  precise

adaptive immune system has a feature that the innate system does

not have. It remembers.
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Every other animal on earth, faced with the same disease twice

in its lifetime, fights it the same way both times. Your body, faced

with the same disease twice, fights it the second time the way a

chess grandmaster plays a game they have already played. With

certainty. With speed. Often without even letting you notice.

This is the chapter where we meet the cells that remember.

The Trick

Go  back  to  the  end  of  the  last  chapter.  A  virus  arrives.  Your

dendritic cells gather fragments of it and travel to a lymph node.

After a few days of searching, the right B cell and the right T cell

— the ones whose random V(D)J receptors happen to fit — are

found. They begin to divide. Within a week there are millions of

copies,  all  making antibodies  against  this  one specific  virus,  all

tuned to attack any of your cells that have been infected by it. The

infection is cleared. You feel better.

Now, here is the question. What happens to those millions of

cells?

The naive answer, and the one most people would guess, is that

they go away. The job is done, the virus is gone, the system goes

back to baseline. This would be reasonable.  Keeping millions of

specialized  cells  around for  a  virus  that  may  never  come back

seems wasteful.

But it isn’t what happens.

What  happens  is  that  most  of  those  cells  die,  yes  —  about

ninety to ninety-five percent of them. They were emergency hires.

Once the emergency is over, they aren’t needed. They quietly self-

destruct, and the macrophages clean them up.
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But some don’t. A small fraction — maybe five or ten percent of

the  original  army — transforms into  something different.  Their

cellular machinery shifts. They stop making antibodies. They stop

dividing.  They  settle  in  for  the  long  haul,  often  migrating  to

specific niches in the bone marrow or in the lymph nodes, where

they  can  wait,  quietly,  for  years.  Decades.  Sometimes  a  whole

lifetime. We call them memory cells.

A memory B cell looks, more or less, like an ordinary B cell that

has stopped working. It carries the same antibody on its surface

that it  carried during the original infection. It does not produce

antibodies into the bloodstream. It does not divide. If you found

one in a tissue sample, you might mistake it for a B cell that had

given up.

But it has not given up. It is waiting.

If, ten or twenty or fifty years later, the same virus shows up

again,  the  memory  B  cell  encounters  its  antigen  —  the  exact

molecular  shape  it  was  originally  tuned  to  —  and  reactivates

almost  instantly.  Within  hours,  not  days,  it  is  dividing.  Within

forty-eight hours, antibody production is at full tilt. The infection

is,  more  often  than  not,  dealt  with  before  it  can  produce  any

symptoms at all. You may never know you were exposed.

The same is true of memory T cells, which work on the killer-

cell side of things. They sit, they wait, they remember. When they

meet  their  original  antigen again,  they spring into  action faster

than any newly recruited cell ever could.

This is the trick. This is why you only get chickenpox once.
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Why Chickenpox Once and the Flu Forever

The  next  obvious  question,  if  you’ve  been  reading  carefully,  is:

why doesn’t this work for everything?

If  your  body  remembers  chickenpox  forever,  why  don’t  you

become immune to the flu after one bout? Why don’t  colds get

fewer with age? Why does your grandmother still  get the same

upper  respiratory  infection  from  your  cousin’s  kid  every

Thanksgiving?

The answer is one of the most important ideas in immunology,

and it explains an enormous amount about how diseases work in

the  real  world.  Memory  cells  are  tuned  to  specific  molecular

shapes.  If  a  virus  comes  back  wearing  the  same  shapes,  the

memory cells recognize it instantly. If a virus comes back wearing

different shapes, the memory cells are useless — the body has to

start over from scratch, finding new B cells and T cells with the

right random receptors, the way it did the first time.

Some  viruses  can’t  change  their  shape  much.  The  smallpox

virus,  before  we  wiped  it  out,  was  almost  identical  from  one

century to the next. The chickenpox virus is the same. The measles

virus  is  the  same.  If  you  encountered  measles  as  a  child,  the

memory cells you made then would still recognize it today. One

infection, lifetime protection.

Other  viruses  change  constantly.  The  influenza  virus  has

surface proteins that mutate so quickly that within a year or two,

the  version  going  around  looks  chemically  different  from  the

version that went around last winter. Your memory cells from last

year’s flu look at this year’s flu and see a different molecule. They

do not respond. The whole adaptive process has to begin again.
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This is why there is a new flu vaccine every year — it’s not the

same vaccine. It’s a fresh attempt to predict, six months in advance,

what shape this winter’s flu will be wearing.

The common cold is  something else  again.  There isn’t  really

one  virus  that  causes  the  common  cold.  There  are  about  two

hundred  different  viruses,  all  of  them  produce  roughly  similar

symptoms, and your immune system has to remember each one

separately.  You probably encounter  twenty or  thirty  of  them in

your life. Each one, the first time, makes you sick for a week. Each

one,  after  that,  your  memory  cells  handle  quietly.  By  the  time

you’re  forty,  most  colds  you would have caught  at  twenty,  you

don’t even notice.

HIV is the worst case. The HIV virus mutates inside your own

body, faster than your B cells can produce antibodies. By the time

the antibodies arrive, the version of the virus they were designed

to fight is already gone, replaced by mutants the antibodies don’t

recognize.  Your  immune  system  is,  in  a  strange  way,  always

fighting yesterday’s HIV. We’ll come back to this.

The general rule: the more stable a pathogen, the better your

memory works against it.  Stable pathogens are the ones we can

vaccinate against effectively. Unstable pathogens are the ones we

have to keep chasing.

What Vaccines Actually Are

We can now talk about vaccines properly.

A  vaccine  is,  in  essence,  a  way  of  triggering  the  memory-

formation  process  without  making  you  sick.  That  is  the  entire

concept. Everything else is engineering.
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Jenner’s original vaccine worked because cowpox and smallpox

are similar enough at the molecular level that the antibodies and

memory cells you make against cowpox happen to also recognize

smallpox. The shapes overlap. He had no idea why; he just had the

empirical observation. Modern vaccinology has more precise tools,

but  the  goal  is  the  same:  present  the  immune  system  with

something  that  looks  enough  like  the  dangerous  pathogen  to

trigger  the  full  memory-cell  response,  without  the  dangerous

pathogen actually being present.

There are several ways to do this, and it’s worth knowing them,

because the news will keep using these words and most people

don’t know the difference.

Live attenuated vaccines use a real, replicating virus that has

been weakened so much that it can barely cause an infection. Your

body responds to it the way it would to a real infection, but the

disease never really takes hold.  The measles  vaccine works this

way. So does the chickenpox vaccine. Live attenuated vaccines tend

to  give  the  strongest,  longest-lasting  immunity  —  sometimes

lifetime — because the immune response really does see the whole

pathogen, doing what pathogens do, just barely. The downside is

they can occasionally cause problems in people whose immune

systems are very weak (a topic we’ll come back to in Chapter 11).

Inactivated  vaccines use  a  real  virus  or  bacterium  that  has

been killed. The dead pathogen still has all its surface proteins, so

your immune system can recognize and remember it, but it can’t

infect anything. The flu shot most people get each year is this kind.

So is the polio shot used in most countries. Inactivated vaccines

are very safe, but the immunity is generally weaker than from live

vaccines, which is why you sometimes need boosters.
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Subunit vaccines go further: they don’t use the whole pathogen

at all,  dead or alive. They use just a single piece — one specific

protein from the surface of the pathogen, made by other means.

Your  immune  system  makes  memory  cells  against  that  one

protein. The hepatitis B vaccine works this way. So does the HPV

vaccine,  the one that prevents most cervical cancers and several

other cancers, and which is one of the few vaccines we have that

prevents cancer.

mRNA vaccines are the newest. Instead of giving your body a

finished protein, they give your body a temporary instruction — a

strand of mRNA — that tells  some of your own cells  to briefly

make the protein themselves. Those cells then display the protein

on their surface, and your immune system responds to it the way it

would respond to any other foreign protein.  The mRNA breaks

down within hours. The cells go back to normal within days. The

memory cells stay. We’ll come back to this in detail in Chapter 17,

because  the  COVID  vaccines  are  how  most  people  first

encountered this technology, and there’s a lot of confusion to clear

up.

Most  of  these  technologies  have one thing in  common:  they

need  help  getting  started.  The  immune  system  is  reasonably

suspicious by nature, and a lone protein floating around in your

shoulder muscle isn’t always alarming enough to trigger a strong

response. So most vaccines include something called an adjuvant

— a  substance  that  makes  the  local  tissue  look,  to  your  innate

immune system, like there’s something genuinely dangerous going

on. The adjuvant is what makes your arm sore for a day. It’s not a
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side  effect.  It’s  the  point.  It’s  the  alarm bell  that  wakes  up  the

dendritic  cells  and  gets  them  to  start  gathering  evidence  and

walking it to the lymph nodes.

The result,  with all of these technologies, is the same. A few

weeks after the shot, your bone marrow and your lymph nodes

contain a small population of memory cells tuned to one specific

dangerous thing. The cells will sit there, mostly forever, waiting. If

the real pathogen ever shows up, they will be ready in hours.

Smallpox  killed  somewhere  around  three  hundred  million

people in the twentieth century alone. The last natural case was in

1977. The disease has been eradicated from the planet. The reason

is Jenner’s procedure, refined and globalized.

What Memory Does and Doesn’t Do

Two things to be honest about, before we leave this chapter.

The first is that memory isn’t perfect. Memory cells fade. Some

of them die without being replaced. Some types of immunity last

decades  or  lifetimes;  others  fade  in  years.  This  is  why  some

vaccines  need  boosters  —  a  tetanus  shot  every  ten  years,  for

instance — and others don’t. It’s also why people who had certain

childhood  infections  or  vaccines  may,  in  older  age,  gradually

become susceptible again. The system is excellent. It is not magic.

The  second  is  that  even  perfect  memory  only  protects  you

against  pathogens  you’ve  encountered  before,  or  things  close

enough to them. A wholly new pathogen — one your immune

system has never seen, in a form it has never encountered — starts

the slow process from scratch, the same way it always has. This is

part of why pandemics of new viruses can spread so widely so
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fast: not because anyone’s immune system is broken, but because

no one’s immune system has the relevant memory yet. The first

encounter takes about a week. The second is faster. But the first is

the first.

Vaccines are, more than anything else, a way of making the first

encounter survivable.

✦  ✦  ✦

There’s one more thing about memory worth mentioning before

we  move  on,  because  it’s  strange  and  recent  and  not  yet  fully

understood.

For a long time, immunologists assumed that immune memory

—  the  long-term,  learning,  decades-spanning  kind  —  was

something only B cells and T cells could do. That was the rule. The

innate  cells,  the macrophages and neutrophils  and NK cells  we

met in Chapter 2, did not learn. They did not remember. They did

the same thing every time.

In the last fifteen years or so, that picture has started to change.

Researchers have begun to find evidence that some innate cells —

macrophages,  NK cells  — do something that  looks suspiciously

like  remembering.  Not  in  the  precise,  antigen-specific  way of  B

cells  and  T  cells.  More  like  a  general  tuning.  After  a  strong

infection, these cells appear to remain in a slightly more reactive

state,  more  alert,  more  ready  to  respond,  for  weeks  or  months

afterward. The phenomenon has a name now — trained immunity

— and it’s one of the more active areas of immunology research

right now.
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This is a useful thing to know about, partly because you’ll see it

in  news  articles,  and  partly  because  it’s  a  good  example  of

something this book wants to keep emphasizing: immunology is

not  finished.  Big,  basic  ideas  are  still  being  worked  out.  The

textbook of 2050 will look different from the textbook of 2025, and

not  because  the  textbook  of  2025  was  wrong.  It  was  just

incomplete, the way every working description of a living system

always is.

What we know for sure is that your body, right now, contains a

library. Not a metaphorical library — a physical one, distributed

across your bone marrow and your lymph nodes and your spleen,

made  of  millions  of  cells,  each  one  carrying  the  molecular

signature  of  something  your  body  once  met  and  survived.

Childhood illnesses. Vaccines. Infections you don’t even remember

having.  Maybe a stomach bug from a vacation in 2008.  Each of

them is in there, written down in cellular form, ready to be read

again if it has to be.

The next time you go to a doctor and they look at your chart

and ask  whether  you’ve  ever  had measles,  or  whether  you got

your tetanus booster, what they are really asking is: what’s in your

library?

Most of what’s in your library, you have no idea about. Most of

it, you’ll never need. But it’s there. It is one of the quieter, weirder

forms of identity. You are not just what you eat or what you’ve

done. You are also what your immune system remembers.
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C H A P T E R  5

5

The Border Towns
✦

ere is a fact about your body that, when you really sit with

it, is hard to fit inside your head.

If  you took every cell  in your body — every skin cell,  every

muscle cell, every neuron, every red blood cell, every cell in your

liver and lungs and bones — and you put them all in one pile, and

then you took every bacterium living in and on you and put those

in another pile, the second pile would be roughly the same size as

the first.

Roughly thirty-eight trillion bacteria live in or on you, against

roughly  thirty  trillion  human cells.  The  exact  ratio  depends  on

whom you ask and how they count,  and the  once-famous “ten

times more bacteria than human cells” estimate has been quietly

53



walked  back  to  something  closer  to  one-to-one.  But  the  basic

picture stands. By cell count, you are about half you and about half

something else.

Which raises  the question we asked back in Chapter  1,  in  a

sharper  form.  If  your  immune  system  spends  every  minute  of

every day asking “is this me, or is this something else?” — and if

half  of  what’s  inside your skin is,  by any reasonable definition,

something else — why aren’t you constantly inflamed? Why aren’t

you, at every moment, in a state of all-out civil war?

The answer is that most of what we have described so far in

this book — the macrophages, the neutrophils, the B cells, the T

cells, the spectacular machinery of adaptive immunity — is not,

actually, where most of your immune system lives. Most of your

immune system lives at the borders. And the borders, it turns out,

run by different rules than the inside.

This  chapter  is  about  those  borders.  The  skin.  The  gut.  The

lungs. The thin sheets of tissue that separate the inside of you from

the  outside  of  you,  and  the  strange,  ongoing,  mostly-peaceful

negotiation that happens there.

What Counts as Outside

Hold a piece of paper up in front of you. The paper has two sides.

They are  clearly  different  sides.  The  same is  true  of  your  skin:

there’s an outside, where the world is, and an inside, where you

are.

Now imagine that the paper is rolled into a tube. There is still

an outside and an inside. But if you look closely at the tube, you’ll

notice something: the inside of the tube is, in a strange way, also
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outside. If you push a marble through the tube, the marble doesn’t

really enter the paper — it  travels through a hollow space that,

while surrounded by paper, was never really part of the paper at

all.

Your gut works exactly like this.

When  you  eat  a  sandwich,  the  sandwich  is  not,  in  any

biologically meaningful sense, inside your body yet. It is inside a

long,  twisty  tube  that  runs  through  your  body  —  from  your

mouth, down your throat, through your stomach, through about

twenty-five feet of small intestine, then through five feet of large

intestine, and out the other end. For most of that journey, the food

is separated from your actual tissues by a thin layer of cells, one

cell thick in some places. The food, while in transit, is technically

still in the outside world. It just happens to be in the part of the

outside world that you have wrapped your body around.

The  same  is  true,  more  or  less,  of  your  lungs.  The  air  you

breathe in does not enter your tissue. It sits in branching cavities

inside your chest, separated from your blood by a layer of cells so

thin you could read newsprint through it.  The lungs are not so

much an organ as a beautifully folded surface, vast and intimate,

where the outside meets you.

If you took your skin, your gut lining, and your lung lining,

and laid them all flat, the total area would be somewhere around

two hundred square  meters.  That’s  the  surface  area of  a  tennis

court. Most of that — the overwhelming majority — is not the skin

you can see. It’s the gut lining and the lung lining, folded up inside

you. The actual visible skin of an adult human is only about two

square meters, smaller than a king-size bed.
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Almost all of your interaction with the outside world happens

at surfaces you cannot see.

The Skin, Briefly

The skin you can see is, for what it’s worth, a remarkable thing.

The  outer  layer  is  made  of  cells  that  have,  by  the  time  you

encounter them, technically already died. They are flat, hardened,

packed with a tough protein called keratin (the same stuff your

fingernails are made of), and they are constantly shedding off and

being  replaced  from  below.  The  dust  in  your  house  —  a

substantial fraction of it — is your skin. You replace your entire

outer layer every two to four weeks.

This dead, flaking outer layer is your first defense. Bacteria can

sit  on it,  but they have a hard time getting through. The skin’s

surface  is  acidic,  around  pH  5,  which  most  bacteria  find

inhospitable.  It  is  dry,  which  most  bacteria  find  worse.  It  is

patrolled  by  oils  and  antimicrobial  peptides  —  small  natural

antibiotics  that  your  skin  cells  produce  constantly.  It  is  also,

importantly, populated by its own bacteria, in vast numbers, which

we’ll get to.

Beneath the dead outer layer is a layer of living cells,  then a

layer of connective tissue, then everything else. Macrophages live

throughout. Specialized dendritic cells called Langerhans cells live

in  the  upper  layers,  sampling  whatever  has  gotten  through.  If

anything truly worrying does get through, the alarm goes out and

the cells we met in Chapter 2 swarm in.
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But mostly, this doesn’t happen. Mostly, your skin works the

way a wall works — by being there. The interesting border, the

busy one, the one where the actual diplomacy happens, is the one

inside you.

The Gut, Properly

Of those thirty-eight trillion bacteria we started this chapter with,

the overwhelming majority — something like ninety-five percent

of them — live in your large intestine.

The community is enormous and diverse. A typical adult gut

contains  somewhere  between  five  hundred  and  a  thousand

different  bacterial  species,  plus  various  fungi  and  viruses,  all

coexisting in a kind of slow, churning ecosystem. The composition

is different in every person; identical twins are no more similar in

gut  bacteria  than unrelated friends who eat  the  same diet.  The

community shifts when you change what you eat, when you take

antibiotics, when you travel, when you get sick. It is not a fixed

inventory. It is a living place.

We call  this  community  the  microbiome,  and  there’s  been  so

much hype  about  it  in  the  last  fifteen  years  that  the  word has

started to feel a little tired. Some of the hype is justified. Some of it

is not. Let’s separate them.

What is genuinely true: your gut bacteria do real, useful work

for you. They digest fibers your own enzymes can’t break down,

releasing energy and nutrients  you would otherwise lose.  They

produce vitamins — a meaningful fraction of your daily vitamin

K, for instance, comes from your gut bacteria, not your diet. They

occupy  ecological  niches  that  would  otherwise  be  available  to
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dangerous bacteria, simply by being there first. They release small

molecules that influence your metabolism, your immune system,

possibly even your mood. Without your microbiome, you would

be  sicker,  hungrier,  and  more  vulnerable.  People  whose

microbiomes are wiped out by aggressive antibiotic treatment can

become  seriously  ill,  and  one  of  the  more  dramatic  recent

developments in medicine is the use of fecal transplants — yes,

exactly what they sound like — to restore a damaged microbiome

from a healthy donor. It works remarkably well. It saves lives. It is

also, justifiably, the kind of thing nobody likes to talk about over

dinner.

What is overhyped: most of the popular claims linking specific

gut  bacteria  to  specific  outcomes  —  weight  loss,  depression,

autism, longevity,  IQ — are running far  ahead of  the evidence.

There are real, careful studies suggesting links. There are far more

bad studies, badly reported, that imply you can fix any aspect of

your  life  by  eating  the  right  yogurt.  The  truth  is  messier.  The

microbiome  matters.  We  don’t  yet  know  exactly  how,  for  most

things.  The  honest  version  of  microbiome  science  right  now  is

“very interesting, very early, watch this space.”

But for the purposes of this chapter, the question is narrower.

Why doesn’t your immune system, sitting just on the other side of

the thin lining of your gut, react to those trillions of bacteria the

way it  would react  to  the same bacteria  anywhere else  in  your

body? If you took some of your perfectly normal gut bacteria and

injected them into your bloodstream, you would get  sepsis  and

possibly die. Sitting in your colon, they are not just tolerated but

encouraged. What’s the difference?
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The Negotiation

The lining of your gut is, in immunological terms, the busiest piece

of  real  estate  in  your  body.  Roughly  seventy  percent  of  your

immune cells — yes, seventy percent — live in or near the gut. The

system here is enormous, and it works on rules that are not quite

the same as the ones we’ve been describing.

The lining itself is a single layer of cells called enterocytes, glued

tightly  together  with  proteins  called  tight  junctions that,  when

working properly, leave essentially no gap between one cell and

the next. Bacteria sit on the inside surface of this layer, and almost

none of them ever cross. The first rule of the border is:  stay on

your side.

But the enterocytes are not alone. Sitting between and below

them is  an entire  infrastructure  dedicated to  monitoring what’s

happening on the bacterial side without provoking a fight.

Specialized  cells  called  M  cells deliberately  sample  tiny

amounts  of  gut  contents  and pass  them down to immune cells

underneath.  Other cells  produce mucus — actually two distinct

layers  of  mucus  in  the  gut,  an  inner  layer  that  is  essentially

bacteria-free and an outer layer where bacteria are allowed to live.

(The two-layer mucus system was only properly described in 2008.

Things you might have assumed were figured out a century ago, in

many cases, were not.) Throughout the gut wall, in clusters called

Peyer’s patches, are concentrated populations of B cells and T cells

specifically tuned to gut antigens, doing a kind of immune work

that is different from anything the rest of the body does.
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The B cells in the gut produce a special kind of antibody called

IgA, which is  different from the antibodies that  circulate in the

bloodstream. IgA is secreted into the gut, where it coats bacteria —

not to kill them, but to keep them politely on their side of the line.

Most of the bacteria in your gut have IgA antibodies stuck all over

them right now. The antibodies do not destroy them. They just

keep them where they belong.

The T cells in the gut are similarly unusual. A large fraction of

them are not the killer T cells or helper T cells of Chapter 3, but a

third class called regulatory T cells — we’ll meet them properly in

Chapter  7  —  whose  entire  job  is  to  actively  suppress  immune

responses. They walk around the gut wall calming everyone else

down. Their cytokines say, in chemical language: this is fine. We’ve

seen this before. Don’t escalate. Without them, the gut would be in

permanent civil war, and we’d be permanently sick.

So the rule of the gut is not “attack everything that isn’t you.”

The rule is something more like: “keep things where they belong,

sample  what’s  happening,  escalate  only  when  something  is

genuinely out of place.”

This  is  a  profoundly  different  posture  from  the  one  we

described in earlier chapters. It is also, in evolutionary terms, the

older posture. Animals were living with bacteria in their guts long

before they had B cells and T cells. The system at the gut wall is, in

some  ways,  the  original  immune  system,  with  the  spectacular

adaptive machinery layered on top of it.
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When the Border Fails

When the negotiation breaks down at the gut, the consequences

are real.

If  the  tight  junctions  between  enterocytes  start  to  leak  — if

bacteria, or fragments of bacteria, start crossing the line in ways

they shouldn’t — the immune system on the other side does what

immune systems do. It mounts a response. The response can be

acute, like food poisoning, or chronic, like the inflammatory bowel

diseases  we’ll  meet  in  Chapter  10  (Crohn’s  disease,  ulcerative

colitis),  where the gut wall  is  in a long-running,  low-grade war

that does damage on both sides.

The phrase “leaky gut” gets thrown around a lot in popular

health writing,  often as the cause of  everything from fatigue to

mood disorders. The careful version of this idea is real: gut barrier

integrity  matters,  and  there  are  well-documented  diseases  in

which it fails. The hype version of this idea — that you can fix any

vague symptom by buying a supplement that “heals leaky gut” —

is mostly not real. As with the microbiome, the underlying biology

is  genuinely  interesting,  and  the  marketing  is  mostly  running

ahead of the science. We’ll come back to this in Chapter 14, when

we talk about what actually helps and what only sounds like it

does.

What’s  worth  holding  onto  from  this  chapter  is  something

more general. The border tissues of your body — skin, gut, lungs

— are not just walls. They are negotiated zones, with their own

immune systems, their own rules, and in the case of the gut, their

own ecosystem of trillions of resident microbes that your body has

decided, on the whole, to keep around.
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The Old Friends

There’s  one  last  thing  to  mention  before  we  leave  the  borders,

because it sets up a story that’s going to come back later in the

book.

In  the  late  1980s,  a  British  epidemiologist  named  David

Strachan noticed something odd in the data on hay fever. Children

from  large  families  —  lots  of  older  siblings,  lots  of  household

chaos, lots of being sneezed on — got hay fever and asthma and

eczema  at  much  lower  rates  than  children  from  small,  clean

households.  The  effect  was  strong  and  consistent.  Something

about being exposed to more microbial chaos, early in life, seemed

to protect children from later allergies.

Strachan called this the hygiene hypothesis, and it spread quickly

into popular culture, often in a garbled form. The garbled version

says: kids today get sick from being too clean. Let your children

play in  dirt.  Don’t  bother  with hand-washing.  This  is  not  what

Strachan said and not what the data show.

The careful version of the idea, refined over the last thirty years

and now usually called the old friends hypothesis, goes like this. The

human  immune  system  evolved  over  millions  of  years  in  the

constant  presence  of  certain  microbes  — not  the  dramatic  ones

that  cause  epidemics,  but  the  boring  background  ones:  soil

bacteria,  harmless  gut  companions,  the  parasites  and  microbes

that lived alongside our ancestors in their farms and forests and

dirty  floors.  The immune system,  especially  in  early  childhood,

appears to need exposure to these “old friends” in order to learn

the right calibration. Without them, the system seems to come up
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miscalibrated, more prone to attacking harmless things (allergies)

and sometimes more prone to attacking the body’s own tissues

(some autoimmune diseases).

The  hygiene  that  matters  —  hand-washing  during  a  flu

outbreak, vaccinating against deadly diseases, sanitizing drinking

water — is not the problem. The loss of contact with old friends is.

Modern children grow up with much less exposure to soil, to farm

animals, to certain harmless gut microbes that all human ancestors

had.  The  connection to  rising rates  of  allergy and autoimmune

disease  is  one  of  the  more  provocative  ideas  in  modern

immunology. It is not fully proven. It is also not crazy.

What this means in practice is more subtle than “let your kids

eat  dirt.”  It  probably  means  something  like:  don’t  be  afraid  of

normal  childhood  mess,  normal  contact  with  pets,  normal

exposure to the outdoors, normal early-life microbial chaos. The

immune system seems to learn from it. The benefit, if it’s real, is

calibration — not toughness, not boosting, but better judgment.

✦  ✦  ✦

So this is the country at the borders. A skin you shed weekly, an

acidic surface that bacteria can sit on but rarely cross. A gut tube

that  is  technically  still  outside,  lined with  cells  one  layer  thick,

sealed with proteins that mostly hold. Trillions of bacteria, mostly

cooperative, kept politely in their lane by antibodies that don’t kill

them. Regulatory T cells walking the wall, telling everyone to stay

calm.  Lungs  that  are  folded  surfaces  of  breathtaking  delicacy,

filtering twelve thousand liters of air a day.
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Most of your immune system is here. Most of your interaction

with  the  outside  world  is  here.  Most  of  what  you’ll  ever  do,

immunologically, is decide what to tolerate and what to refuse, on

surfaces you cannot see.

We’ve  now  met  all  the  major  players.  The  innate  first

responders.  The  adaptive  specialists.  The  memory  cells.  The

border guards and the regulatory cells.

What we haven’t yet met is the system that holds them in check

— the system that decides which things get attacked and which

things get tolerated, the system whose failure is the subject of the

second half of this book. That system has two main parts. One of

them is a kind of molecular ID badge, worn by every cell in your

body. The other is a school, brutal and beautiful, hidden in your

chest, where your T cells go to learn what counts as you.

We’ll start with the badge.
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C H A P T E R  6

6

The ID Check
✦

n 1958,  a  young French researcher named Jean Dausset  was

studying  the  blood  of  patients  who  had  received  many

transfusions.  Some of  them,  he  noticed,  had  developed  strange

antibodies  in  their  blood — antibodies  that  didn’t  react  against

bacteria, didn’t react against viruses, didn’t seem to react against

anything  in  the  outside  world.  They  reacted  against  the  white

blood cells of other people.

The patients themselves were fine. Their own white blood cells

were untouched. But put a sample of someone else’s white blood

cells into a tube of their blood, and the antibodies would clump

onto the foreign cells with obvious enthusiasm. Different patients
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had antibodies against different sets of donors. The pattern was

consistent, repeatable, and — in a way Dausset could feel but not

quite explain — important.

What  he  had  stumbled  into  was  the  molecular  answer  to

Medawar’s puzzle from Chapter 1. Why does borrowed skin get

rejected? Why does your body know that  someone else’s  tissue

isn’t yours? What, at the level of actual molecules, makes you you?

The answer turned out to be a set of proteins so distinctive, so

individual, that they function as a kind of molecular fingerprint.

Every cell in your body wears them. Almost no one else on earth

wears  the  same  combination.  Your  body  checks  for  them

constantly,  and  treats  anything  wearing  the  wrong  ones  as

suspicious. Dausset spent the next thirty years working out what

they were and how they worked. He shared the 1980 Nobel Prize

for it.

In  humans,  the  proteins  are  called  HLA,  for  human leukocyte

antigens — because Dausset first found them on white blood cells,

which  are  also  called  leukocytes.  In  other  animals,  and  in  the

immunology  textbooks,  the  more  general  name  for  the  same

family  of  proteins  is  MHC,  for  major  histocompatibility  complex.

Different  name,  same  molecule.  We’ll  mostly  call  them  MHC

molecules in this book, because that’s the name that travels.

This  is  the chapter where we meet them properly.  They are,

arguably, the most important set of proteins in the entire immune

system, and the reason transplants are hard, and the reason your

body can spot a virus hiding inside one of its own cells, and the

reason  —  we’ll  see  in  Chapter  7  —  some  people  develop

autoimmune disease and others don’t.
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The Card-Holding Cells

In  Chapter  3,  when  we  met  T  cells,  we  said  something  that

probably sounded a little weird at the time. T cells, we said, do not

recognize whole molecules floating in the blood. T cells recognize

fragments of molecules being held up by other cells, like cards.

The cards are MHC molecules.

Imagine, for a moment, that you are a cell. You are sitting in a

tissue — the lining of your throat, say, or the inside of your liver.

You are doing whatever it is your kind of cell does. While you do

this,  you  are  also  —  constantly,  automatically,  as  part  of  your

normal cellular  housekeeping — chopping up small  samples of

the proteins inside you and shoving them up onto your surface,

held  in  the  grip  of  MHC  molecules,  like  a  person  holding  up

flashcards.

Most of the protein samples in those cards are samples of you.

They are bits of your normal proteins, the ones every cell makes. T

cells  walking  past  read  the  cards,  see  normal  you-shaped

fragments, and walk on. Nothing happens.

But suppose a virus has gotten inside this cell. Now the cell is

making viral proteins, too — because that’s what viruses do, they

hijack the cellular machinery to make more virus. The cell has no

way of  knowing this  is  happening,  in  the sense that  there’s  no

mind in there to be aware. But it doesn’t matter, because the cell

does what it always does. It chops up samples of all its proteins,

including the viral ones, and shoves them up onto its surface in

MHC molecules. It holds up the flashcards.
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Now a passing T cell reads the cards and sees something not-

you.  A  killer  T  cell  whose  receptor  happens  to  fit  the  viral

fragment  binds  to  it.  The  cell  holding  the  card  is  killed  by

apoptosis, taking the virus with it.

This is the trick. This is how your body finds infections inside

its  own cells.  The infected cells,  in  effect,  snitch  on themselves.

Their  normal  housekeeping  process  —  chopping  up  internal

proteins  and  displaying  them  on  the  surface  —  makes  it

impossible for them to hide what they’re carrying.

Class I and Class II

There are two main flavors of MHC molecule, and the difference

matters because it tells you what kind of trouble each one reports.

MHC class I is worn by almost every cell in your body — every

cell that has a nucleus, anyway, which is to say almost every cell

except mature red blood cells. (Red blood cells are weird. We won’t

dwell on it.) Class I molecules display fragments of proteins from

inside the cell. If the cell is healthy, the fragments are healthy. If the

cell is infected with a virus, the fragments include viral pieces. If

the cell has turned cancerous and is making mutant proteins, the

fragments include the mutants.

Class I is read by killer T cells, which are looking for cells that

need to be eliminated. The flashcard system here is, essentially, a

way for  every  cell  in  your  body to  continuously  prove  it’s  still

healthy. A cell that displays normal you-fragments lives. A cell that

displays  foreign  or  mutant  fragments  gets  killed.  The  check

happens, on every cell, every few minutes, your whole life.
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This  is,  when you sit  with it,  an extraordinary arrangement.

Right now, every cell in your body is holding up cards saying “I’m

fine, I’m fine, I’m fine,” and somewhere in your tissues there are T

cells walking past reading the cards and confirming the message.

The moment  a  cell  stops  being able  to  put  up convincing fine-

cards, it doesn’t survive long.

MHC class II is worn by a smaller, specialized set of cells —

mainly dendritic cells, macrophages, and B cells. (You may notice

these  are  exactly  the  cells  we’ve  been  calling  the  “evidence

gatherers”  throughout  the  book.)  Class  II  molecules  display

fragments  of  proteins  that  the  cell  has  eaten  from  outside,  not

made inside. If a macrophage swallows a bacterium, it chops the

bacterial  proteins  up  and  displays  the  fragments  on  class  II

molecules.

Class  II  is  read  by  helper  T  cells,  the  conductors  of  the

orchestra.  When a helper  T cell  sees  a  class  II  molecule  with a

foreign  fragment  in  it,  it  knows:  this  cell  has  eaten  something

dangerous, and the immune system needs to respond. The flood of

cytokines we described in Chapter 3 begins.

So the two classes report two different kinds of trouble. Class I

says: there’s something wrong inside this cell. Class II says: there’s

something wrong out in the tissue, and I’ve eaten a sample of it.

Together,  they  cover  the  body.  Inside-the-cell  threats  and

outside-the-cell threats both eventually get reported through this

single,  elegant  flashcard  system.  The  whole  adaptive  immune

response, in some sense, runs on it.

T H E  I D  C H E C K

69



The Variation

Here is where the system gets strange.

Most of the genes in your body are roughly the same as the

genes in everyone else’s body. There are versions — your eye color,

your blood type, your earlobe shape — but for any given gene, the

differences across the human species are usually small.  We’re a

remarkably similar species at the genetic level, more similar than

chimpanzees are to each other.

Except for the MHC genes.

The  MHC  genes  are  the  most  variable  genes  in  the  entire

human genome. There are thousands of different versions of each

MHC gene circulating in the human population. The combination

of MHC versions you carry — inherited half from one biological

parent, half from the other — is, in practice, almost unique to you.

Identical twins share an MHC profile. Full siblings have a one-in-

four chance of matching each other. Anyone less related than that

is almost certainly a mismatch.

This is why transplants are hard. When a kidney from a donor

is sewn into a recipient, the kidney cells continue, dutifully, to do

what  cells  do:  hold  up  flashcards  displaying  their  internal

proteins,  including  the  MHC  molecules  themselves.  The

recipient’s  T  cells  walk  past,  read  the  cards,  and  see  MHC

molecules that look subtly wrong — not the recipient’s pattern.

The cards themselves, in this case, are foreign. The T cells respond

as if every cell in the new kidney were displaying a virus. Within a

few  days,  an  enormous  immune  response  begins,  and  unless

powerfully suppressed by drugs, it will destroy the transplant.
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This was Medawar’s puzzle in 1940, and now we can name the

molecules  involved.  The  pilot’s  body  wasn’t  reacting  to  the

borrowed skin  in  some vague  sense.  It  was  reacting  to  specific

MHC molecules that didn’t match its own.

Modern transplant medicine is, more or less, the engineering

problem  of  getting  around  this.  Donors  and  recipients  are

matched as closely as possible at  the MHC level,  often through

donor  registries  that  scan  thousands  of  people  looking  for  one

whose MHC profile is close to a particular patient’s. Even after the

closest possible match, recipients usually take immunosuppressive

drugs for the rest of their lives, to keep the residual mismatch from

triggering rejection. It is one of the more delicate balancing acts in

medicine: enough suppression to keep the transplant alive, not so

much that ordinary infections become deadly.

Why So Variable?

The obvious question, once you know how variable MHC genes

are,  is:  why?  Why  doesn’t  every  human  have  the  same  MHC

molecules,  the  way  we  mostly  have  the  same  hemoglobin?  It

would make transplant medicine vastly easier. It would make a lot

of immunology simpler. What’s the variation for?

The  answer  is  one  of  the  more  elegant  arguments  in

evolutionary biology, and it goes like this.

Each  MHC  molecule  has  a  particular  shape  —  a  particular

groove on its  top surface,  where it  grips protein fragments and

holds them up for inspection. The shape of that groove determines

which  fragments  fit  into  it.  Different  MHC  versions  have

differently  shaped  grooves,  which  means  they  can  hold  up
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different  sets  of  fragments.  Some  MHC  molecules  are  great  at

gripping  fragments  from  certain  viruses.  Others  are  great  at

fragments  from  certain  bacteria.  None  of  them  can  hold  up

everything.

If  every  human  had  the  same  MHC  molecules,  then  every

human  would  have  the  same  blind  spots.  Any  pathogen  that

happened to be invisible to that one MHC profile — a virus whose

key proteins didn’t fit into the groove — could sweep through the

entire species. There would be no genetic variation to fall back on.

The  whole  species  would,  in  immunological  terms,  have  one

immune system, and a smart enough pathogen could defeat all of

us at once.

Instead,  the  MHC  system  is  wildly  variable.  Some  people’s

MHC molecules are great at displaying COVID fragments. Others

are  better  at  displaying  HIV  fragments.  Others  handle  measles

particularly well. No one’s MHC profile is best at everything. But

across the population as a whole, almost any pathogen that comes

along will find some humans whose MHC molecules can hold up

its  fragments  and  trigger  a  strong  immune  response.  Those

humans survive. The species survives. The pathogen, even if it’s

terrible, doesn’t win against everyone.

The MHC variation is, in essence, a bet against pandemics. It is

the  species  saying,  in  genetic  language,  that  we  will  not  all  be

vulnerable to the same things. The cost of the bet is that none of us

is  perfectly  protected  against  everything.  The  benefit  is  that  no

single pathogen can erase us.

This explains, by the way, why the same illness affects different

people  so  differently.  When a  new virus  arrives,  some people’s

immune systems handle it  almost effortlessly;  others struggle;  a
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few die. Behavior matters, age matters, dose matters, luck matters.

But MHC variation matters too, and it has been quietly shaping

who  lives  through  which  disease  for  as  long  as  humans  have

existed.

A Strange Aside About Smell

We  can’t  quite  leave  this  chapter  without  one  of  the  strangest

findings in MHC biology, because it’s the kind of thing that makes

the whole subject feel less like cellular accounting and more like

something genuinely peculiar about being alive.

In the 1990s, a Swiss researcher named Claus Wedekind ran a

study that has since become famous in popular science books. He

had men wear plain cotton T-shirts for two nights in a row, then

sealed the shirts in boxes. He had women, in the days around their

most fertile point in the menstrual cycle, sniff the boxes and rate

the smells.

The result, replicated in various forms since, was that women

tended to rate as more attractive the smell of men whose MHC

genes were most different from their own. The effect was small but

consistent. Something about the bodily smell of a person carries

information about their MHC profile, and something in another

person’s nose, at least under certain conditions, can detect it.

Why  this  would  be  the  case  is  biologically  reasonable,  in  a

slightly unsettling way. A child whose biological parents had very

different  MHC  profiles  would  inherit  a  wider  variety  of  MHC

molecules and, therefore, a more flexible immune system — better

able to display fragments from a wider range of pathogens. From

an evolutionary point of view, “be drawn to mates whose immune
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systems are different from yours” would produce more resilient

children.  Whether this  is  actually a  meaningful  force in human

relationships  is  much  debated  and  probably  overstated  in  the

popular telling. But the underlying observation — that MHC genes

affect  bodily  smell,  and  that  other  humans  seem  to  detect  it

without knowing they are detecting it — is real.

We  don’t  fully  understand  it.  We  don’t  know  how  much  it

matters. But it’s a useful reminder that the immune system, for all

its molecular precision, is woven through the rest of you in ways

that don’t stay in their lane. The flashcards your cells hold up are,

indirectly,  also  part  of  why  one  person  smells  like  home  to

another.

The MHC and Disease

One last thing about MHC, which we’ll return to in Chapter 10.

Because  different  MHC  versions  display  different  sets  of

fragments,  different  MHC  versions  also  have  different

relationships  with  disease.  Some  MHC  versions  are  protective

against certain illnesses; others are associated with vulnerability.

This  includes  autoimmune  diseases.  The  strongest  known

genetic  risk  factors  for  many  autoimmune  conditions  are

particular  MHC  variants.  People  who  carry  the  variant  called

HLA-B27,  for  instance,  are far  more likely to develop a kind of

inflammatory arthritis called ankylosing spondylitis. People who

carry  certain  HLA-DR  variants  have  higher  risk  for  type  1

diabetes, for celiac disease, for rheumatoid arthritis, for lupus, for

multiple sclerosis. The associations are statistical, not deterministic
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— most people with the risky variants never develop the disease,

and many people with the disease don’t carry the riskiest variants.

But the link is real and consistent.

Why?  Because  if  you  happen  to  inherit  an  MHC  molecule

whose groove is  very good at  displaying a  fragment  that  looks

suspiciously like one of your own proteins, your T cells may, in

certain  circumstances,  be  tricked  into  responding  to  that  self-

fragment as  if  it  were foreign.  The same molecular  feature that

protects you from one set of infections leaves you vulnerable to a

different kind of error.

This is one of the genuinely sad ironies of immunology. The

variation  that  protects  the  species  from pandemics  is  the  same

variation  that  makes  some  individuals  more  prone  to  fighting

themselves. Every benefit, somewhere, has a cost.

We’ll come back to this. For now, the thing to remember is that

the MHC system is not just an engineering detail of how T cells see

their  targets.  It  is  one  of  the  deepest  sources  of  biological

individuality  humans  have.  It  is  also,  to  a  degree  we’re  only

starting to  map,  woven into who gets  which diseases  and who

doesn’t — in ways that are not anyone’s fault, that have nothing to

do  with  effort  or  willpower  or  what  you ate,  that  were  largely

settled the moment you were conceived.

✦  ✦  ✦

So now we have, finally, the molecular answer to the question we

asked at  the  very beginning of  the  book.  How does  your body

know what counts as you?
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The answer is: every cell in your body wears a molecular badge

— the MHC molecules — that is almost unique to you. Inside the

badge, the cell holds up a constantly refreshed sample of what it

currently contains. Other cells walk by and read the samples. If

they see only normal you-fragments, nothing happens. If they see

anything else, an enormous response begins.

This is the system that told Medawar’s pilot, on day eight after

the skin graft, that the borrowed skin had to go. This is the system

that finds viruses hiding inside your liver cells. This is the system

that, in some people, in ways we are still working out, eventually

makes a mistake — reads a normal you-fragment as foreign, and

starts  attacking  it.  The  system  is  breathtaking.  The  system  is

fallible. The system, in your body, is running right now.

There is one more piece we need before we can talk about what

goes  wrong.  The  MHC  system  explains  how  T  cells  see  their

targets.  It  does not  explain how T cells  learn,  in the first  place,

which targets to leave alone. Every T cell is born with a randomly

generated  receptor,  thanks  to  V(D)J.  Most  of  those  random

receptors will recognize foreign things. Some, by sheer chance, will

recognize bits of you. What stops those self-reactive T cells from

killing your own cells the moment they leave the bone marrow?

The answer is that they don’t leave the bone marrow, exactly.

They go somewhere first. They go to a school. The school is harsh,

and most of the students don’t survive, and the ones who do come

out trained — mostly — to leave you alone.

That school is the next chapter.
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C H A P T E R  7

7

The Schools of Tolerance
✦

n  the  early  1960s,  a  young  Australian-born  immunologist

named Jacques Miller was working in a London laboratory and

doing  something  that,  on  the  face  of  it,  seemed  almost

embarrassing.

He was removing the thymus from baby mice.

The  thymus,  at  the  time,  was  considered  something  of  a

biological  joke.  It  is  a  small,  pinkish,  two-lobed organ  that  sits

behind  the  breastbone,  just  above  the  heart.  It  is  largest  in

newborns  and  shrinks  throughout  life;  by  the  time  you  are

seventy,  your thymus is  mostly  fat.  For  a  long time,  anatomists

assumed it was a leftover — some evolutionary detail that hadn’t
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yet  been  pruned.  There  were  textbooks  that  listed  the  thymus

among  the  “vestigial  organs,”  in  the  same  paragraph  as  the

appendix.

When  Miller  proposed  studying  it,  his  supervisors  were

politely  skeptical.  The  thymus  had  been  opened,  weighed,

dissected, and stained for a century. People had looked. There was

nothing there.

Miller  went  ahead  anyway.  He  took  baby  mice,  surgically

removed  their  thymus  glands  within  hours  of  birth,  and  then

watched what happened as the mice grew up.

What happened was that the mice fell apart.

Without their thymus glands, the mice failed to grow normally.

They became vulnerable to infections that other mice shrugged off.

Their  lymph nodes  were  nearly  empty of  cells.  They could not

reject  foreign  tissue  —  in  fact,  they  accepted  skin  grafts  from

completely unrelated mice, the kind of grafts that would have been

rejected  within  days  by  a  normal  animal.  They  were,

immunologically, profoundly broken.

The thymus, it  turned out, was not vestigial at all.  It  was, in

some way, the source of an entire class of immune cells. Without a

thymus, an animal grew up missing something fundamental.

Miller  had  discovered  —  though  it  took  years  to  be  fully

understood — that the thymus is where T cells go to be made. Or,

more precisely, where they go to be educated. T cells originate in

the  bone  marrow,  like  all  blood  cells,  but  they  leave  the  bone

marrow young and naive,  with their  randomly generated V(D)J
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receptors not yet checked against the world. They travel through

the bloodstream to the thymus, and they enter it.  Most of them

never come out.

The thymus is  a  school.  It  is  one of  the strangest  schools  in

biology,  partly  because  the  curriculum  is  brutal,  and  partly

because the goal of the curriculum is, in a sense, the opposite of

what schools usually try to teach. Most schools try to make their

students respond to things. The thymus is trying to make T cells

learn what to ignore.

The Problem

To see why the school is necessary, recall the situation we left at

the end of Chapter 6.

Every T cell carries a randomly generated receptor, courtesy of

the  V(D)J  shuffling  we  met  in  Chapter  3.  The  shuffling  is,

deliberately, blind. It does not know what threats your body will

encounter; it just spins out an enormous variety of receptors, on

the  bet  that  some  of  them  will  fit  some  of  those  threats.  The

strategy works beautifully. It is the reason your immune system

can  recognize,  in  principle,  almost  any  molecule  that  has  ever

existed.

But  the  same  blindness  has  a  problem  built  into  it.  If  the

receptors are generated randomly, then some of them — by sheer

chance  —  will  recognize  fragments  of  you.  Not  viruses,  not

bacteria,  not pollen.  You. Your own proteins,  displayed on your

own MHC molecules, on your own cells.
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A T cell with that kind of receptor, if released into your body,

would be a disaster.  It  would treat your healthy cells  as if  they

were  infected.  It  would  call  in  the  entire  adaptive  immune

response — antibodies, killer cells, cytokines — against your own

tissues.  It  would  do,  in  miniature,  exactly  what  happens  in

autoimmune disease.

The number of T cells with self-reactive receptors is not small.

By  some  estimates,  perhaps  a  third  of  all  newly  made  T  cells,

drawn  at  random  from  the  V(D)J  lottery,  would  react  against

something in their own body if  they were ever released. Maybe

more.  The  system  that  produces  antibody  diversity,  the  same

system that makes the immune system so flexible, generates self-

attacking cells as a routine byproduct.

Your body has to find these cells before they can do damage. It

has to find them quickly, when they are still young and few. It has

to find them reliably, every time, your entire life. And it has to do

this without a master list of “things that count as you,” because no

such list exists. Your body has to figure out what counts as you on

its own, locally, by inspection.

The thymus is how it does it.

Inside the School

A young T cell entering the thymus is in a strange situation. It has

a  randomly  generated  receptor  and  no  idea  what  that  receptor

recognizes. It is about to be tested in two ways.

The first test is positive.
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In the outer layer of the thymus, called the cortex, the young T

cell encounters a population of specialized thymic cells whose job

is  to  display  a  wide  range of  self-MHC molecules  — the  same

molecules the T cell will eventually have to read in the rest of the

body. The young T cell sniffs around, in molecular terms, trying to

recognize what it sees.

If  it  can’t  recognize  the  self-MHC  molecules  at  all  —  if  its

randomly generated receptor is so far off that it  can’t even bind

weakly to the body’s flashcards — it fails the test. It will be useless,

because every T cell needs to be able to read the cards in the first

place.  A  T  cell  that  can’t  see  the  cards  has  no  way  of  finding

anything.  It  is  told,  in  chemical  language,  to  die.  It  dies.  The

macrophages clean up.

This  sounds  harsh,  and  it  is.  About  ninety-five  percent  of

young T cells fail  this first test.  They never had a chance. Their

random receptors didn’t fit the basic shape of the body’s MHC.

They die in the cortex of the thymus, and you never know they

existed.

The five percent that survive have receptors that can at least see

the cards. They progress to the second test.

The second test is negative.

In  the  inner  layer  of  the  thymus,  called  the  medulla,  the

surviving T cells encounter a different population of cells. These

cells  are  doing  something  almost  unbelievable.  They  are

displaying, on their MHC molecules, fragments of proteins from

all over the body — not just normal thymus proteins, but proteins

from your liver, your pancreas, your brain, your eyes, your skin,

your heart. They are showing, in effect, a sample catalog of you.
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This  is  possible  because  of  a  single,  remarkable  gene  called

AIRE —  the  autoimmune  regulator.  AIRE  turns  on,  in  these

specialized  thymic  cells,  the  production  of  a  wide  variety  of

proteins that those cells  have no business making,  proteins that

belong in completely  different  organs.  A thymus cell,  thanks to

AIRE, will briefly make a fragment of insulin (which belongs in

the pancreas), then a fragment of myelin (which belongs around

your nerves), then a fragment of thyroglobulin (which belongs in

your thyroid), each shoved up onto an MHC molecule for the T

cells to inspect. It is as if the school had decided, before letting the

students out into the world, to show each one a comprehensive

slideshow of every neighborhood in the city, so they would know

which faces belong.

Now  the  second  test  happens.  A  surviving  young  T  cell

wanders past these displays. If its receptor binds strongly to any of

the self-fragments it sees — if it recognizes a piece of insulin, or

myelin, or thyroglobulin, or any of thousands of other normal you-

proteins — it has just identified itself as dangerous. A T cell that

responds  strongly  to  a  normal  you-protein  would,  if  released,

attack your own tissue.

So that T cell is told to die.

It dies. The macrophages clean up.

This  is  called  negative  selection,  and  it  eliminates  the  great

majority  of  self-reactive  T  cells.  By  the  time  a  T  cell  finally

graduates  from  the  thymus  and  enters  the  bloodstream,  it  has

been  positively  selected  (it  can  read  the  cards)  and  negatively

selected  (it  does  not  respond  to  normal  you).  It  can  recognize

foreign things in the context of self-MHC, but it does not respond

to self alone. It is, mostly, safe.
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The total cost of this education is staggering. Of every hundred

T cells that enter the thymus, perhaps two graduate. Ninety-eight

die  during  training.  Your  body  produces  these  cells  constantly,

throughout childhood and into adulthood, and almost all of them

die without ever doing any work. The expense is enormous. The

reason your body pays it is that the alternative — letting untested

T cells out into circulation — would be far worse.

The Word *”Mostly***”

If you are reading carefully, you may have noticed a hedge in the

last  paragraph.  T  cells  that  graduate,  I  said,  are  mostly  safe.

Negative  selection  eliminates  the  great  majority  of  self-reactive

cells.

Mostly. Great majority. Not all.

Negative selection is good. It is not perfect. Some T cells with

weak  self-reactivity  slip  through.  Some  self-proteins  are  not

displayed  strongly  enough  in  the  thymus  to  be  tested  against.

Some T cells whose receptors should have been deleted somehow

weren’t. By the time the system is finished, every adult human is

walking  around  with  a  small  number  of  T  cells  in  their

bloodstream that, in principle, could attack their own tissues.

This is not a bug that biology forgot to fix. This is, more or less,

an unavoidable feature of any system built on randomly generated

receptors.  The  same  V(D)J  machinery  that  lets  your  immune

system  recognize  anything  will,  occasionally,  produce  a  self-

reactive cell that the thymus misses.

So your body has a backup plan. Several, in fact.
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The Second Layer

Even after T cells graduate from the thymus, there are additional

checkpoints in the rest of the body, designed to keep the few self-

reactive cells that escaped from causing trouble.

The  most  important  of  these  is  a  population  of  T  cells  we

briefly mentioned in  the  last  chapter  —  regulatory  T  cells,  often

abbreviated  Tregs (rhymes with “egg”). Tregs are not the killer T

cells or helper T cells we’ve been discussing. They are a third class,

with a different job: they actively suppress immune responses.

A Treg,  when it  encounters  another T cell  that  is  starting to

mount a response against something the Treg considers harmless,

releases cytokines that calm the other T cell down. Sometimes the

Treg directly kills the over-eager cell. Sometimes it just dampens

the response. The effect, throughout your body, is a constant low

hum of “this is fine, this is fine, this is fine,” administered by a

workforce  of  Tregs  whose  entire  job  is  to  prevent  the  immune

system from getting too excited.

Tregs  are  especially  abundant  in  places  where  the  immune

system encounters lots of harmless material  that it  should leave

alone — in the gut, where they help maintain the peace with the

microbiome we discussed in Chapter 5; in the skin; in the airways;

and around developing fetuses, where they prevent the mother’s

immune system from attacking the genetically half-foreign baby.

(Pregnancy,  immunologically,  is  one  of  the  strangest  tricks  the

human body pulls off, and Tregs are central to how it works. We’ll

come back to this briefly later.)
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If a self-reactive T cell escapes the thymus and starts to react

against  your  own tissue,  Tregs  are  usually  the  first  responders.

They calm it down. They tell it to stand down. Most of the time,

they succeed.

Tregs were properly identified only in the 1990s, after decades

in which immunologists vaguely suspected something like them

must exist but couldn’t find them. The researchers who eventually

pinned them down — Shimon Sakaguchi in Japan, among others

— had to fight an uphill battle against an established field that had

grown skeptical  of  “suppressor  T  cells”  after  some earlier  false

starts. Tregs are now one of the most active areas of research in

immunology, and likely a future Nobel topic. We are still learning

what they do.

Beyond Tregs, there are other backup mechanisms — cells that

can  be  made  unresponsive  rather  than  activated,  signaling

pathways that quiet down chronic responses, immune-privileged

tissues like the eye and the brain that the immune system mostly

leaves alone by design. The body has many ways of saying no. The

thymus is the first and most dramatic. The Tregs, and the other

quiet systems, are the ongoing daily maintenance.

When the System Holds, and When It Doesn’t

Most of the time, in most people, this whole layered system works.

T cells with self-reactive receptors are deleted in the thymus. The

few that escape are kept quiet by Tregs. The body lives, for decade

after decade, in a state of immunological peace with itself.

Sometimes the peace breaks.
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We are still  working out,  as  a field,  exactly why.  The honest

answer in 2025 — and the answer Jessica’s doctors would give if

you  asked  them — is  that  the  breakdown of  self-tolerance,  the

failure that leads to autoimmune disease, is partly genetic, partly

environmental, partly developmental, and partly random in ways

we  cannot  yet  predict.  Different  autoimmune  diseases  involve

different failures of different parts of the tolerance system. Type 1

diabetes  appears  to  involve  T  cells  that  escaped  the  thymus

carrying receptors against insulin-producing cells in the pancreas.

Multiple  sclerosis  appears  to  involve T cells  against  myelin,  the

insulating sheath around nerves. Hashimoto’s thyroiditis involves

T cells and B cells against thyroid proteins. Lupus involves a more

diffuse  failure  that  produces  antibodies  against  many  different

self-proteins at once. Each disease has its own particular pattern of

which  tolerance  broke  and  which  self-proteins  are  now  under

attack.

What seems to be going on, broadly, is some combination of:

Inherited  variation.  Some  people  are  born  with  versions  of

MHC molecules — or versions of AIRE, or versions of the genes

that control Tregs — that make their tolerance system slightly less

reliable.  We met some of these in the last  chapter.  Most people

with the risky variants never develop autoimmune disease, but the

variants tip the odds.

Environmental  triggers.  Certain  infections,  in  certain  people,

seem to be able to set off an autoimmune response — sometimes

because  a  viral  or  bacterial  protein  happens  to  look chemically

similar  to  a  human  protein,  so  that  T  cells  responding  to  the

infection accidentally also respond to the body’s own tissue. This

is called molecular mimicry, and it appears to play a role in some
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autoimmune diseases,  possibly  including some forms of  type  1

diabetes  and  multiple  sclerosis.  Not  all  infections  do  this,  and

most  people  who  get  the  relevant  infections  never  develop

autoimmunity. But for some, the trigger seems to matter.

Hormonal  and  developmental  factors.  Many  autoimmune

diseases are far more common in women than in men — by ratios

of nine to one, in some cases. Some of this is probably hormonal.

Some of it is probably related to the X chromosome, which carries

a  number  of  immune-related  genes.  Some  of  it  we  still  don’t

understand.  Pregnancy  can  sometimes  trigger  autoimmune

disease,  and  sometimes  temporarily  put  it  into  remission.  The

relationship between sex and immunity is  intricate  and not  yet

fully mapped.

And,  irreducibly,  luck.  Even  with  all  the  genetic  and

environmental factors accounted for, identical twins — who share

all  their  genes — are often discordant  for  autoimmune disease.

One  twin  gets  type  1  diabetes;  the  other  does  not.  One  twin

develops MS at thirty; the other lives a long healthy life. Whatever

pushes a person from “carrying the risk” to “actually developing

the  disease”  includes  elements  that,  as  far  as  we  can  tell,  are

genuinely random. Where in the body did a particular T cell get

activated, on a particular day, in response to a particular infection?

Did the  Tregs  get  there  in  time?  Tiny contingencies,  multiplied

over years, sometimes tip the system one way and sometimes the

other.

This is, I think, one of the most important things to hold onto

from this chapter, and one of the things that gets lost most often in

popular writing about autoimmune disease. The development of

an autoimmune condition is not a moral event. It is not the result
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of failing to do something, or failing to avoid something. It is the

result of a system that protects you from infection at the cost of

occasionally  producing  dangerous  cells,  a  school  that  catches

almost all of those cells but not all, a backup workforce that quiets

almost all of the rest but not all, and a long roll of the dice that, for

some people, eventually comes up wrong.

If  it  has  come up  wrong  for  you,  or  for  someone  you  love,

nothing  in  your  behavior  caused  it.  Nothing  in  your  behavior

could reliably have prevented it. The relevant decisions were made

before you were born, or they happened in cells you would never

have noticed,  in moments you would never have known about.

The only honest thing the science can say is:  the system mostly

works,  and sometimes it  doesn’t,  and we are still  learning why,

and you are not at fault.

✦  ✦  ✦

Hold this thought before we move on, because the next chapter is

going to bring it forward in a different form.

The body’s  defense against  itself  — negative selection in the

thymus,  regulatory  T  cells  in  the  tissues,  the  whole  quiet

architecture of tolerance — is, in a way, the most thoughtful part of

the  immune  system.  It  exists  not  to  attack  but  to  refrain  from

attacking. It is the part of you that has decided, every minute of

every day, that the trillions of cells around it are family. The cost of

that decision is a small but real risk that, somewhere, the system

will  fail  and the family will  be attacked. The benefit is that,  for

most people, most of the time, the body is at peace with itself.
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There is a related cost, though, that we haven’t really discussed

yet, and that turns up in different places throughout this book. The

same  machinery  that  defends  you  —  the  cytokines,  the

inflammation, the swarms of cells rushing to a wound or a virus

— always damages tissue while it works. A small inflammation,

well-resolved,  is  healing.  A  chronic  inflammation,  never  quite

resolved, is something else. Some of the most important chronic

diseases  of  the  modern  world  —  heart  disease,  Alzheimer’s,

depression,  certain cancers  — turn out  to  involve inflammation

that has gone on too long.

That’s the next chapter. Inflammation, the double-edged sword.

The cost of having a defense at all.
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I

C H A P T E R  8

8

Inflammation: The Double-
Edged Sword

✦

n  the  first  century  AD,  a  Roman  physician  named  Aulus

Cornelius  Celsus,  writing  one  of  the  earliest  comprehensive

medical  texts  in  Western  history,  listed  four  signs  by  which  a

doctor could recognize that a piece of tissue was inflamed.

He  wrote  them  in  Latin,  as  everything  was  then.  Rubor,

redness. Tumor, swelling. Calor, heat. Dolor, pain.

These four signs are still listed in every medical school in the

world today, in the same order, sometimes still in the same Latin.

A second-century Greek physician,  Galen, added a fifth:  loss of

function.  The  tissue  that  is  red,  swollen,  hot,  and  painful  also
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tends to  stop doing whatever  it  normally  does.  A swollen joint

cannot bend properly. A swollen throat cannot swallow easily. A

swollen lung cannot breathe.

Celsus had no idea what was causing any of this. He had no

microscope.  He had no concept  of  a  cell,  or  a  bacterium, or  an

immune response.  He just  noticed,  carefully,  that  injured tissue

and infected tissue looked and felt the same way, and that the four

signs  went  together.  They  went  together  because  they  were  all

parts of the same process, executed by the same cells, in response

to the same kinds of trouble. We have a name for that process now.

We call it inflammation.

Inflammation is not, in itself, a disease. Inflammation is what

your body does when it is responding to something. The redness

is your blood vessels widening to bring more cells to the site. The

heat is the increased blood flow plus the metabolic activity of the

cells doing their work. The swelling is the plasma leaking out into

the tissue, carrying antibodies and complement and nutrients. The

pain is the chemical signaling of damaged tissue, which is your

nervous  system  being  warned  to  protect  the  area.  The  loss  of

function  is  your  body  asking  you  to  leave  the  inflamed  tissue

alone for a while.

Inflammation is not the problem. Inflammation is the response.

We  have  spent  the  last  seven  chapters  meeting  the  cells  that

produce  it,  the  signals  that  coordinate  it,  and  the  systems  that

decide when to start it.

This chapter is about a different question. What happens when

inflammation does not stop?
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The Acute Version

In the normal course of things, inflammation has a beginning, a

middle, and an end.

Something happens  — a  cut,  a  virus,  a  bacterial  invasion,  a

sprain. The local tissue starts releasing the alarm signals we met in

Chapter  2.  Cytokines  flood  the  area.  Blood  vessels  widen.

Macrophages and neutrophils pour in. The infection or injury is

dealt with. So far, so good. This is acute inflammation. It is exactly

what your body is supposed to do.

Then something equally important happens, which we haven’t

really talked about yet. Inflammation, when it is working properly,

also turns itself off.

This took immunologists a surprisingly long time to appreciate.

For  most  of  the  twentieth  century,  the  standard  view was  that

inflammation simply ran out of fuel — the threat was gone, so the

response  petered  out.  Over  the  last  twenty  or  thirty  years,  a

different picture has emerged. Inflammation does not just stop. It

is actively resolved by a specific set of signals and cells whose entire

job is to bring the response to an orderly close.

When the threat is sufficiently dealt with, the cells at the site

begin  to  produce  a  different  family  of  signaling  molecules  —

specialized lipids called resolvins and protectins, among others —

which  essentially  tell  the  inflammatory  cells:  stand  down.

Macrophages  switch  from  their  attack  mode  to  their  cleanup

mode, scavenging dead cells and debris. Neutrophils stop arriving.

The blood vessels return to their normal dimensions. The plasma

drains back. Tregs and other regulatory cells move in to maintain
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the calm. Within days, sometimes hours, the tissue looks normal

again  —  perhaps  slightly  scarred,  but  no  longer  in  a  state  of

emergency.

This active resolution is, in some ways, just as important as the

inflammatory response itself. An inflammation that ends correctly

is  healing.  An  inflammation  that  does  not  end  correctly  is  the

subject of the rest of this chapter.

When It Doesn’t Stop

Acute  inflammation  lasts  hours  or  days.  Chronic  inflammation

lasts months, years, decades.

Sometimes  the  cause  is  obvious:  a  smoldering  low-grade

infection  that  the  immune  system  can’t  quite  finish  off,  or  a

continuous source of damage like cigarette smoke that keeps re-

injuring the lung tissue. Sometimes the cause is autoimmune —

the immune system has decided, wrongly, that some of the body’s

own  tissue  is  foreign,  and  won’t  stop  responding  to  it.  And

sometimes the cause is more subtle, and is one of the most actively

debated subjects in medicine today.

What chronic inflammation does, regardless of cause, is wear

tissue  down.  The  same  enzymes  and  oxidative  chemistry  that

neutrophils use to kill bacteria, applied over and over to the same

area for  months  or  years,  damage the  tissue around them.  The

macrophages,  instead  of  cleaning  up  and leaving,  settle  in  and

become  a  permanent  feature.  Cytokines  that  should  be  brief

signals become chronic background noise. The tissue, instead of

healing, slowly remodels itself — sometimes scarring, sometimes

thickening, sometimes losing function.
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The list  of conditions in which chronic inflammation plays a

major role is, by 2025, surprisingly long, and getting longer. Some

of  these  are  obvious:  rheumatoid  arthritis  is,  more  or  less,  the

disease  of  having  chronic  inflammation  in  your  joints;

inflammatory bowel disease is chronic inflammation in your gut;

asthma is chronic inflammation in your airways. These have been

understood as inflammatory diseases for a long time.

More surprising is what has been added to the list in the last

twenty or thirty years.

Heart Disease

For most of the twentieth century, heart disease was understood as

a  plumbing  problem.  Cholesterol  built  up  inside  the  walls  of

arteries;  eventually  the  buildup  got  bad  enough  that  an  artery

clogged or burst; you had a heart attack or stroke. The model was

straightforward, and treatment focused on lowering cholesterol.

The current picture is more interesting. Cholesterol matters, but

the buildup of plaque inside arteries turns out to be, in large part,

an  inflammatory  process.  The  cholesterol  gets  inside  the  artery

wall. Macrophages move in, in classic Chapter 2 fashion, and try to

eat  it.  They  eat  too  much,  become  engorged  with  cholesterol

droplets, and turn into something biologists charmingly call foam

cells.  The foam cells release inflammatory cytokines.  Other cells

respond. The artery wall, instead of being a smooth tube, becomes

a slow-motion battle zone. Eventually a plaque can rupture — not

because  it  ran  out  of  structural  strength,  but  because  the

inflammatory chemistry inside it weakened the cap. The rupture

causes a clot. The clot blocks the artery. You have a heart attack.
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A clinical trial in 2017, called CANTOS, did something striking.

It treated patients who had already had a heart attack with a drug

that does nothing to cholesterol but blocks a single inflammatory

cytokine  called  IL-1β.  The  patients  on  the  drug  had  fewer

subsequent  heart  attacks.  The  effect  was  modest  but  real.

Inflammation, treated as a target on its own, mattered.

This  does  not  mean cholesterol  doesn’t  matter  — it  does.  It

means cholesterol is part of a story in which inflammation is also a

major  character.  Treating  only  the  cholesterol  leaves  the  other

character in play.

The Brain

For decades, the brain was thought of as immunologically isolated

— a privileged tissue that the rest of the immune system didn’t

really enter. This turned out to be wrong, in important ways.

The  brain  has  its  own  resident  macrophages  —  microglia,

which we met briefly in Chapter 2. Microglia patrol brain tissue

the way other macrophages patrol other tissues. When something

goes  wrong  —  an  injury,  an  infection,  a  buildup  of  damaged

proteins  —  microglia  respond.  They  produce  cytokines,  recruit

other cells, and remodel their environment.

In  Alzheimer’s  disease,  this  response  appears  to  play  a

complicated role. The classic story of Alzheimer’s is the buildup of

certain abnormal proteins (amyloid plaques and tau tangles) in the

brain. The newer story is that microglia respond to those proteins

in  ways  that,  over  time,  may  damage  neurons  further.

Inflammation in the brain seems to be part of how Alzheimer’s
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progresses, not just a side effect of it. There is genuine hope that

anti-inflammatory  approaches  may  eventually  help,  though  no

clear winner has emerged yet.

In  depression,  an  even  more  provocative  story  has  been

developing.  People  with  major  depression  often  have  elevated

levels  of  certain  inflammatory  cytokines  in  their  blood.  People

treated with cytokines for other diseases (interferon for hepatitis,

for instance) sometimes develop classic symptoms of depression

as a side effect. People with chronic inflammatory illnesses have

higher rates of depression than people without them. None of this

proves  that  inflammation causes  depression in  any simple  way,

and the field is still working out what does. But the old picture of

depression  as  purely  a  chemical  imbalance  of  mood

neurotransmitters has given way to a picture in which the immune

system is, somehow, also involved.

The connections between the brain and the immune system are

real,  surprising,  and only  beginning to  be  mapped.  We’ll  come

back to them in Chapter 15, when we talk about stress and the

vagus nerve. For now, the point is that inflammation does not stay

where  you  would  expect  it.  The  same  kinds  of  chemistry  that

make a sprained ankle hurt can, in low chronic doses, change how

the brain works.

Inflammaging

As people age, baseline levels of certain inflammatory markers in

the blood tend to drift slowly upward, even in the absence of any

specific  disease.  The  phenomenon  has  been  given  a  slightly

unfortunate but useful name: inflammaging.
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No  one  is  entirely  sure  why  this  happens.  Older  immune

systems  may  be  slightly  less  good  at  resolving  inflammation

cleanly. Older tissues accumulate more damaged cells and debris

that the immune system has to clean up. The microbiome shifts

with  age.  Lifelong  exposures  add  up.  Whatever  the  cause,  the

consequence  appears  to  be  a  quiet,  low-grade  hum  of

inflammation that increases with age and seems to be involved in

many of  the diseases we associate with aging — cardiovascular

disease,  dementia,  sarcopenia  (the  loss  of  muscle  mass),  frailty,

certain cancers.

This is  one of the most actively studied questions in current

biology,  partly  because  if  you  could  find  a  way  to  dampen

inflammaging without weakening the rest of immunity, you might

genuinely  slow some aspects  of  aging.  There  are  early  hints  —

from drugs  like  rapamycin,  from certain  dietary  patterns,  from

regular moderate exercise — that this might be possible. There is

also a great deal of overhype around it. We will try to be honest

about both in Chapter 13.

The Cytokine Storm

There is one more inflammatory phenomenon worth mentioning,

partly because the phrase has been so common in news headlines

since 2020 that it deserves a careful definition.

A cytokine storm (more formally, cytokine release syndrome) is

what happens when the inflammatory response loses its negative-

feedback brakes and runs away. Cytokines summon immune cells.

The immune cells release more cytokines. More cells arrive. More

cytokines. A response that should have ramped up, dealt with the

threat, and resolved itself instead spirals upward, recruiting more
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and  more  inflammatory  machinery,  until  the  body  is  doing

systemic damage to itself in the name of fighting an infection that

may have already been controlled.

Cytokine storms can occur in severe viral infections, in some

autoimmune crises, in certain reactions to chemotherapy, and — in

a manageable form — as a known side effect of some of the most

exciting  new  cancer  therapies,  the  CAR-T  cell  treatments  we’ll

meet in Chapter 12. In severe cases, cytokine storms can be deadly.

Treatment usually involves drugs that block specific cytokines or

specific cytokine receptors, breaking the feedback loop and giving

the system a chance to reset.

The phrase has been somewhat overused in the popular press.

Most severe inflammation is not a true cytokine storm in the strict

clinical sense.  But the underlying idea — that the inflammatory

response can become its own problem, that the defense can hurt

the defender — is real, and it is the same underlying idea that runs

through all of chronic inflammation. The tools the immune system

uses to defend you can, applied wrongly or for too long, harm you.

The same fire that warms the house can burn the house down.

The Larger Pattern

If you stand back and look at the whole picture this chapter has

assembled, a pattern emerges that is worth naming.

The  immune  system  was  shaped,  evolutionarily,  in  a  world

where infection was the most dangerous thing that could happen

to you. For most of human history, the average person fought off

serious infections constantly, lost many of those fights, and rarely

lived long enough for chronic diseases to become important. An

I N F L A M M A T I O N :  T H E  D O U B L E - E D G E D  S W O R D

99



immune system that responded vigorously, quickly, and at some

cost  to  surrounding  tissue  was  a  good  trade.  The  cost  of

inflammation was small compared to the cost of dying of plague at

twenty-five.

The world we now live  in  is  different.  In  wealthy countries,

with sanitation and vaccines and antibiotics, most people are no

longer dying of infections. They are living long enough to develop

the diseases of an immune system applied to a longer life than it

was  designed for:  chronic  inflammation in  arteries,  in  joints,  in

brains,  in  metabolic  tissue.  Many  of  the  major  killers  of  the

modern  world  —  heart  disease,  stroke,  type  2  diabetes,

Alzheimer’s, certain cancers — turn out to involve, somewhere in

their  causation,  immune  systems  that  are  no  longer  cleanly

resolving their responses.

This is not a moral failing of the immune system. It is, more or

less, what happens when an evolutionary tool designed for one set

of  conditions is  applied to a different set.  The system that kept

your ancestors alive at  twenty-five is,  in some of its  modes,  the

same system that ages you at seventy-five.

Some of the things that affect chronic inflammation are within

a  person’s  control.  Some  are  not.  Diet,  sleep,  exercise,  social

connection, stress, smoking, certain medications — these all shift

the baseline,  sometimes substantially.  Genetics,  age,  certain past

infections, the microbiome you happened to inherit — these are

largely  fixed.  The  honest  version  of  the  lifestyle  conversation,

which  we’ll  get  to  in  Chapter  13,  is  that  you  can  move  your

numbers  in  helpful  directions  but  you  cannot  guarantee  any

particular outcome. The dice are weighted by your behavior. They

are not loaded.
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✦  ✦  ✦

So this is the cost of having a defense. The same machinery that

saves your life when you have a serious infection at thirty can, in

chronic low-grade form, contribute to the diseases that take your

life at eighty. The same cytokines that summon the cells that heal a

wound  can,  in  different  concentrations  or  for  too  long,  drive

depression or  atherosclerosis.  The flame keeps the room warm,

and  sometimes  it  burns  the  curtains.  There  is  no  version  of

immunity that is free.

This is also, importantly, why “boosting” your immune system

is  the  wrong  goal.  We’ve  said  this  once  already,  but  it  bears

repeating now that we have the picture. A boosted immune system

would be an immune system more prone to inflammation, more

prone to attacking things, more prone to overshooting. What you

want  is  an  immune system that  responds  well  when it  should,

resolves  cleanly  when  it  can,  and  stays  quiet  otherwise.  The

technical word for that is regulated. Not strong. Regulated.

We have now, finally, all the pieces we need to talk about what

happens  when  the  regulation  fails.  Three  failure  modes  are

particularly worth understanding, because they account for a great

deal of human disease and they sit very differently in the public

imagination.  The  first  is  when  the  immune  system  attacks

something  harmless  and  treats  it  as  dangerous.  We  call  this

allergy. The second is when the immune system attacks the body

itself and treats parts of you as not-you. We call this autoimmune

disease. The third is when the immune system fails to respond at

all, leaving the body open to threats it should easily have handled.

We call this immunodeficiency.
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Each gets its own chapter. The first one is allergies, which is

also,  surprisingly,  where  some  of  the  most  interesting  recent

science has been happening.
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C H A P T E R  9

9

Allergies: When the Guards
Panic

✦

n 1902, a French physiologist named Charles Richet was on a

yacht  in  the  Mediterranean,  owned  by  Prince  Albert  I  of

Monaco,  who  had  a  personal  interest  in  marine  biology  and  a

habit of recruiting scientists to do research at sea.

Richet was studying the toxin of the Portuguese man-of-war —

the long-tentacled,  painfully  stinging creature  that  drifts  on the

ocean’s surface. He wanted to understand the toxin well enough to

develop a kind of immunity to it.  The strategy seemed obvious.

Vaccines worked by exposing animals to small, tolerable doses of a

dangerous  thing,  prompting  the  immune  system  to  make

antibodies.  Richet  would  do  the  same  for  jellyfish  toxin.  He

injected dogs with very small doses of the venom, watched them
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recover,  waited  a  few  weeks  for  their  immune  systems  to

remember the encounter,  and then injected them with a second

small dose to see how much better they handled it.

The dogs died.

Not from the dose.  The second dose was tiny — smaller,  in

some cases,  than  the  first.  The  dogs  that  had handled the  first

injection without much trouble would, after the second injection,

collapse within minutes. They would gasp for air. Their tongues

would swell. Their hearts would race and then fail. They would be

dead within the hour.

Richet  was  stunned.  He  had  expected  the  second  dose  to

provoke a milder response than the first,  because that was how

vaccines  worked.  Instead,  he  had  produced  the  opposite.  The

animals’ immune systems, having “remembered” the toxin from

the first encounter, were responding to the second encounter with

a  violence  that  the  first  encounter  had  never  produced.  The

remembering had made them worse, not better.

He named the phenomenon anaphylaxis — from the Greek ana,

against, and  phylaxis, protection. Anti-protection. The opposite of

immunity.  He won the Nobel  Prize for this  in 1913,  which is  a

strange  thing  to  win  a  Nobel  Prize  for,  because  what  he  had

discovered was, essentially, that the immune system can kill you.

Anaphylaxis is the extreme end of a spectrum. The same kind

of immune response — milder, more localized — is what happens

when someone with hay fever encounters pollen, when someone

with a cat allergy encounters a cat, when someone with a peanut
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allergy gets a trace of peanut into their food. The mechanism is the

same. The severity varies enormously. At one end, a slightly itchy

nose. At the other end, Richet’s dogs.

This  is  the  chapter  where  we  ask  the  question  that’s  been

hanging in the air since Richet: what on earth is this for?

IgE

Most of the antibodies we’ve talked about in this book belong to a

class  called  IgG  —  the  standard  antibody,  the  one  your  body

makes most of, the one that does most of the work of recognizing

and tagging foreign things. When your body decides to mount an

antibody response against a virus, it mostly makes IgG. When you

get vaccinated, the antibodies that protect you are mostly IgG.

Allergies  are  not  driven  by  IgG.  Allergies  are  driven  by  a

different  antibody class,  much smaller  in normal circumstances,

called IgE. The E stands for nothing in particular — it was the fifth

class  to  be  discovered,  and  the  letters  just  continued  in

alphabetical order.

IgE behaves differently from IgG in two important ways.

First, almost all of the IgE in your body is not floating in your

bloodstream.  It  is  stuck  to  the  surface  of  certain  immune cells.

Specifically,  it  is  stuck  to  mast  cells,  which  sit  just  under  the

surfaces of your skin and the linings of your nose, throat, lungs,

and gut, and to basophils, which are similar cells circulating in the

blood. Each mast cell has, on its surface, tens of thousands of IgE

molecules, all reaching out into the surrounding tissue, all waiting

for something to bind to them.
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Second,  when  an  IgE  molecule  does  bind  to  its  target,  the

response is almost instantaneous. The mast cell does not engage in

slow, careful immunology. It  is a cell  loaded, like a spring trap,

with  granules  full  of  pre-made chemicals.  The  most  famous  of

these chemicals is  histamine.  There are dozens of  others.  When

IgE on the cell’s surface binds to its target, the cell, within seconds,

dumps the entire contents of those granules into the surrounding

tissue.

Histamine,  released  into  a  tissue,  does  several  things  very

quickly. It makes blood vessels widen and leak. It makes smooth

muscle (the kind in your airways and gut) contract. It makes nerve

endings  fire,  producing  itching.  It  recruits  more  immune  cells.

And it does all of this within seconds, not hours. This is why an

allergic reaction feels so different from a normal infection. A virus

takes days to make you sick. An allergen, in the right person, can

make you sick in less than a minute.

The runny nose, the itchy eyes, the swelling, the wheezing, the

hives  —  these  are  all  symptoms  of  mast  cells  dumping  their

contents into local tissue. The mechanism is the same regardless of

trigger. The pollen-allergic person has IgE on their mast cells that

recognizes a particular pollen protein. The peanut-allergic person

has  IgE  on  their  mast  cells  that  recognizes  a  particular  peanut

protein. The substance differs. The cellular machinery is identical.

In  anaphylaxis,  the  same  thing  happens,  but  everywhere  at

once.  Mast  cells  throughout  the  body  dump  their  granules

simultaneously.  Blood  vessels  everywhere  widen  and  leak;  the

airways narrow; blood pressure crashes. The body, attempting to

respond to a tiny exposure, briefly mounts a response so violent

that it cannot survive its own defense.
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This is what Richet discovered in his dogs. It is what the EpiPen

is designed to interrupt: epinephrine reverses many of the effects

of mass mast-cell discharge, buying time for the person to get to a

hospital. Without it, anaphylaxis can be fatal in minutes.

Why Does Any of This Exist?

Here  is  the  question  that  has  bothered  immunologists  for  a

hundred years. Why does the body have IgE at all?

Most of the immune system, when you think hard about it, is

doing  something  useful  even  when  it  goes  wrong.  The

autoimmune-prone variations we met in the last few chapters are

real  liabilities,  but  they  exist  because  they  also  confer  real

protection  against  certain  infections.  The  cost  of  having  an

immune system is balanced, evolutionarily, by the benefit.

But  IgE  seems  different.  The  diseases  of  IgE  —  hay  fever,

asthma,  eczema,  food  allergies,  anaphylaxis  — cause  enormous

suffering  and  very  little  obvious  benefit.  Why would  evolution

maintain a system whose main effect, in most modern people, is to

make them miserable when they encounter pollen?

The traditional answer, and probably part of the truth, is that

IgE evolved to fight parasitic worms.

In  the  world  of  our  ancestors  — and in  much of  the  world

today  —  parasitic  worms  were  and  are  a  major  problem.

Hookworm,  roundworm,  schistosomiasis,  tapeworm.  These

parasites are too large for normal antibody responses to handle.

You cannot kill a tapeworm with IgG, the way you can kill a virus.

Worms are multicellular, mobile, often well-armored. The immune

system needs different tools for them.
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IgE, with its rapid mast-cell-dumping response, turns out to be

reasonably  good  against  worms.  The  histamine  and  other

chemicals released make local tissue inhospitable. The contraction

of  smooth  muscle  helps  to  expel  worms  from  the  gut.  The

recruitment  of  specialized  cells  called  eosinophils  — which  we

haven’t met before in this book, but which are part of the worm-

fighting  machinery  —  brings  additional  firepower.  In  a  person

harboring intestinal worms, the IgE system is doing real work.

Most modern people in wealthy countries do not have parasitic

worms. They have not had them in generations. The IgE system,

evolved for  a  problem that  most  of  its  hosts  no longer  have,  is

sitting around with nothing to do — and, it turns out, a system

with nothing to do can find other things to react to.

This is part of the story, and probably true. But it  is not the

whole  story,  because  if  it  were,  you  would  expect  that  adding

worms back into people’s lives would calm down their allergies.

There have been a few small studies that hint at exactly this, with

cautious volunteers swallowing capsules of harmless hookworm

larvae  and  reporting  some  improvement  in  their  allergic

symptoms.  The  results  are  interesting.  They  are  not  yet  a

treatment.

The fuller picture, which we started to introduce in Chapter 5,

has more layers.

The Old Friends, Returning

Recall the hygiene hypothesis from Chapter 5, and its more careful

descendant, the old friends hypothesis. The basic idea: the human

immune  system  evolved  over  millions  of  years  in  the  constant
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presence of  certain microbes — ordinary soil  bacteria,  harmless

gut companions,  the parasites  and microbes our ancestors lived

with  on farms and in  dirt-floored homes.  The immune system,

especially the developing immune system in early childhood, may

need  exposure  to  these  old  friends  in  order  to  learn  the  right

calibration.  Without  them,  the  system  seems  to  come  up

miscalibrated.

In the case of allergies, the miscalibration appears to be specific.

The immune system has, broadly, two main modes of response.

One mode — sometimes called Type 1 or Th1 — is the mode you

use against  viruses  and bacteria  that  get  inside cells.  The other

mode — Type 2 or Th2 — is the mode you use against parasites,

and it is also the mode that produces IgE.

These  two  modes  are  normally  kept  in  balance  by  the

regulatory cells we met in Chapter 7, especially the Tregs. When

the system is well-calibrated, each mode is used for the right kind

of threat, and the Tregs keep both modes appropriately quiet when

nothing is happening.

In  children  who  grow  up  with  little  exposure  to  ordinary

microbial life — in clean homes, in cities, with limited contact with

farms  or  animals  or  other  children  —  the  developing  immune

system  seems  to  come  up  imbalanced.  The  Tregs  may  be  less

robust. The Type 2 mode may be over-represented. The result, at

the population level, is more allergies.

The  evidence  for  this  is  now  substantial,  though  no  single

study  is  conclusive.  Children  raised  on  traditional  dairy  farms,

with regular exposure to barn dust and unpasteurized milk, have

markedly lower rates of asthma and allergy than children raised in

nearby suburban homes. The Amish, who farm traditionally and
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live in close contact with animals, have allergy rates dramatically

lower  than  the  genetically  similar  Hutterites,  who  farm  with

modern industrial methods. Children in large families have fewer

allergies than children in small families. Children who attend day

care young have fewer allergies than children who don’t. Children

with dogs in the home have fewer allergies than children without.

None of these findings is definitive on its own. Together, they form

a consistent picture.

So allergies appear to be, in part, a disease of immune systems

that grew up too quiet. Not too clean in a moral sense — hand-

washing  during  a  flu  outbreak  is  still  important;  vaccinating

against  deadly  diseases  is  still  important;  chlorinated  drinking

water  has  saved  hundreds  of  millions  of  lives.  The  kind  of

cleanliness that matters is not the kind a careful family eliminates.

The  kind  that  matters  is  the  lifelong  absence  of  background

microbial chaos that all of human history, until about a century

ago, took for granted.

Peanuts and the Surprise of the Decade

There’s  one  more  piece  of  recent  allergy  science  worth  telling

carefully,  because  it  changed  how  doctors  talk  to  parents  and

because it is one of the cleanest cases in modern medicine where

conventional wisdom turned out to be exactly backward.

In the late 1990s and early 2000s, peanut allergies in children

were  rising  sharply  in  many  wealthy  countries.  The  standard

advice  from  medical  societies,  given  to  parents  of  infants  who

might be at risk, was to delay introducing peanut into the child’s

diet. Don’t give peanut butter to a baby. Wait until the child was at
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least three. The thinking was that delaying exposure would give

the immune system time to develop without being primed against

peanut.

In  2008,  a  British  researcher  named  Gideon  Lack  noticed

something strange.  Israeli  children,  who routinely eat  a  peanut-

based snack called Bamba from infancy, had peanut allergy rates

ten times lower than genetically similar Jewish children growing

up in the United Kingdom, where peanut was being delayed. The

pattern was hard to explain if delayed exposure was protective. It

was easy to explain if delayed exposure was the cause.

Lack ran a careful clinical trial — the LEAP study, published in

2015 — that randomly assigned high-risk infants either to avoid

peanut or to consume peanut-containing foods regularly from a

few months of age. The result was unambiguous. The infants who

ate peanut early had peanut allergy rates roughly 80% lower than

the  infants  who  avoided  it.  The  protective  effect  was  strong,

statistically rock-solid, and the opposite of what the field had been

recommending for decades.

The advice, accordingly, reversed. As of the late 2010s, pediatric

guidelines  in  most  wealthy  countries  actively  recommend

introducing  peanut  early,  often  around  four  to  six  months,

especially  in  infants  at  higher  risk.  Peanut  allergy  rates  in  the

populations  that  have  followed  the  new  advice  have  begun  to

drop.

The mechanism is consistent with the broader picture of this

chapter. The infant immune system seems to learn what to tolerate

and what to attack partly through what it encounters, in food and

on skin and in the surrounding environment. Encountering peanut

early,  in the gut,  in normal eating, allows the system to register
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peanut  as  a  normal  food.  Avoiding  peanut  while  exposing  the

child  to  peanut  traces  in  other  ways  —  through  skin,  through

household contact — may inadvertently teach the system to treat it

as a foreign threat.

This is one of the more hopeful stories in this part of the book.

A  common,  sometimes-fatal  allergic  disease  turned  out  to  be

substantially  preventable  through  a  simple  change  in  early

feeding. The change came from careful science, applied honestly,

even when the result contradicted decades of advice.

The Treatments

Mild allergies are usually managed with antihistamines — drugs

that block the histamine receptors mast cells fire onto. This is why

your  loratadine,  your  cetirizine,  your  fexofenadine  all  work  the

same way: each blocks one or more types of histamine receptor,

dampening the cascade.

Asthma,  which  is  in  many  cases  an  allergic  disease  of  the

airways, is managed with a combination of drugs that open the

airways  (bronchodilators)  and  drugs  that  calm  the  underlying

inflammation (inhaled steroids). Severe asthma, in the last decade,

has begun to be treated with biologics — monoclonal antibodies

that target  specific cytokines or specific kinds of  IgE.  We’ll  talk

about  biologics  more  in  the  next  chapter,  because  they  have

transformed autoimmune disease as well, but the same approach

works here. A drug called omalizumab, for instance, binds free IgE

and prevents  it  from latching onto mast  cells.  For  some people

with severe allergic asthma, it is, more or less, life-changing.
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Anaphylaxis  is  treated  with  epinephrine,  given  quickly,  by

injection. The autoinjectors most allergic people carry — the most

familiar brand name is  EpiPen — contain a single dose. The drug

constricts blood vessels,  opens airways, and counteracts most of

the major effects of mass mast-cell discharge. It buys time. People

in anaphylaxis still need to go to a hospital after epinephrine. The

dose is a bridge, not a cure.

The  most  interesting  recent  development,  and  one  that  may

transform parts of allergy treatment over the next decade, is the

careful use of controlled re-exposure to teach the immune system

to tolerate things it has already learned to react to. This is called

allergen immunotherapy. It can take years. It works best for some

allergies  and  not  others.  It  is  not  without  risk.  But  for  severe

peanut allergy, for some pollen allergies, for some venom allergies,

immunotherapy  can  convert  someone  whose  mast  cells  will

explode  at  trace  exposure  into  someone  who  can  tolerate  the

substance with only mild discomfort.

The  underlying  logic  is  roughly  the  opposite  of  Richet’s

original  mistake.  Richet  thought  small  doses  would  teach  the

immune  system  to  tolerate.  Instead  they  sensitized  it.  Modern

allergen  immunotherapy  starts  even  smaller,  escalates  more

slowly, and uses our better understanding of regulatory T cells and

tolerance  to  encourage  the  immune  system,  gently,  into  a  state

where it sees the allergen as ordinary background. When it works,

it  works  because  it  pushes  the  system from Type 2  mode back

toward regulation.
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✦  ✦  ✦

So this is allergy. A real disease, often a serious one, sometimes a

fatal  one,  caused  by  an  immune  system  doing  exactly  what  it

evolved to do, in a world that no longer needs it to do it.

The cells are not broken. The IgE is not defective. The mast cells

are doing what mast cells were always supposed to do. They are

simply doing it in response to pollen, or peanut, or cat dander, or

shellfish — things that, in another world, would not have set them

off, but in this one do.

The remarkable thing is that we are starting to understand why.

The miscalibration of childhood immune development,  the shift

from a microbial-rich to a microbial-poor environment,  the way

early food exposures train tolerance, the way Tregs can be coaxed

back into  balance  — these  are  not  the  kind of  things  scientists

understood twenty years ago, and many of the recommendations

doctors give now are different from what they gave then. The next

decade will likely change them further. This is a field where the

science is moving.

Allergy is the milder cousin of the next chapter’s subject, and

the  comparison  is  worth  holding  onto  as  we  turn  the  page.  In

allergy, the immune system attacks something harmless from the

outside — a peanut, a pollen grain, a cat. In autoimmune disease,

the immune system attacks something not from the outside at all.

It attacks part of the person it lives in. The mechanisms overlap.

The ethics of how we talk about it do not.

That’s the next chapter. And it is the chapter this book has been

building toward all along.
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C H A P T E R  1 0

10

Autoimmune Disease:
Friendly Fire

✦

aya is sixteen. She is in a hospital bed in a pediatric ICU in

a city in the Pacific Northwest. She has been there for two

days. She is going to be there for two more.

Her moms are with her. Lisa, who runs a small graphic design

studio and who drove Maya to the emergency room on Tuesday

night when Maya could not stop being thirsty and could not stop

throwing up; and Dani, who teaches high school chemistry, who

flew back from a conference in Chicago at  four in the morning

when Lisa called. It is now Friday. Maya is going to be fine. She is

also, in some specific and irreversible ways, going to be different.
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The previous month had been strange. Maya had been thirsty

in a way she could not explain. She drank water all day and was

thirsty  again  ten  minutes  later.  She  got  up  at  night  to  pee,

sometimes three times. She lost weight — not a lot, maybe seven

pounds — even though she was eating more,  not less.  She was

tired in a way that did not lift after sleep. Lisa and Dani noticed

but did not panic. Teenagers grow strangely. Sleep gets weird. The

volleyball season was demanding.

Then, on Tuesday, Maya threw up at lunch. By Tuesday evening

she was throwing up every twenty minutes. By the time Lisa got

her to the ER her breath had a faint sweet smell, like nail polish

remover, and she was breathing too fast and saying things that did

not  quite  make sense.  The triage nurse  looked at  her  once and

stopped asking questions and started moving.

Maya, it turned out, was in diabetic ketoacidosis. Her blood sugar

was over 600 milligrams per deciliter, roughly six times normal.

Her  body,  unable  to  use  the  sugar  in  her  blood  for  fuel,  had

switched to burning fat,  and the byproducts  of  fat-burning had

made her blood acidic enough to threaten her organs. She would

be put on IV insulin for the next two days. By Friday she would be

talking  again,  eating  again,  asking  when  she  could  go  home,

asking what was going to happen now.

The diagnosis the doctors gave her family was Type 1 diabetes.

The pancreas, the small organ behind her stomach that produces

the hormone insulin, was no longer producing enough of it. There

was  no  infection.  There  was  no  injury.  There  was  no  obvious

external  cause.  Her  own immune  system,  sometime  in  the  last
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several months or perhaps the last several years, had identified the

insulin-producing cells in her pancreas as foreign, and had killed

almost all of them.

This is  the chapter this  book has been building toward.  The

chapter where the system we have spent nine chapters describing

makes the kind of mistake it  makes in millions of people every

year,  and  we  have  to  talk  about  what  that  mistake  is,  why  it

happens, and what it means for the people who live in the bodies

it happens to.

Maya is fictional. She is also, in the broad outlines of her story,

every teenager who has ever been diagnosed with Type 1 diabetes

— the thirst, the weight loss, the trip to the ER that turned into the

rest of her life. There are tens of thousands of Mayas every year, in

the United States alone. There are millions more people, of every

age  and  every  gender,  living  with  one  of  the  roughly  eighty

conditions we collectively call autoimmune disease.

This is what is happening, biologically, to all of them. This is

the chapter.

What Was Happening Inside Maya

Recall, from Chapter 7, the schools of tolerance.

Every T cell in the body has been through the thymus, where it

was  tested  twice.  The  first  test  asked:  can  you read  the  body’s

MHC molecules at  all?  The second test  asked:  do you respond,

dangerously, to any of the body’s own proteins? T cells that failed

the first test were deleted because they were useless. T cells that

failed the second were deleted because they were dangerous. The
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few that passed both tests were released into circulation, where

they would, in theory, recognize foreign things and leave the body

alone.

In theory.

We said  in  Chapter  7  that  the  system was  excellent  but  not

perfect.  Some  self-reactive  T  cells  slip  through.  Most  of  them,

throughout most people’s lives, are kept quiet by the regulatory T

cells we met then — the Tregs, walking the body’s tissues, telling

overreacting cells to stand down.

In Maya, somewhere along the line, a small number of T cells

with receptors that recognized a protein on her insulin-producing

pancreatic cells — a protein that is part of normal insulin, or part

of the cellular machinery that makes insulin, or part of the surface

of  the  cells  that  produce  insulin  — escaped  both  the  thymus’s

negative selection and the regulatory backup. They became active.

They began to find and kill the cells they were tuned to.

These cells  are called  beta cells,  and they live in tiny clusters

scattered throughout the pancreas, called islets. There are perhaps

a million islets in a healthy adult pancreas, each one containing a

few hundred to a few thousand beta cells. The beta cells produce

insulin in response to rising blood sugar. The insulin tells the rest

of the body to absorb the sugar and use it. Without insulin, the

sugar stays in the blood, and the body’s cells, paradoxically, starve.

The autoimmune attack on the beta cells  is  slow. It  can take

years. By the time symptoms appear — the thirst, the weight loss,

the  eventual  ketoacidosis  —  most  of  the  beta  cells  are  usually

already gone. There is some emerging evidence that the process

may  sometimes  be  detectable  earlier,  in  the  form  of  certain
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antibodies that turn up in the blood years before symptoms, but

for most people the diagnosis is the first they know of it. By the

time Maya was in the ER, more than ninety percent of her beta

cells were probably already dead. The remaining ones could not

produce enough insulin to handle a meal.

Other autoimmune diseases work along similar lines, but with

different  targets.  In  multiple  sclerosis,  T  cells  attack  the  myelin

sheaths  that  insulate  nerves  in  the  brain  and  spinal  cord.  In

rheumatoid arthritis, an immune response targets proteins in the

joints,  particularly  in  the  synovial  tissue  that  lines  them.  In

Hashimoto’s thyroiditis, the thyroid is the target. In celiac disease,

T cells  respond to a protein from wheat in a way that,  through

molecular mimicry, also damages the lining of the small intestine.

In  lupus,  multiple  tissues  are  involved  at  once  —  skin,  joints,

kidneys, sometimes the brain — because the antibodies and T cells

produced  are  reactive  against  widespread  cellular  components

rather than against any single organ.

The  list,  by  2025,  runs  to  about  eighty  conditions.  Together,

they affect somewhere between five and ten percent of people —

the exact number depends on how you count and which country

you  are  in.  They  are,  as  a  group,  one  of  the  most  important

categories of disease in modern medicine. Some of them, like Type

1 diabetes, are diseases people are born with the predisposition for

and develop early. Others, like rheumatoid arthritis or lupus, more

commonly appear in young adulthood. A few, like Hashimoto’s,

often appear in middle age. Almost all of them are chronic. Almost

all of them are managed, not cured.
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The Family of Diseases

It is worth saying, briefly, what kinds of autoimmune disease there

are, because the public conversation often treats them as one thing

and they are not.

The  most  useful  first  division  is  between organ-specific  and

systemic autoimmune diseases.

Organ-specific diseases involve an immune response against a

single tissue. Type 1 diabetes is the classic example: the attack is on

the beta cells of the pancreas, and only on the beta cells. The rest of

the  pancreas,  and  the  rest  of  the  body,  are  not  under  attack.

Hashimoto’s thyroiditis attacks the thyroid. Graves’ disease, oddly,

also  attacks  the  thyroid  but  does  the  opposite  —  it  produces

antibodies that overstimulate the gland rather than destroying it.

Multiple sclerosis attacks the myelin in the central nervous system.

Vitiligo attacks the pigment-producing cells in the skin. Pernicious

anemia attacks the cells in the stomach that absorb vitamin B12.

The  list  is  long,  and  the  diseases  vary  from  life-threatening  to

mostly  cosmetic,  but  they  share  the  feature  that  the  immune

response is focused on one place.

Systemic  diseases  are  different.  In  lupus,  in  rheumatoid

arthritis,  in  Sjogren’s  syndrome,  in  mixed  connective  tissue

disease,  the  immune  response  targets  components  that  exist  in

many tissues  at  once.  The result  is  a  disease  that  can show up

almost  anywhere.  A  person  with  lupus  may  have  rashes,  joint

pain, kidney problems, and fatigue, all at the same time, all driven

by the same underlying loss of tolerance. The challenge in systemic

disease is partly that no single organ tells the story; the disease is

everywhere and nowhere.

S E L F  &  O T H E R

120



A  third  category,  the  inflammatory  bowel  diseases  (Crohn’s

disease and ulcerative colitis), sit somewhere in between. They are

organ-focused — they affect the gut — but the gut is enormous,

and  the  diseases  involve  a  complex  interaction  between  the

immune system, the gut microbiome, and the gut lining we met in

Chapter 5. The boundary between “autoimmune” and “immune-

mediated inflammatory” gets  blurry here,  and the field has not

entirely  settled  on  a  single  label.  For  practical  purposes,  what

matters  is  that  the  same  kinds  of  immune  mechanisms  are

involved, and many of the same treatments work.

A  fourth  category,  sometimes  overlapping  with  the  others,

includes diseases like psoriasis and ankylosing spondylitis, where

the  immune  system  targets  specific  tissues  but  the  dominant

mechanism  is  not  a  clean  attack  on  one  protein  but  a  chronic

inflammatory state driven by a particular signaling pathway. We

will see, in a moment, why this distinction matters when we talk

about treatment.

Why Women, Mostly

Roughly eighty percent of people with autoimmune disease are

women.

This is one of the more striking facts in immunology, and it has

been known for decades, and we still do not fully understand it.

Several  things  are  probably  going  on  at  once.  Some

autoimmune  diseases  respond  to  female  sex  hormones  —

estrogen,  in  particular,  can  amplify  certain  kinds  of  immune

response,  and  many  autoimmune  conditions  worsen  during

phases of life when estrogen is high and improve during phases
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when it is low. Pregnancy, with its enormous hormonal shifts, can

both  trigger  autoimmune  disease  and,  occasionally,  put  it

temporarily into remission. After menopause, some autoimmune

diseases get better and others get worse.

But hormones cannot be the whole story, partly because some

autoimmune  diseases  (like  ankylosing  spondylitis)  are  more

common in men, and partly because the female bias appears even

before puberty in some conditions.

A more  recent  and active  area  of  research focuses  on the  X

chromosome. Women have two X chromosomes; men have one.

Most of the genes on one of the two X chromosomes in any given

female cell are silenced, in a process called X-inactivation, so that

women don’t end up making double the amount of every X-linked

protein. But X-inactivation is not perfect. Certain genes routinely

escape it,  and many of those escaping genes are involved in the

immune system. There are interesting recent findings suggesting

that this incomplete inactivation may produce small but consistent

differences in immune regulation between women and men, and

that those differences may tilt the odds toward autoimmunity.

There  are  also  possible  contributions  from  the  microbiome

(which differs subtly between men and women), from differences

in the regulatory cell populations, from sex differences in how T

cells are educated in the thymus. None of these is fully worked

out.  The  most  honest  statement  available  right  now  is  that

autoimmunity is, on average, more likely in women, and that the

reasons are several and partly understood.

What this means for any individual is, of course, nothing. The

statistics  describe  populations,  not  people.  A  man  with

rheumatoid arthritis is not less rheumatoid because he is rare. A
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woman without lupus is not “supposed to” have it because she is

in  the  demographic.  The  numbers  describe  a  tilt.  They  do  not

describe a destiny.

The Lifestyle Question

We need to talk about this directly.

There is an enormous amount of writing, online and in popular

books, about how autoimmune disease is caused by lifestyle — by

diet,  by  stress,  by  toxins,  by  gluten,  by  leaky  gut,  by  sugar,  by

mold,  by  inflammation  that  you  brought  on  yourself  by  eating

wrong or sleeping wrong or thinking wrong. Almost all  of  this

writing is wrong, and some of it is actively harmful.

Here is what the science actually shows. Autoimmune diseases

are caused by some combination of: inherited variation in genes

(especially  the  MHC  variants  we  met  in  Chapter  6,  but  also

others); developmental factors that act long before any symptoms

appear;  certain  infections  that,  in  some people,  trigger  immune

responses that cross-react with self-tissue (the molecular mimicry

we mentioned in Chapter 7); hormonal and chromosomal factors;

and a substantial component of irreducible chance. Smoking is a

confirmed  risk  factor  for  several  autoimmune  diseases,

particularly  rheumatoid  arthritis.  Other  lifestyle  factors  have,  at

best,  weak and inconsistent associations with risk of developing

the disease.
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No diet  has  ever  been  shown to  cause  Type  1  diabetes.  No

amount of stress causes lupus. Multiple sclerosis is not the result

of  toxins.  Hashimoto’s  thyroiditis  is  not  punishment  for  poor

sleep. Crohn’s disease is not the consequence of moral failure with

food.

What  lifestyle  can  sometimes  affect,  in  some  autoimmune

diseases, is the experience of living with the disease once it exists.

Some people with rheumatoid arthritis find that their joint pain is

worse during stressful periods. Some people with inflammatory

bowel  disease  find that  certain  foods  aggravate  their  symptoms

(the foods are usually different for different people, and rarely the

ones  popular  books  fixate  on).  Some  people  with  autoimmune

conditions feel meaningfully better with regular exercise, adequate

sleep, and stable mental health, in the same way that anyone with

any  chronic  illness  feels  better  when  those  things  are  in  place.

Smoking cessation,  in conditions where smoking aggravates the

disease, can substantially improve outcomes.

These  are  real  effects.  They are  also  distinct  from causation.

Living  well  with  a  disease  and  having  caused  the  disease  are

different categories.

The  reason  this  distinction  matters  is  not  academic.  The

lifestyle-causes-autoimmunity  narrative  does  specific  damage  to

specific people. It tells parents of newly diagnosed children that

they could have prevented the diagnosis if they had only fed the

child  differently.  It  tells  women whose  lupus  has  flared after  a

stressful year that the flare was their fault. It tells people whose

disease is progressing despite their best efforts that they need to

try harder, eat cleaner, think more positively, when none of those

things is what is going on.
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If you are reading this chapter because someone you love has

an autoimmune disease, or because you have one yourself, what

the actual science says is this: nothing in your behavior caused it.

Nothing in  your behavior  could reliably have prevented it.  The

variables that mattered were settled long before you knew there

was  anything  to  settle.  The  disease  is  not  a  lesson the  body is

trying  to  teach  you.  It  is,  in  the  most  accurate  biological  sense

available, an accident of how your particular tolerance system was

constructed and what it happened to encounter.

This does not mean nothing helps. It means that what helps is

what  helps  for  any  chronic  illness:  care,  treatment,  sleep,

connection, the small daily acts that make any life livable. We will

spend  Chapter  13  on  the  things  that  genuinely  do  help  with

general immune health, and we will be careful, there, to be honest

about what they are and are not.

What Helps Now

Until the 1940s, an autoimmune disease was, more or less, what

your body was going to do to you, and the doctors were going to

watch.

The first real change came with corticosteroids — prednisone,

hydrocortisone,  and their  relatives  — in the late  1940s.  Steroids

broadly suppress  the immune system.  They can rapidly calm a

serious autoimmune flare. They are still used today, often as the

first thing reached for when a patient is in crisis. Their problem is

that they are not specific. They suppress the parts of the immune

system  causing  the  disease  and  also  the  parts  of  the  immune

system  you  need  for  normal  life.  Used  long-term,  they  cause

A U T O I M M U N E  D I S E A S E :  F R I E N D LY  F I R E

125



weight gain, bone loss, mood changes, infection risk, and a long

list of other side effects. They are powerful and they are expensive

in ways that don’t show up on the bill.

The next generation of treatments, developed mostly between

the  1960s  and  the  1990s,  included  drugs  like  methotrexate,

azathioprine,  cyclosporine,  and  mycophenolate.  These  are  more

selective  than steroids  — they target  dividing immune cells,  or

specific signaling pathways inside immune cells — and they are

still the backbone of treatment for many autoimmune conditions.

They work. They have side effects. They require monitoring. For

many  people  they  make  the  difference  between  a  manageable

illness and a disabling one.

The dramatic  change came in  the  late  1990s  and accelerated

through the 2000s and 2010s. It is called the biologic revolution,

and it has reshaped autoimmune treatment in ways that, if you got

your  sense  of  what’s  possible  from  a  textbook  from  1995,  you

would not believe.

A  biologic is,  broadly,  a  drug  made  of  a  large  biological

molecule — typically an antibody, or a piece of an antibody, or a

protein  engineered  to  bind  a  specific  target.  The  first  widely

successful autoimmune biologics blocked a single cytokine called

TNF (tumor necrosis factor), which turns out to be central to the

inflammation in rheumatoid arthritis, Crohn’s disease, ankylosing

spondylitis, psoriasis, and several other conditions. The drugs —

infliximab,  adalimumab,  etanercept,  and  others  —  work  by

binding  TNF  and  preventing  it  from  activating  other  immune

cells. For many people who had spent years in joint pain or with

severe  inflammatory  bowel  symptoms,  the  response  to  a  TNF
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blocker  has  been  life-altering.  Not  for  everyone.  Not  always

permanently. But for enough people that the standard of care has

been rewritten.

Since then, more biologics have been approved that block other

specific  cytokines  or  specific  cells.  Drugs  that  block IL-17  work

very well for psoriasis. Drugs that block IL-6 work for rheumatoid

arthritis and other conditions. Drugs that target specific kinds of B

cells  (rituximab,  for  instance)  work  for  several  autoimmune

diseases including some forms of vasculitis and multiple sclerosis.

Drugs  that  block  the  trafficking of  immune cells  into  the  brain

(natalizumab) work for  multiple sclerosis.  The toolkit,  as  of  the

mid-2020s, is large and growing.

A newer category is the JAK inhibitors, which are not biologics

but  small  molecules.  They  block  a  specific  signaling  pathway

inside  cells  that  many  cytokines  use  to  deliver  their  messages.

Drugs like tofacitinib, baricitinib, and upadacitinib are now used

in  rheumatoid  arthritis,  certain  inflammatory  bowel  diseases,

severe atopic dermatitis,  and a growing list  of  other conditions.

They work in some patients where biologics didn’t, and they have

their own profile of benefits and risks.

Type  1  diabetes,  until  very  recently,  had  no  specific

immunological treatment — the standard of care was, and largely

still is, replacing the missing insulin from outside, with injections

or  pumps.  In  2022,  however,  a  drug  called  teplizumab  was

approved that, given to people in the very earliest stages of Type 1

diabetes  (before  symptoms,  when  only  autoantibodies  are

detectable),  can delay the onset of clinical disease by about two

years.  It  is  the  first  treatment  that  has  been shown to  alter  the

course of the autoimmune attack on beta cells. Two years is not a
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cure,  but  for  a  child  whose  diagnosis  it  pushes  back  from age

twelve  to  age  fourteen,  two  years  is  a  great  deal.  Other

immunological approaches to Type 1 diabetes, including some that

aim to actively rebuild tolerance, are in active clinical trials.

The general pattern across all these treatments is the same. We

have moved from broad suppression of the entire immune system

(steroids),  to  broad suppression  of  dividing  cells  (methotrexate,

azathioprine), to specific blockade of single cytokines or cell types

(biologics, JAK inhibitors). The trajectory is toward more precision

and fewer side effects. We are not at the end of that trajectory. We

are well past the beginning.

What Might Help Soon

There are several approaches in current research that, if they work,

will change autoimmune treatment again.

The most promising in concept is  antigen-specific therapy.  The

idea is to retrain the immune system to tolerate the specific protein

it has learned to attack — not by suppressing the whole immune

system,  but  by reintroducing the offending protein in  a  context

that promotes tolerance rather than attack. Several techniques are

being  explored:  nanoparticles  carrying  the  relevant  antigen,

modified versions of the protein delivered in tolerizing ways, even

injection of the antigen directly into specific tissues that promote

regulatory responses. If antigen-specific therapy works, it  would

offer the dream that has been on the horizon of immunology for

fifty years: a treatment that fixes the actual problem (one specific

lapse in tolerance) without breaking the rest of the system. Several
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trials  are  underway.  Results,  in  human  disease,  are  mixed  but

encouraging in some cases. The next ten years will tell us a great

deal.

Another promising direction is Treg therapy. The idea is to take

regulatory T cells from a patient (or,  in some versions, engineer

them in a lab), expand them in number, and infuse them back. The

expanded Tregs would, in theory, do the calming work that the

patient’s  own Tregs  have  apparently  failed  to  do.  Early  human

trials are underway in transplant rejection, in Type 1 diabetes, in

lupus,  and  in  other  conditions.  The  biology  is  plausible.  The

execution  is  hard.  The  results  so  far  are  promising  in  some

settings, less clear in others.

A third direction, which sounds dramatic and is, involves CAR-

T cells  — the engineered T cells  that  have already transformed

certain cancer treatments, which we will meet properly in Chapter

12. CAR-T cells engineered to attack specific B cells have, in a small

number  of  recent  trials,  produced  striking  improvements  in

patients with severe lupus and other antibody-driven autoimmune

diseases.  The  treatment  essentially  wipes  out  the  rogue  B  cell

populations  and  lets  the  body  rebuild  a  fresh,  naive  B  cell

population from the  bone marrow — a  kind of  immunological

reset. The early results, in 2022 and 2023, were dramatic enough

that this approach is now being tested seriously in larger trials. If it

holds  up,  it  may  turn  out  to  be  one  of  the  more  important

developments of the decade.

Stem cell therapies, microbiome interventions for inflammatory

bowel  disease,  more  sophisticated  combinations  of  existing

biologics — the field is busier than it has been in a long time. None

of these will be a single magic answer. All of them, taken together,
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are pointing the same direction: toward treatments that target the

specific failure of tolerance rather than the immune system as a

whole.

The honest summary is that autoimmune disease in 2025 is, for

many conditions, much better treated than it was in 2005, which

was much better treated than it was in 1985. The trajectory is real.

The  pace  varies  by  disease.  The  patient  who  reads  about  a

promising  trial  and  asks  a  doctor  about  it  is  not  being

unreasonable; they are, often, asking exactly the right question.

Maya, Six Months Later

Maya  goes  home  from  the  hospital  after  five  days.  She  comes

home  with  a  continuous  glucose  monitor  on  her  arm  and  an

insulin pump on her hip and a binder full of paperwork that her

moms will end up keeping in a drawer in the kitchen for the rest

of her childhood.

The first month is hard. She does not feel sick anymore, but she

also does not feel like herself. She has to think about insulin every

time she eats. She has to think about insulin before she exercises.

She  has  to  think  about  insulin  when  she  sleeps.  She  is  angry

sometimes, and her moms let her be angry, and Dani at one point

quietly  takes  a  graduate-level  continuing-education  class  in

endocrinology so that she can understand the things the doctors

are telling them well enough to translate.

The second month is also hard, in different ways. Maya goes

back to school and decides she does not want to make a big thing

about  the  diabetes,  and  then  has  to  make  a  big  thing  about  it

anyway when her continuous monitor sends an alarm during a
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math test. She makes friends in an online group for teenagers with

Type 1. She tries the swim team and finds that the routine actually

helps her blood sugar stay stable, and that she likes the routine.

The third month is easier. Maya plays a volleyball game and,

between her moms managing her snacks beforehand and her own

monitoring during, gets through it without incident. She begins to

feel that the disease is something she has, not something she is.

The technology has gotten very good. The pump and the monitor

talk  to  each  other.  Most  of  the  time,  the  system  more  or  less

manages itself.

This will not be true every day. Maya will, over the rest of her

life, have days when the disease is invisible and days when it is the

only thing she can think about. She will have insurance fights. She

will have nights when her blood sugar runs low at three in the

morning and Lisa is the one who hears the alarm and brings her

juice.  She  will  have  moments,  for  the  rest  of  her  life,  when

something a doctor says in passing makes her remember that her

body  is  not,  in  this  one  small  specific  way,  doing  what  other

people’s bodies do.

But she will  also have ordinary teenage years.  She will  have

college, if she wants it. She will, in all likelihood, have a long life.

The Type 1  diabetes  diagnosis  a  child  got  in  1925 was  a  death

sentence; the average life expectancy after diagnosis was about a

year.  The  diagnosis  Maya  got  in  the  2020s  is,  with  care  and

resources, compatible with almost any future she might want. The

science  that  produced insulin  in  the  1920s,  the  technology  that

produced continuous glucose monitors in the 2010s, the biologics

that  may  slow  her  rare  but  present  complications,  the  antigen-

specific  therapies  that  may,  in  her  lifetime,  actually  rebuild  the
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tolerance  she  lost  —  these  are  not  abstractions.  They  are  the

reasons her diagnosis, terrifying though it was, was not the worst

thing that could have happened.

✦  ✦  ✦

A last word about this chapter, before we move on.

If you are reading this and you have an autoimmune disease, or

your child does,  or  your partner does,  or  your friend does,  the

most  important  thing the science has to  offer you is  something

close to permission. Permission to stop looking for the moment in

your  past  where  you  must  have  done  something  wrong.

Permission to stop testing supplements and elimination diets that

the evidence does not support. Permission to take the medications

that  work,  and  to  ask  doctors  hard  questions,  and  to  find

communities of people who understand what the disease is like

from the inside. Permission to live, with the disease, the kind of

full and ordinary life that the disease does not, by itself, prevent.

The body that has an autoimmune disease is not a body that

has failed. It is a body whose tolerance system, almost certainly

through  factors  entirely  outside  anyone’s  control,  made  a

particular  kind  of  mistake.  The  mistake  has  consequences.  The

consequences are, in 2025, more manageable than they have ever

been. They will, in 2035, be more manageable still.

In the meantime: the body is still, in every other way, the same

body. It still has the innate first responders we met in Chapter 2. It

still has the memory cells from Chapter 4. It still has its borders, its

MHC, its Tregs, its careful daily quiet work of distinguishing self
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from other. The system has not collapsed. One specific calibration

has gone wrong. The rest of the city, around that one wrong street,

is still running.

The next chapter is about the opposite kind of failure: when

parts of the immune system don’t work at all,  and the question

becomes not how to suppress an attack, but how to make a defense

that isn’t there. It is a smaller chapter, in some ways, but the people

who live in it deserve to be seen too. We’ll meet them next.
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When the System Is Quiet
✦

n September 21, 1971, in Houston, Texas, a baby was born

and immediately placed inside a sterile plastic chamber. He

was  named David  Vetter.  He  had  a  brother  who had  died  ten

months earlier, at seven months old, from an infection that no one

his  age  should  have  died  from.  The  doctors  had  told  David’s

parents that any future son they had would have a fifty-percent

chance of having the same condition, and that the only way to find

out was for the baby to be born and tested. The plastic chamber

was a precaution. If  David turned out to have what his brother

had, the chamber was the only thing that could keep him alive.

David did have it.  He spent the first  twelve years of  his  life

inside  a  series  of  plastic  enclosures,  never  touching  another

human being directly until shortly before his death. The disease
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was called severe combined immunodeficiency, or SCID. The press

called him the boy in the bubble. He died in 1984, at twelve, after a

bone marrow transplant from his sister failed.

This is not a chapter about David Vetter. This is a chapter about

the children who came after him.

Today, in the United States and many other wealthy countries,

every newborn baby has a small amount of blood drawn from a

heel prick within the first day or two of life. The blood is tested for

a panel of conditions, and one of the things on that panel — added

in most U.S. states between 2008 and 2018 — is a marker for SCID.

A baby with SCID, identified at  birth,  can be isolated until  the

immune system is  reconstituted by bone marrow transplant  or,

increasingly,  by  gene  therapy.  The  survival  rate,  with  early

diagnosis and modern treatment, is now well over ninety percent.

Most of these children grow up indistinguishable from any other

children. They go to school. They get colds. They live whole lives.

The screening test exists, in part, because of what David Vetter’s

life and death revealed.

The previous chapter was about an immune system that attacks

too much. This chapter is about an immune system that attacks too

little.  The  two  are  biological  mirror  images.  The  people  they

happen  to  are  not  less  deserving  of  careful  attention  than  the

people in the previous chapter. They have just been, in many cases,

less visible.
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What SCID Actually Is

SCID is  not  one disease.  It  is  a  family of  diseases,  all  of  which

share a single basic feature: the adaptive immune system fails to

develop. T cells do not form, or do not function. B cells, often, do

not function either. The newborn enters the world with no defense

against the kinds of infections that the adaptive system handles.

Common viruses, the ones that other babies fight off in a few days,

can kill within weeks.

There are at least two dozen different genetic causes of SCID.

Some involve mutations in the V(D)J recombination machinery we

met in Chapter 3 — the very genes that allow B and T cells  to

generate  their  random  receptors.  Without  working  V(D)J,  no

functional B or T cells can be made. Other forms involve mutations

in  receptors  for  cytokines  essential  to  early  immune  cell

development. The most common form, X-linked SCID, involves a

single gene on the X chromosome and almost exclusively affects

boys. Another form, ADA deficiency, involves a missing enzyme

that normal immune cells need to survive their own metabolism.

Without treatment, SCID is uniformly fatal in the first year or

two of  life.  With treatment  — either  a  bone marrow transplant

from  a  matched  donor,  or,  for  some  forms,  gene  therapy  that

delivers a working copy of the missing gene to the patient’s own

bone marrow cells — the prognosis has been transformed. Bone

marrow transplant for SCID has been done since the 1960s and has

been  refined  enormously  since.  Gene  therapy  is  newer  and,  in

some forms, dramatic.  In 2016, the European Medicines Agency

approved a gene therapy product called Strimvelis for ADA-SCID;
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it was the first ex-vivo gene therapy ever approved for any disease.

The treated children, given the missing enzyme by way of their

own corrected cells, are now growing up.

Ashanthi DeSilva was four years old in September 1990 when

she became the first person ever treated with gene therapy. She

had  ADA  deficiency.  The  procedure  was  experimental  and  the

results,  in  her  case,  were  partial  —  she  still  required  other

treatments alongside the gene therapy, and gene therapy for ADA-

SCID has been substantially improved in the decades since. But

Ashanthi lived. She is now in her late thirties. The child who in

1990 had no immune system worth speaking of has had a normal

adult life: school, work, marriage. She is not a footnote. She is a

person, and the medicine that gave her a life is now treating other

children every year.

HIV, and What It Did

In June 1981, the Centers for Disease Control in Atlanta published

a short bulletin describing five young men in Los Angeles who

had developed a rare lung infection that had previously been seen

almost exclusively in patients with severely suppressed immune

systems. The men were all otherwise healthy. None of them had

any obvious reason to have suppressed immunity.  One of them

was already dead by the time the bulletin appeared. The others

would all be dead within a year.

The bulletin was the first official public notice of what would

become  the  AIDS  epidemic.  Over  the  next  two  years,  similar

reports accumulated. By 1983, French and American researchers

had  identified  the  cause:  a  previously  unknown  retrovirus,

eventually named the human immunodeficiency virus, or HIV. By
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the  late  1980s,  hundreds of  thousands of  people  had died,  and

there was no effective treatment. The disease had what looked, at

the time, like a one-hundred-percent fatality rate.

HIV does something that  most viruses do not.  It  specifically

infects,  and  over  time  destroys,  the  helper  T  cells  we  met  in

Chapter 3 — the conductors of the adaptive immune response, the

cells  without  which  B  cells  cannot  mount  strong  antibody

responses,  killer  T  cells  cannot  be  properly  mobilized,  and  the

entire  orchestra  of  immunity  falls  apart.  The  virus  does  this

slowly.  After  initial  infection,  an  untreated  person  can  feel

relatively well for years — a decade, sometimes longer — while

their helper T cell count slowly declines. When the count drops

below  a  threshold,  the  system  collapses.  The  patient  becomes

vulnerable to infections that any healthy person could brush off.

They die, in most cases, of one or another of those opportunistic

infections,  not  of  HIV  itself.  The  virus  simply  removes  the

conductors. The orchestra, leaderless, eventually falls silent.

Then, in 1996, the picture changed. A new class of drugs, used

in combination with older ones, finally suppressed HIV replication

well  enough that  the helper T cells  could begin to recover.  The

treatment  was  called  highly  active  antiretroviral  therapy,  or

HAART. Within months, AIDS wards in major hospitals began to

empty. Patients who had been preparing to die came home. The

change  was  so  dramatic  that  doctors  who lived through it  still

describe it in tones usually reserved for religious experiences.

The drugs have continued to improve. As of the mid-2020s, an

HIV-positive  person  who  has  access  to  modern  antiretroviral

therapy  and  takes  it  consistently  has  a  life  expectancy

approximately equal to that of an HIV-negative person of similar
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background. The virus is suppressed below the level of detection.

The immune system functions. There are even forms of treatment,

taken  before  exposure,  that  can  almost  completely  prevent

infection  in  the  first  place  — a  class  of  preventive  medications

collectively  called  PrEP,  which  has  dramatically  reduced  new

infections in populations that have access to it. People living with

well-treated HIV cannot transmit the virus to sexual partners; this

fact,  captured  in  public  health  campaigns  by  the  equation

Undetectable  =  Untransmittable,  has  been  one  of  the  more

important shifts in how the disease is talked about.

This  is,  by  any  measure,  one  of  the  great  medical

accomplishments  of  the  late  twentieth  century.  It  is  also

incomplete. There is, as yet, no cure — the virus persists, dormant,

in cellular reservoirs, and treatment has to continue indefinitely.

The drugs are  expensive in  many of  the  places  where they are

most needed, and the global picture remains uneven. About forty

million people are living with HIV worldwide, and a significant

fraction of them do not have reliable access to the medications that

would, in a wealthy country, be entirely routine. The science has

moved further than the equity has. The remaining work is largely

about access.

The Quieter Conditions

SCID is rare. HIV, while still a global disease, is well understood.

There is a much larger and stranger category of immunodeficiency

that does not get either kind of attention, and that, statistically, you

are far more likely to encounter in your life. These are the primary
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immunodeficiencies that show up not at birth but in adulthood,

that look not like obvious disease but like “I just always seem to be

sick.”

The  most  common  is  common  variable  immunodeficiency,  or

CVID.  People  with  CVID  make  B  cells,  but  the  B  cells  fail  to

mature properly into the antibody-producing plasma cells we met

in Chapter 3. The result is a person whose body, in many other

ways,  looks  normal,  but  whose  antibody  levels  are  persistently

low. They get the same infections everyone else gets. They just get

them more often, and worse, and they take longer to clear them.

They  develop  chronic  sinus  infections  that  don’t  fully  resolve.

They get pneumonia from things their friends don’t notice. They

have unexplained fatigue. They are sometimes told, for years, that

nothing is wrong with them — because their basic blood counts

look  normal,  and  because  no  one  thought  to  measure  their

antibody levels.

CVID  affects  roughly  one  in  twenty-five  thousand  people,

which makes it more common than most genetic diseases people

have heard of. Diagnosis often takes years. The treatment, when it

is  identified,  is  straightforward  in  concept:  regular  infusions  of

immunoglobulin — antibodies pooled from the blood donations

of thousands of healthy donors — given either intravenously every

few  weeks  or  under  the  skin  more  frequently.  The  infused

antibodies do, temporarily, what the patient’s own B cells cannot.

The  infections  that  had  been  chronic  become rare.  The  person,

often for the first time in years, feels well.

There are dozens of other primary immunodeficiencies,  each

with  its  own  pattern.  Selective  IgA  deficiency,  in  which  the

antibody  class  that  protects  mucosal  surfaces  is  missing,  is
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surprisingly common — perhaps one in five hundred people —

though many of  those people never know they have it  because

they remain mostly healthy. Bruton’s agammaglobulinemia, an X-

linked  disease,  eliminates  B  cells  entirely.  Hyper-IgE  syndrome

causes recurrent skin and lung infections combined with eczema.

DiGeorge  syndrome  involves  the  absence  or  near-absence  of  a

thymus,  which means — as  Jacques  Miller’s  mice  in  Chapter  7

demonstrated  — a  profoundly  impaired  T  cell  system.  Each  of

these has its own genetics, its own age of onset, its own pattern of

vulnerability.  Each  is,  in  principle,  identifiable  through  testing.

Many of them have specific treatments.

The general principle worth holding onto is that “always being

sick” is sometimes a normal feature of having young children at

home, or working in a school, or having recently moved to a new

climate,  or  going  through  a  particularly  stressful  year.  But

sometimes it is a sign of something specific and nameable, which a

primary immunodeficiency clinic can identify with a few blood

tests, and which has a treatment that can substantially change a

person’s life.  If  a person is  getting infections that are unusually

frequent, unusually severe, unusually long-lasting, or unusual in

type,  the  question  to  ask  is  not  “how  do  I  boost  my  immune

system”  —  a  question  we  have  been  pushing  back  against

throughout this book — but “is something specific going on?”

Why It’s Hard to See

Primary  immunodeficiency  is,  in  many  ways,  the  opposite  of

autoimmune disease in how it sits in the public imagination, and

the contrast is worth naming.
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Autoimmune  disease,  as  we  discussed  in  the  last  chapter,

attracts a great deal of moralizing about lifestyle. Patients are told,

often, that their disease is  the result  of choices they could have

made  differently.  The  science  does  not  support  this,  but  the

cultural pressure persists.

Immunodeficiency attracts the opposite kind of error. Patients

are often told that  nothing is  wrong,  that  they should just  take

more vitamin C, that they need to “boost their immunity” through

any of  a  thousand wellness  products,  that  the  problem is  their

habits or their stress. The science does not support this either. A

person with CVID cannot eat their way to functional B cells.  A

person  with  selective  IgA  deficiency  does  not  need  a  stronger

immune system; they need a specific missing antibody class that

no diet will provide. A person with X-linked agammaglobulinemia

has no B cells at all and never will, no matter how clean their diet

is.

Both of these errors share a root assumption: that immunity is

something you can dial up or down by behavior, and that anyone

whose immune system is not behaving correctly is, in some sense,

responsible. We have spent ten chapters arguing that this is wrong.

The immune system is set up before you were born and shaped

over your life by factors that are, for the most part, not under your

conscious control.  Some people,  through factors entirely outside

their control, have immune systems that overreact. Some people,

through  factors  entirely  outside  their  control,  have  immune

systems that underreact. Both deserve specific medical attention.

Neither deserves the standard moralizing.
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This applies,  with particular force,  to people whose immune

systems are intentionally suppressed by medication. People who

have had organ transplants, people on immunosuppressive drugs

for autoimmune disease, people on chemotherapy — all of them

are functionally immunodeficient, often profoundly so. They are

vulnerable to infections that healthy people brush off. They cannot

mount full responses to many vaccines. They depend, in a real and

underappreciated  way,  on  the  immunity  of  the  people  around

them — on the fact that the diseases they cannot fight are mostly

not circulating, because most other people have been vaccinated

against them or have already had them and developed memory

cells.

This  is  the  concept  sometimes  called  herd  immunity,  and

although  the  phrase  has  become  politically  charged  in  recent

years, the underlying idea is simple. A pathogen needs susceptible

hosts to spread. If most of a population is immune to a particular

disease, the pathogen runs out of people to infect long before it can

reach  the  people  who,  for  medical  reasons,  cannot  defend

themselves. The vulnerable are protected, in part, by the choices of

the  people  around  them.  This  is  not  metaphor;  it  is

straightforward epidemiology. It  is the reason, for example, that

measles  outbreaks  in  recent  years  have  so  disproportionately

affected  children  too  young  to  be  vaccinated  and  people

undergoing immunosuppressive  treatment.  Their  protection  has

always been borrowed.

A  person  with  CVID,  a  child  on  chemotherapy,  an  elderly

relative  on  biologic  therapy  for  rheumatoid  arthritis  —  these

people are part of every community and almost every family. The
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immunity  of  the  people  around  them  is,  for  them,  not  an

abstraction. It is, sometimes, the difference between a manageable

life and a devastating one.

What Treatment Looks Like

Treatment  for  immunodeficiency varies  by condition,  but  a  few

major approaches keep recurring.

Replacement.  For  conditions  where  a  specific  component  is

missing or insufficient — antibodies in CVID, the ADA enzyme in

some forms of SCID — the missing component can sometimes be

supplied from outside.  IVIG (intravenous immunoglobulin)  and

SCIG (subcutaneous immunoglobulin) provide pooled antibodies

from healthy donors. They are given regularly, they do not cure

the  underlying  condition,  and  for  many  patients  they  are

transformative.

Cell  replacement.  For  SCID  and  some  other  severe  primary

immunodeficiencies,  a  bone marrow transplant  from a matched

donor  can rebuild the  entire  immune system from scratch.  The

patient’s own bone marrow cells are largely destroyed; the donor

cells  engraft;  the  new  immune  system  is,  immunologically,  the

donor’s.  The  procedure  is  intense  but,  in  capable  hands,  often

curative.

Gene therapy.  For  some specific genetic  immunodeficiencies,

the patient’s  own bone marrow cells  can be removed,  corrected

outside the body using a viral vector that delivers a working copy

of  the  broken  gene,  and  reinfused.  The  corrected  cells  then

produce  normally  functioning  immune  cells  for  the  rest  of  the

patient’s life. This has been done for several forms of SCID and is
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being explored for other primary immunodeficiencies. It is among

the more remarkable accomplishments of modern medicine, and it

represents  the  most  direct  version  of  a  treatment  we will  keep

encountering throughout this book: the body’s own cells,  edited

and returned.

Antimicrobials.  For  people  with  chronic  immunodeficiency,

prophylactic antibiotics or antiviral drugs can be used to prevent

infections  that  the  immune system cannot  reliably  stop.  This  is

part  of  the  standard  of  care  for  many  primary

immunodeficiencies. It is also, in a slightly different form, the basis

of HIV treatment: antiretroviral drugs that suppress the virus and

allow the immune system to recover.

Vaccination,  with  care.  People  with  immunodeficiency  can

usually  receive  most  vaccines  safely,  although  they  may  not

respond  as  strongly.  Live  attenuated  vaccines  (the  kind  we

discussed in Chapter 4) can sometimes be dangerous in severely

immunocompromised  people,  because  the  weakened  pathogen

can  occasionally  cause  infection  in  someone  with  no  defenses.

Inactivated  and  subunit  vaccines  are  generally  safe.  mRNA

vaccines, as we will discuss in Chapter 17, are also generally safe

in  immunocompromised  patients,  though  the  response  may  be

weaker.  Vaccination  decisions  in  immunodeficient  patients  are

individualized, often with the input of a specialist.

Borrowed Immunity

We can’t quite leave this chapter without saying one more thing,

because it ties immunodeficiency back to the ordinary biology that

everyone shares.
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Almost every newborn baby in the world spends its first six

months  of  life  with  a  partially  borrowed  immune  system.  The

mother  passes  antibodies  across  the  placenta  during  the  last

trimester of pregnancy, and continues to pass them through breast

milk if  the baby is  breastfed.  These maternal  antibodies  do not

belong to the baby — they were made by the mother’s  B cells,

against  pathogens the mother  had encountered.  The baby is,  in

essence, briefly running on the mother’s immunological memory.

This is why a healthy newborn can survive in a world full of

pathogens  its  own  immune  system  has  never  met.  The  baby’s

adaptive  immune  system  is  functional  but  inexperienced;  its

memory library is empty; it has not yet had time to make memory

cells against anything. The mother’s antibodies fill the gap. Over

the first six months of life, the maternal antibodies fade, and the

baby’s  own  immune  system  takes  over  —  building  memory,

encounter  by  encounter,  the  same  way  every  immune  system

always has.

The process is part of why vaccinating pregnant women against

certain diseases (whooping cough, influenza, more recently RSV)

protects newborns: the antibodies cross the placenta and protect

the baby for the first crucial months. It is also why, biologically, the

mother’s  prior  infections  and  vaccinations  matter  for  the  child.

The library you inherit from the body that carried you is real. It

does not last. But for the months when you needed it most, it was

there.

Every human being,  in this small  specific way, begins life as

someone whose immune defense was loaned by another body. The

fact  that we forget this,  by the time we are old enough to read

about immunology, does not make it any less true.
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✦  ✦  ✦

So this is the other side of the disorder. Not an immune system

that is mistakenly attacking, but an immune system that is missing

something it should have — because of a single gene, because of a

virus that found exactly the wrong target, because of a treatment

we are giving on purpose to manage another disease, because of

any  of  a  hundred  specific  reasons  that  medicine  can  usually

identify if it looks.

The people in this chapter are not weak. They have not failed to

do  something.  They  are  people  whose  immune systems are,  in

some specific way, not making something they should be making,

or  not  eliminating  something  they  should  be  eliminating.  The

treatments work, increasingly, because we understand specifically

what is wrong. The lifestyle moralizing that gets directed at them

is, if anything, even more out of place than it is in the autoimmune

chapter, because here the relevant biology is often a single missing

enzyme, a single missing antibody class, a single virus targeting a

single cell type.

The same permission applies that we offered at the end of the

last chapter.  If  you are someone who gets every infection going

around, who has a child who keeps getting unusual pneumonias,

who has been quietly worrying for years that something might be

a little wrong, the most useful thing the science has to offer is the

suggestion that “something specific” is sometimes a real category,

that  it  is  sometimes  nameable,  and  that  nameable  things

sometimes  have  nameable  treatments.  It  is  worth  asking.  It  is

worth  getting  tested.  The  answer  is  sometimes  nothing,  and

sometimes it is a clinic visit and a blood draw away.
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The  next  chapter  takes  us  to  the  third  great  category  of

immune-related  disease,  which  is  in  some  ways  the  most

counterintuitive. It is about a disease in which the immune system

is  not  attacking  something  foreign,  and  not  failing  to  attack

something foreign, but failing to recognize something that came

from inside the body itself. The disease is cancer. The story of how

the  immune  system  has  finally,  in  the  last  fifteen  years,  been

turned  against  it  is  one  of  the  most  extraordinary  in  modern

medicine.
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C H A P T E R  1 2

12

Cancer and the Immune
System

✦

n 1891, a young surgeon at New York Hospital named William

Coley took a case that had been bothering him for some time

and tried something almost unhinged.

The case was a man named Fred Stein, who had a sarcoma in

his neck — a cancer of the soft tissue — that had been operated on

four times and kept coming back. By the fall of 1890 the tumor was

the size of an egg, the surgeons had given up, and Stein had been

sent home to die.  But shortly after the last operation, Stein had

developed a serious skin infection at the surgical site — erysipelas,

caused by streptococcal bacteria — and over the weeks of fever

and inflammation that  followed,  the  tumor had shrunk.  By the
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time the infection cleared, the cancer was gone. Coley searched for

him afterward and found him alive in a tenement on the Lower

East Side, seven years out, no recurrence.

Coley spent the next two decades trying to recreate this.  He

took  bacteria  he  hoped  were  killed  and  others  he  hoped  were

attenuated, mixed them into preparations that became known as

Coley’s  toxins,  and  injected  them  into  the  tumors  of  cancer

patients.  Some  patients  had  no  response.  Some  got  severely  ill

from  the  infections.  Some,  however,  had  striking,  durable

regressions  of  cancers  that  other  doctors  had  pronounced

incurable.  Coley collected these cases for the rest of his life.  He

could never explain,  to  anyone’s  satisfaction,  why his  treatment

worked when it worked or failed when it failed. He was, by the

time  of  his  death  in  1936,  considered  a  sort  of  medical

embarrassment.

What Coley could not have known is that he had stumbled into

the central problem of an entire field that did not yet exist. He had

recognized,  however  dimly,  that  the  immune  system  can

sometimes destroy cancer. He had no idea how. He had no tools to

find  out.  The  science  available  to  him  in  1891  could  not  have

explained, even in principle, what he was seeing. The explanation

would take another hundred and twenty years.

This chapter is about how the explanation was finally found,

what it looks like, what it has changed, and what it has not. It is

the most recent of the great immunological stories in this book —

most of what we are about to describe was unknown when many

of  you  reading  this  were  born  —  and  it  is,  in  places,  almost
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extravagantly hopeful. We will try to be honest about what works

for whom. But the larger story is real, and it is one of the most

remarkable transformations in modern medicine.

The Hardest Recognition Problem

To  see  why  cancer  is  such  a  strange  problem  for  the  immune

system, recall what the immune system is set up to do.

We  have  spent  eleven  chapters  describing  a  system  whose

central question is: is this me, or is this something else? Things that

are  something  else  —  viruses,  bacteria,  transplanted  tissue,

allergens — trigger responses.  Things that  are me are tolerated.

The  whole  architecture,  from  the  V(D)J  shuffle  to  negative

selection in the thymus to the MHC system on every cell, is built

around making this distinction reliably.

Cancer cells violate the premise of the question. They are not

something  else.  They  are  you,  gone  wrong.  They  started  as

ordinary cells in your body, accumulated a series of mutations in

genes that control how cells grow and divide, and at some point

crossed a line where they began to grow uncontrollably. They are,

genetically, almost identical to the healthy cells around them. They

display the same MHC molecules. They are part of the body. The

immune system was, broadly, not built to attack them.

Almost.  But  there  is  a  wrinkle.  The  mutations  that  turn  a

normal cell into a cancer cell are mutations in DNA, which means

they produce, sometimes, mutant proteins. Those mutant proteins,

when chopped up and displayed in the cell’s MHC molecules in

the way we described in Chapter 6, look slightly different from the
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normal proteins the immune system was trained, in the thymus, to

ignore. The cell holding up a card with a mutant fragment is, in

principle, holding up something not-quite-self.

In some cases, this is enough. There is now reasonably good

evidence — from a long arc of research that has come to be called

cancer immunosurveillance — that your immune system is, all the

time, identifying and quietly eliminating cells that have begun to

turn cancerous. Most of the cancers your body starts to develop,

you never know about. T cells with receptors that happen to fit the

mutant fragment find the cell, recognize the abnormality, and kill

it. The same goes for the NK cells we met in Chapter 2, which are

looking for cells that have lost their MHC display — a trick that

some early cancers try, and that NK cells respond to with the same

cold  logic  they  apply  to  any  cell  that  has  stopped  wearing  its

badge.

The  cancers  that  go  on  to  become  real  diseases  are,  in  this

picture,  the  ones  that  have  managed  to  slip  past  these  early

defenses.  Some  of  them  have  so  few  mutations  that  there  is

nothing distinctive for the immune system to see. Some of them

have actively evolved ways to suppress the immune cells around

them. Some of them, despite the efforts of  the immune system,

simply grow faster than they can be eliminated. The cancer, when

it eventually appears as a clinical disease,  is  what is left  after a

long and mostly invisible war that, for that particular patient, the

immune system has lost.
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The Buried Idea

Coley’s intuition that the immune system could be turned against

cancer  floated,  for  most  of  the  twentieth  century,  somewhere

between  fringe  and  dismissed.  The  argument  against  him  was

strong and not unreasonable: nobody could explain his results, the

response rates were unpredictable, and the field of oncology had

moved decisively toward radiation and chemotherapy. Drugs that

killed dividing cells  could be measured. Bacterial  infusions that

sometimes worked, in ways that no one understood, could not.

Through  the  1950s  and  1960s,  a  handful  of  researchers

continued to argue that there was something there. Lewis Thomas,

a beloved physician-essayist,  proposed in 1959 that the immune

system regularly catches and eliminates incipient  cancers.  Frank

Macfarlane Burnet — the same Burnet from Chapter 3,  the one

who had imagined clonal selection — picked up Thomas’s idea

and called it cancer immunosurveillance. The proposal was largely

speculative. The evidence, in the 1960s, was thin. The mainstream

of cancer research treated the idea politely and moved on.

A few people kept working. Steven Rosenberg, at the National

Cancer  Institute,  spent  the  1970s  and  1980s  on  what  he  called

adoptive cell  therapy — taking T cells from patients,  expanding

them in the lab,  sometimes engineering them, and giving them

back.  The early results  were occasional  dramatic  responses in a

few cancers, surrounded by many failures, in a field that mostly

didn’t  believe  him.  Rosenberg  has  written,  with  admirable

honesty, about how lonely those decades were.
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The  breakthrough  that  changed  everything  came  from  a

different  angle,  in  the  1990s,  from two laboratories  on opposite

sides of the world that had no idea they were working on the same

problem.

Allison and Honjo

James Allison was a Texas-born immunologist who had spent his

career studying T cells. By the 1990s he was working in Berkeley,

focused on a particular molecule on the surface of T cells called

CTLA-4. CTLA-4 had been described by other labs as a kind of

secondary signal in T cell activation — a molecule that turned up

on T cells once they had been activated and seemed, in some way,

to be involved in regulating the response.

Allison’s lab found that CTLA-4 was, in essence, a brake.

When a T cell encountered an MHC molecule with a fragment

its receptor recognized, it  began to activate — to start  the slow,

careful  process  of  dividing  and  producing  the  cytokines  that

would  mobilize  the  rest  of  the  immune  system.  CTLA-4,

appearing  on  the  cell’s  surface  as  part  of  this  activation,  then

stepped  in  and  slowed  the  process  down.  It  was  a  built-in

safeguard. The T cell would activate to a point and then, partly

through CTLA-4 binding to its target, calm itself back down. The

brake existed, evolutionarily, to prevent T cells from running away

with their responses — to prevent, in other words, the kinds of

failures we have spent the last few chapters describing.

Allison’s question was different. He asked: what if the brake is

also why the immune system fails to destroy cancer? What if, in

cancer,  T cells start  to mount a response against the tumor and
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then,  before  they can do real  damage,  the  brake comes on and

shuts them down? What if the way to make the immune system

effective against cancer was not to make it stronger, but to release

it?

In 1996 he published a paper showing that, in mice, blocking

CTLA-4 with an antibody allowed T cells to mount full responses

against tumors that they had previously been unable to eliminate.

The mice’s own immune systems, freed from the brake, destroyed

cancers they had been ignoring.

Allison’s idea took years to be taken seriously. Pharmaceutical

companies, interested in cancer drugs that killed cancer cells, were

initially  skeptical  that  you  could  treat  cancer  by  adjusting  a

regulatory  molecule  on  T  cells.  Allison  spent  the  late  1990s

pitching  the  idea  to  companies  that  mostly  turned  him  down.

Eventually, a small biotech took it on. The first antibody against

CTLA-4,  eventually  named  ipilimumab,  was  tested  in  patients

with  metastatic  melanoma  —  a  cancer  with,  at  the  time,  a

uniformly grim prognosis — starting in the early 2000s. The first

results  were  striking.  About  one  in  five  patients  had  durable

responses,  sometimes  complete  remissions,  in  a  disease  where

five-year survival had previously been close to zero. Ipilimumab

was approved by the FDA in 2011.

Around  the  same  time,  on  the  other  side  of  the  Pacific,  a

Japanese  immunologist  named Tasuku Honjo  had  discovered  a

different brake on T cells, called PD-1. Honjo had identified PD-1

in 1992, while studying programmed cell death (which is what the

PD stands for), and only later realized that it functioned as another

inhibitory signal in the immune system. Through the late 1990s

and 2000s,  Honjo  and his  collaborators  worked out  that  cancer
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cells often display the natural ligand for PD-1 — a molecule called

PD-L1 — on their surfaces, where it binds PD-1 on T cells and tells

them to stand down. The cancer cell, in effect, was wearing a sign

that said: I am not a threat, please ignore me. The T cells, reading

the sign, complied.

Antibodies that blocked PD-1 — or that blocked PD-L1 on the

cancer side — prevented this signal. T cells that would have been

turned off near the tumor remained active. The first PD-1 blockers,

drugs like pembrolizumab and nivolumab, were approved in 2014.

They worked across a broader range of cancers than ipilimumab,

with somewhat less severe side effects, and the response rates in

some diseases — melanoma, certain lung cancers, certain kidney

cancers — were beyond what oncology had ever seen for stage IV

disease.

Allison and Honjo shared the 2018 Nobel Prize for Medicine.

The  Nobel  committee  was  unusually  direct  in  its  citation:  they

had, the committee said, established an entirely new principle for

cancer  therapy.  The  phrase  the  field  had  begun  using,  a  little

informally,  was  “taking  the  brakes  off.”  The  drugs  were  called

checkpoint  inhibitors,  after  the  regulatory  checkpoints  they

blocked.  They  had,  by  2018,  started  saving  the  lives  of  people

whose cancers would otherwise have killed them.

What Checkpoint Inhibitors Look Like in a Person

Pembrolizumab — sold under the brand name Keytruda — has

become, in the years since its approval, one of the most-prescribed

cancer  drugs  in  the  world.  It  is  given  as  an  infusion,  typically
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every three or six weeks. It does not, in itself, kill cancer cells. It

releases a brake on the patient’s own T cells and lets the immune

system do the work it had been prevented from doing.

The most famous patient ever treated with pembrolizumab is

Jimmy  Carter.  In  August  2015,  at  age  ninety,  the  former  U.S.

president  was  diagnosed  with  metastatic  melanoma  that  had

spread to his liver and his brain. He received surgery, radiation,

and  pembrolizumab.  By  the  end  of  that  year  his  cancer  was

undetectable. He lived nearly a decade more, entering hospice in

early 2023 and dying peacefully at the end of 2024 at the age of one

hundred. Most of the years he had after his cancer treatment were

the result of a drug that did not exist when he turned eighty.

The Carter case is famous because of who he was, but it is not

unrepresentative of  what checkpoint inhibitors can do for some

patients  with  some  cancers.  People  with  metastatic  melanoma,

certain  advanced  lung  cancers,  certain  bladder  cancers,  certain

head  and  neck  cancers,  certain  mismatch-repair-deficient  colon

cancers,  and  a  growing  list  of  others  can  sometimes  have

prolonged complete responses on these drugs. The responses can

last years, sometimes for the rest of the patient’s life.

The cost is real. Because the drugs work by removing a brake

on T cells, they can sometimes allow T cells to attack the body’s

own  tissues.  Patients  on  checkpoint  inhibitors  can  develop,  in

effect, drug-induced autoimmune disease — inflammation of the

colon, of the lungs, of the thyroid, of the pituitary gland, of the

heart in rare cases. Most of these side effects can be managed with

steroids and careful monitoring. Some are severe. A small number
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are fatal.  The risk-benefit calculation,  for any individual patient,

depends on the cancer they have, the alternatives available,  and

how their body handles the treatment.

The drugs do not work for everyone. For many patients with

many cancers, response rates remain stubbornly low. Some cancer

types — most notably pancreatic and prostate cancers, but others

as well — have so far responded poorly to checkpoint inhibition.

Researchers  are  still  trying  to  understand  why.  The  leading

hypothesis  is  that  some  tumors  are  “cold”  —  they  have  few

mutations  for  the  immune  system  to  recognize,  or  they  have

walled  themselves  off  from  immune  cell  access  —  while  “hot”

tumors,  the  ones  with  many  mutations  and  active  immune

infiltration,  are  the ones most  likely to respond.  Turning a cold

tumor hot is one of the major projects of current cancer research.

CAR-T

The other dramatic development in cancer immunology over the

last decade is a different kind of treatment, with a different kind of

logic. Where checkpoint inhibitors take the brakes off T cells the

patient already has, CAR-T therapy gives the patient new T cells —

engineered, in the lab, to recognize their cancer specifically.

The acronym is awkward but worth knowing: CAR stands for

chimeric antigen receptor. A T cell with a CAR has had its DNA

modified to  express  a  custom-built  receptor  on its  surface  — a

receptor that is  part  antibody and part T cell  receptor,  and that

recognizes  a  specific protein on the surface  of  cancer  cells.  The

engineered T cell, given back to the patient, finds and kills any cell

wearing that protein.
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The first CAR-T cells were developed in the 1990s and 2000s by

several research groups, but the breakthrough that turned them

into a clinical reality came primarily from Carl June’s lab at the

University  of  Pennsylvania.  June’s  team  designed  a  CAR  that

recognized a protein called CD19, which is found on most B cells

— normal and cancerous. The idea was to use the engineered T

cells  against  cancers  of  B  cells,  particularly  leukemias  and

lymphomas,  by  simply  killing  all  of  the  patient’s  B  cells.  The

patient would lose their normal B cells too, but the cancer would

be gone, and the lost normal B cells could be replaced by infusions

of antibodies, the same IVIG treatment we discussed in the last

chapter.

In  April  2012,  a  six-year-old  girl  named  Emily  Whitehead

became the  first  child  treated  with  CAR-T  cells.  She  had  acute

lymphoblastic  leukemia  that  had  relapsed  twice  and  that  no

further chemotherapy could control. She was, by every standard

medical  measure,  dying.  Her  parents  agreed  to  enroll  her  in  a

clinical trial of June’s CAR-T therapy because there was nothing

else left.

The treatment nearly killed her before it cured her. Within days

of the infusion, the engineered T cells had multiplied enormously

and were destroying her cancerous B cells in such numbers that

she developed exactly the kind of cytokine storm we described in

Chapter 8 — a runaway inflammatory response that put her in the

ICU on ventilators and a long list of other supports. The team, in a

moment  that  has  since  become  medical  legend,  identified  the

dominant  cytokine  driving  the  storm  and  treated  her  with
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tocilizumab, an antibody normally used for rheumatoid arthritis

that  blocked the  relevant  signal.  Within  hours,  her  temperature

dropped. Within days, she was awake.

Within weeks, her cancer was gone. It is, as of this writing, still

gone. Emily Whitehead is now in her late teens, doing the ordinary

things teenagers do, alive because of a treatment that did not exist

when she  was  born and that  her  doctors  were  not  sure  would

work even as they were preparing to give it  to her.  The CAR-T

therapy that saved her was approved by the FDA in 2017, the first

cell  therapy  ever  approved  in  the  United  States,  and  tens  of

thousands  of  patients  have  now  received  it  for  various  B  cell

cancers.  Other  CAR-T  therapies  have  been  approved  since,  for

other cancers. The landscape of treatment for some blood cancers

has been redrawn in fifteen years.

As with checkpoint inhibitors, the limits are real. CAR-T cells

have so far  worked best  against  cancers  of  the  blood and bone

marrow,  and  have  struggled  against  most  solid  tumors  —  the

cancers  that  make  up  the  bulk  of  human  cancer  disease.  The

engineering challenges are large. The treatment is expensive. The

side  effects,  especially  cytokine  release  syndrome  and  certain

neurological complications, can be severe. The research has not yet

solved the problem of the solid tumor.

But the proof of principle is now in. T cells can, when properly

engineered,  find  and  destroy  cancer  cells  in  a  way  that  is

sometimes  curative.  The  question  is  no  longer  whether  the

immune system can be turned against cancer. The question is how

to extend what already works against some cancers to the many

cancers that are still untreated by these methods.
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What Else Is Being Tried

Two more  developments  are  worth  mentioning  briefly,  because

they may shape the next decade of cancer treatment.

The first is personalized cancer vaccines. Every cancer has its

own  particular  set  of  mutations,  and  those  mutations  produce

particular mutant proteins that, in principle, the immune system

could  be  trained  to  recognize.  Modern  sequencing  makes  it

possible, after a tumor is biopsied, to identify the specific mutant

proteins  (called  neoantigens)  that  are  unique  to  that  patient’s

cancer,  and to  design  an  mRNA-based vaccine  that  teaches  the

patient’s own T cells to attack any cell carrying those neoantigens.

Several  trials,  including  some  involving  the  same  mRNA

technology  that  produced  the  COVID  vaccines,  have  shown

promising  results  in  melanoma  and  pancreatic  cancer  in

particular. Personalized vaccines are not yet standard of care for

any cancer. They are, however, being tested seriously, with results

that  suggest  they  may  add  real  benefit  on  top  of  checkpoint

inhibition.

The second is the older but still important domain of vaccines

that prevent cancer entirely by preventing the infections that cause

it. We mentioned the HPV vaccine in Chapter 4 — it prevents most

cervical  cancers,  and  several  other  cancers,  by  preventing  the

human papillomavirus infections that drive them. The hepatitis B

vaccine  prevents  liver  cancers  caused  by  chronic  hepatitis  B

infection.  These  are  not  cancer  immunotherapy  in  the  modern

sense; they are old-fashioned vaccinations that happen to prevent

cancers because the cancers are caused by viruses. But the cancers

they prevent are real, common, and often lethal in their advanced

forms.  The  HPV vaccine,  in  particular,  is  on  track  to  eliminate
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cervical  cancer  as  a  meaningful  public  health  problem  in  the

populations that  vaccinate consistently.  This  is,  in  its  quiet  way,

one of the great achievements of modern cancer prevention.

What This Has and Has Not Changed

It is important, before we leave this chapter, to be clear about what

the cancer immunology revolution has done and what it has not.

What it has done: it has given oncologists a class of treatments

that,  for  some cancers  and some patients,  can  produce  durable

complete  responses  where  previous  treatments  produced  only

delays.  Five-year  survival  in  metastatic  melanoma,  which  was

around  five  percent  before  checkpoint  inhibitors,  is  now

approaching  half.  Some  children  with  previously  incurable

leukemia  are  now  in  long-term  remission  after  CAR-T.  The

standard  of  care  has  changed  in  dozens  of  cancers  in  the  last

decade. Patients who would have died are alive.

What it has not done: it has not cured cancer. Many patients do

not  respond  to  immunotherapy.  Many  cancers  still  have  poor

prognosis. The treatments are expensive and not equally available

everywhere. The success stories are real. They are not the whole

story.

The honest summary, for a young person reading this book, is

something like: cancer is still a deeply serious disease, and the best

advice for any individual cancer is still to find a good oncologist,

follow good evidence, and ask hard questions. But the field has

changed in ways that  make some cancers,  in  2025,  dramatically

more survivable than they were in 2005. The immune system, the
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same  system  that  has  been  the  subject  of  the  previous  eleven

chapters, is now part of the toolkit. It was always there. It just took

us until very recently to learn how to use it.

✦  ✦  ✦

There is a passage in the writings of Lewis Thomas, the physician

who first articulated cancer immunosurveillance in the 1950s, in

which he speculates that the immune system probably catches and

eliminates  many  cancers  throughout  a  lifetime,  that  we  never

know about most of them, that the cancers we do see clinically are

the ones that broke through. He could not prove this in 1959. He

could only argue for it.

We can, more or less, prove it now. The immune system does

watch  for  cancer.  It  does  eliminate,  quietly,  an  unknown  but

substantial  number  of  cells  that  have  begun  to  turn  malignant

before they can ever become diseases. The cancers we see in clinics

are the ones that escaped. And the most exciting development of

the last fifteen years is that, for some of those escaped cancers, we

have learned how to put the immune system back on the case —

by removing the brakes, by engineering the cells, by teaching the

system what to see.

This is not the end of the story. It is something more useful: a

chapter that has clearly turned. The William Coley intuition that

almost destroyed his career has, a hundred and thirty years later,

been  vindicated  in  the  strangest  possible  way  —  by  a  Texas

immunologist  studying  T  cell  brakes,  by  a  Japanese  researcher

who  started  by  looking  at  cell  death,  by  a  six-year-old  in

Pennsylvania  whose  engineered  T  cells  nearly  killed  her  before
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they cured her, by a former president who lived a decade more on

a drug whose mechanism his attending physicians could not have

explained when he was sworn in for the first time.

The next chapters of the book turn to a different question. We

have  spent  the  first  half  of  this  book  talking  about  how  the

immune system works, and the middle of the book talking about

what happens when it goes wrong. In the second half, we turn to a

more  practical  question:  given the  system we have,  what  can a

person actually do to live well  with it?  What helps? What only

sounds  like  it  helps?  What,  despite  everything  we  have  just

covered,  will  not  protect  anyone  from  anything?  The  lifestyle

conversation  is  full  of  misinformation,  and  the  next  chapter  is

going to  try  to  clean it  up.  Carefully.  Honestly.  Without  telling

anybody to drink a green juice.
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C H A P T E R  1 3

13

The Things That Actually
Help

✦

efore the list, we need to be careful about what kind of list

this is.

The  wellness  section  of  any  bookstore  is  full  of  books  that

promise  to  tell  you  how  to  optimize,  hack,  supercharge,  or

otherwise upgrade your immune system. We have spent twelve

chapters  arguing  that  this  framing  is  wrong  on  its  own  terms.

What  you  want  is  not  a  stronger  immune  system  but  a  well-

regulated one. A boosted immune system is, by definition, more

likely to over-respond — to inflame chronically, attack the wrong

things, do the kinds of damage we spent the last several chapters

describing. Nobody actually wants this. The wellness industry just

hasn’t been told.
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So  this  chapter  is  not  a  list  of  things  that  will  boost  your

immune system. It is a list of things that, on the available evidence,

support  the  immune  system  you  already  have.  A  few  have

remarkably strong evidence behind them. None are products you

have to buy. Most are inconvenient in their own small ways, which

is  probably  why nobody runs  ad  campaigns  about  them.  They

come down to taking reasonable care of an animal, which is what

you are.

One  more  caveat.  Nothing  here  is  going  to  cure  or  prevent

autoimmune  disease,  make  a  person  with  primary

immunodeficiency stop getting infections, or eliminate the chance

of  cancer.  These  interventions  are  about  averages  and everyday

well-being,  not  about  overcoming serious medical  conditions.  If

you have one of those, please do not read this chapter as a critique

of  why you are  sick.  The  science  we have  already discussed is

unambiguous: serious immune-related diseases are not the result

of failing to do these things.

With those caveats, here are the things, in roughly the order of

how strong the evidence is.

Sleep

The  strongest  evidence  for  any  single  lifestyle  intervention  on

immune function, by a substantial margin, is for sleep.

People know sleep matters. Most popular wellness books touch

on it. But the depth of how much it matters has only become clear

in  the  last  twenty  years,  and  most  of  the  public  still  does  not

understand the size of the effect.
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A sample of the evidence. In a now-classic experiment by Aric

Prather  and  colleagues,  healthy  adults  were  exposed  to  a

rhinovirus — the kind of virus that causes the common cold — by

having drops put  directly  into their  noses.  The researchers  had

measured the participants’ sleep over the previous week. The ones

who had averaged less than six hours a night were more than four

times  as  likely  to  develop  a  clinical  cold  as  those  who  had

averaged  more  than  seven.  Same  exposure.  Same  virus.  Same

controlled conditions. The only relevant difference was sleep.

Even a single night of partial sleep loss reduces the response to

vaccines  by a  meaningful  margin.  People  who sleep poorly  the

night before a flu shot or a hepatitis  vaccination produce fewer

antibodies than people who sleep well, and the effect persists for

weeks. People with chronic insomnia have measurable changes in

T  cell  populations  and  inflammatory  markers.  People  who

routinely sleep fewer than six hours a night have higher rates of

essentially every chronic disease that has been studied.

Why? The immune system, like the rest of the body, runs on a

daily  cycle.  Cytokine  production,  T  cell  trafficking,  and  the

formation of immunological memory all have circadian rhythms,

and many of the most important consolidation processes appear to

happen during deep sleep. Sleep is when the immune system does

some of its most important paperwork. Disrupting it has the effect

you’d expect from disrupting paperwork in any other office: things

still get done, but worse, and important documents get lost.

The amount of sleep that supports normal immune function in

most adults is seven to nine hours, with seven the lower end of

where things start to be fine. Less than six is bad, and the badness

compounds.  Teenagers,  including those reading this  book,  need
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closer to nine — and almost none of them get it. The reasons are

partly  biological  (adolescent  circadian  rhythms  genuinely  shift

later)  and  partly  social  (school  start  times,  screens,  social

pressure).  The  result  is  a  generation  running  their  immune

systems on insufficient sleep for years.

If you take only one thing away from this chapter, it should be

that sleep is not optional. It is not a productivity drain you can

hack around.  It  is  one of  the most  important  things your body

does.

Movement

Regular,  moderate  exercise  has  well-documented  effects  on

immune function. It also has a complicated dose-response curve.

Moderate exercise — brisk walking, easy cycling, light hiking,

the kind of movement that raises the heart rate without ruining

the rest of the day — supports normal immune function in several

ways. It reduces baseline inflammation. It improves circulation of

immune cells  through tissues.  It  helps  with  sleep.  It  moderates

stress.  People  who  get  about  thirty  minutes  of  moderate

movement most  days have lower rates  of  most  chronic  diseases

and somewhat better responses to vaccines.

Vigorous exercise is more complicated. The standard finding,

sometimes called the J-curve, is that very high training loads —

the  kind  marathon  runners  and  elite  endurance  athletes

accumulate  — are  associated  with  somewhat  increased  rates  of

upper respiratory infections in the days following major efforts.

Marathon runners get more colds in the week after a race than

non-runners  do  in  any  given  week.  Olympic-level  training  has
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been shown to depress certain immune cell functions for hours to

days afterward. The body is rebuilding from the effort, and during

that rebuild, immune surveillance gets some of its budget cut.

This does not mean exercise is bad. The opposite. The ordinary

amount most people get — not enough — is well below the level

where any of these effects matter. The trade-off is real only at the

extreme end of  the  curve.  For  nearly  every reader,  the  relevant

question is whether to move more, and the answer is yes.

The  kind  of  movement  matters  less  than  the  regularity.

Walking  counts.  Bicycling  counts.  Dancing  counts.  Yard  work

counts.  The intervention with the strongest  evidence is  not  any

specific exercise program but the habit of moving most days, in

ways you will actually keep doing. Compliance beats optimization.

Food

This is the section where the temptation to overclaim is strongest,

so we will be brief and conservative.

Here is what the evidence supports. People who eat diets rich

in vegetables, fruits, whole grains, legumes, nuts, and fish — the

rough pattern called Mediterranean in the medical literature, with

analogs in many cuisines — have, at the population level, lower

rates of chronic inflammation and most of the diseases associated

with it. The evidence is consistent across many studies and many

countries. This kind of eating provides the fiber that feeds the gut

microbiome we discussed in Chapter 5, the polyphenols and other

compounds that seem to dampen excessive inflammation, and the

basic nutrients the immune system needs to do its work.
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Here  is  what  the  evidence  does  not  support.  There  is  no

specific food, however heavily marketed, that meaningfully boosts

your immune system. There is  no single  nutrient  that,  taken in

megadose,  will  protect  you  from  infection.  Most  popular

“immune-boosting”  foods  (echinacea,  elderberry,  garlic,  certain

mushrooms, various powders) have either weak, mixed evidence

or essentially none. More on this in the next chapter.

Specific dietary advice that is genuinely supported by evidence.

Eat fiber, in plant form, regularly. Your gut microbiome eats it; you

do  not.  The  microbiome’s  metabolic  byproducts  —  short-chain

fatty acids, particularly butyrate — have meaningful effects on the

immune cells  of  the  gut  wall,  and the  evidence linking dietary

fiber  to  lower  inflammation  and  better  gut  barrier  function  is

substantial.  Most  adults  eat  far  less  fiber  than  the  daily

recommended amount.

Limit ultra-processed foods.  The evidence is  still  developing,

but  it  is  consistently  moving  in  the  same  direction:  diets

dominated by foods that have been mechanically and chemically

transformed  past  the  point  where  they  resemble  their  starting

ingredients  are  associated  with  higher  inflammation,  worse

cardiovascular outcomes, and a long list of other problems. The

cautious move is to eat fewer of them.

Drink  enough  water,  eat  enough  protein,  do  not  skip  meals

routinely.  These  are  not  glamorous  recommendations.  They  are

the recommendations.

A note for people with autoimmune disease, allergies, or celiac.

Nothing above should be taken to override what your particular

condition requires. People with celiac must avoid gluten. People

with  food  allergies  must  avoid  their  triggers.  People  with
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inflammatory bowel disease often have personal foods that worsen

their  symptoms.  The general  dietary pattern is  a  starting point.

Specific medical conditions modify it. Work with the doctors who

know your case.

Vaccines

The  most  evidence-based  intervention  in  the  history  of  human

medicine is vaccination.

This  is  not  hyperbole.  No  other  intervention  has  so

dramatically reduced human suffering and death as the systematic

vaccination of populations against the diseases that, until recently,

killed  millions  of  children  every  year.  The  story  of  smallpox,

which we told in Chapter 4, is one of dozens. Polio, once the most

feared disease of childhood in many countries, is on the verge of

global  elimination.  Measles,  before  the  vaccine,  killed  millions

annually worldwide; after widespread vaccination, deaths fell  to

near-historic lows in countries with strong programs. Diphtheria,

pertussis, tetanus, hepatitis B, Haemophilus influenzae type b —

all of these used to kill or maim children routinely. Most readers of

this  book  have  been  exposed  to  none  of  them,  and that  is  not

because  the  diseases  are  gone.  It  is  because  almost  everyone

around them has been vaccinated.

The science of vaccines this book has covered, in pieces, since

Chapter 4.  By now you know what they are doing biologically:

triggering  the  slow,  careful,  learning  machinery  of  adaptive

immunity to produce memory cells  against  a  specific pathogen,

without the patient having to actually get the disease. You know

the major types: live attenuated, inactivated, subunit, mRNA. You
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know that adjuvants make them work better,  and that the local

soreness  in  your  arm afterward  is,  in  most  cases,  the  adjuvant

doing its job.

The recommended childhood and adult vaccine schedules in

most wealthy countries reflect the considered judgment of large

groups  of  physicians,  researchers,  and  public  health  officials

weighing benefits against risks across millions of people. Vaccines

are not free of risk. Some people have side effects. A small number

have serious side effects. The math, in every case where a vaccine

has been added to a recommended schedule, has been: the risk of

the  disease,  multiplied  by  the  probability  of  catching  it,  is

meaningfully larger than the risk of the vaccine. The calculation is

made openly. It is updated when new evidence comes in.

Some specific vaccines worth knowing about. The annual flu

shot is recommended for nearly everyone over six months old; it is

reformulated each year to match the strains predicted to circulate,

and it reduces both the chance of getting the flu and the severity

of the illness if you do. The HPV vaccine, given typically in early

adolescence,  prevents  most  cervical  cancers  and  several  other

cancers — one of the more remarkable cancer-prevention advances

of the last quarter century. The shingles vaccine, recommended for

adults over fifty, prevents an extraordinarily painful condition that

becomes  more  common with  age.  The  MMR (measles,  mumps,

rubella) vaccine prevents three diseases that used to disable and

kill children regularly. The COVID vaccines have been one of the

best-studied  medical  interventions  in  human  history,  and  the

evidence on them is overwhelming — more in Chapter 17.
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If you have specific medical conditions that affect your immune

system, the vaccine question for you is more nuanced and should

be discussed with the doctors who know your situation. For most

people,  most  of  the  time,  the  schedule  recommended  by  your

country’s public health authority is the right answer.

Sunshine and Vitamin D

Vitamin D plays a real role in immune function, and a substantial

fraction  of  people  in  northern  latitudes  are  at  least  mildly

deficient,  particularly  in  winter.  Severe  deficiency  is  associated

with worse immune outcomes,  including higher rates of  certain

infections.

What  the  evidence  less  clearly  supports  is  that  taking  large

doses of vitamin D when you are not deficient will improve your

immune function or prevent disease. Most studies attempting to

show such an effect have produced modest, mixed, or null results.

The strongest  case for  supplementation is  in correcting genuine

deficiency, particularly in people who get little sun exposure, who

live at high latitudes, who have darker skin, or who are older. For

these groups, modest supplementation — typically a thousand to

two thousand IU a day, though the right amount varies — is often

reasonable, and a doctor can help you determine it, ideally after a

blood test.

The  other  thing  sunshine  does,  beyond  vitamin  D,  is  help

maintain  your  circadian  rhythm  —  the  daily  clock  that,  as  we

mentioned,  regulates  much  of  how  your  immune  system  runs.

Getting some natural light early in the day, especially within the

first hour or two of waking, helps anchor this rhythm. The effect is

real  even on cloudy days;  ambient  outdoor light  is  many times
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brighter than typical indoor lighting. Getting outside briefly, every

day,  is  one  of  those  small  things  with  surprisingly  strong

cumulative effects.

People

This is the section that, in a popular health book of twenty years

ago, would not have appeared. The evidence has changed.

Loneliness and social isolation have, in the last fifteen years of

careful  research,  been  shown  to  have  measurable  effects  on

immune function. People who report being chronically lonely have

higher  levels  of  certain  inflammatory  markers,  lower  antibody

responses to vaccines, and somewhat worse outcomes in a range of

conditions. The size of the effect, in some studies, is comparable to

that of well-known risk factors like smoking and obesity. This is

not metaphor. It is biology.

The mechanism is not fully understood, but a working picture

has emerged. Chronic loneliness appears to register, biologically,

as a chronic stress signal. The signal raises baseline cortisol and

certain inflammatory cytokines.  The chronic  elevation shifts  the

immune system into a state that is somewhat better at responding

to  physical  injury  (the  body,  in  evolutionary  terms,  may  be

expecting  a  fight)  and  somewhat  worse  at  responding  to  viral

infections and at controlling inflammation generally. Over years,

the wear shows up as measurable health effects.

The  implication  is  not  that  you  have  to  be  popular.  The

evidence is about felt isolation, not objective social network size.

People with one or two close, sustained relationships do not show

the loneliness penalty. People who live alone but feel connected do
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not  show  it.  What  seems  to  matter  is  whether  you  have,

somewhere in your life, a sense of being known by people who

would notice if you disappeared. The biology of that is real. The

intervention is not therapy, though therapy can help; it is the slow,

ordinary work of staying in touch, joining the things that bring

you  into  contact  with  others,  and  not  letting  the  people  who

matter  to  you  drift  further  than  you  mean  to  let  them.  Old-

fashioned advice. Also one of the more medically relevant pieces

of guidance in this chapter.

The Boring Foundations

A few things no popular wellness book leads with, but that have

stronger evidence than most of the things popular wellness books

do lead with.

Wash  your  hands.  Especially  before  eating,  after  using  the

bathroom, and during respiratory illness season. The reduction in

transmission of  common infections  from this  single  behavior  is

large  and  well-documented.  Soap  and  water  work  better  than

hand sanitizer for most situations, but hand sanitizer is fine when

soap  and  water  aren’t  available.  Not  glamorous.  In  pure  cost-

benefit terms, one of the highest-leverage things humans can do.

If  you  smoke,  stop.  Smoking  damages  the  cilia  that  clear

pathogens  from  the  airways,  suppresses  certain  immune  cell

functions,  increases  inflammation,  and  accelerates  many  of  the

chronic diseases we discussed in Chapter 8. It is a confirmed risk

factor  for  several  autoimmune diseases,  particularly  rheumatoid

arthritis. There is no version of this advice that is gentle. There are

good resources to help; the gain is real.
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Take  care  of  your  teeth.  Chronic  dental  and  gum infections

produce  ongoing  low-grade  inflammation,  which  Chapter  8

named as a contributor to several major chronic diseases. The link

between gum disease and cardiovascular disease, in particular, is

now  well  established.  Brushing,  flossing,  and  seeing  a  dentist

regularly are not just cosmetic choices.

Manage  chronic  conditions.  People  with  diabetes  who  keep

their  blood  sugar  in  good  control  have  substantially  fewer

infections.  People  with HIV on consistent  antiretroviral  therapy

have nearly normal immune function.  People with autoimmune

conditions whose treatment is well-managed have fewer flares and

lower complication rates. The single highest-leverage thing many

people with chronic disease can do for their immune function is

take their  medications  consistently  and stay engaged with their

care. Unglamorous. Also more important than most of the lifestyle

changes that get more attention.

Stay up to date on your vaccinations. (We covered this; it bears

repeating.)

A Note for Readers with Chronic Conditions

If you have an autoimmune disease, a primary immunodeficiency,

are  on  immunosuppressive  therapy,  are  undergoing  cancer

treatment,  or  have any of  the  other  conditions  we discussed in

earlier chapters, this chapter applies to you in modified form.

The interventions that help everyone help you too. Sleep is, if

anything, even more important when you are managing a chronic

condition.  Movement,  in  whatever  amount  and  form  you  can
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sustain,  is  broadly  beneficial.  Eating  well  supports  your  overall

resilience. Connection with people matters as much for you as for

anyone, possibly more.

But  there  are  specific  considerations.  Some  autoimmune

patients on certain medications need to avoid live vaccines. Some

immunocompromised patients need extra protective steps during

respiratory illness seasons. Some people on biologics need to be

alert to specific kinds of infections. Some chemotherapy patients

need to be especially careful about food safety. The general advice

here is the foundation; the specific modifications depend on your

situation, and they should come from the doctors who know it.

What we said in the autoimmune chapter is worth repeating,

because the  framing matters.  Doing all  of  these  things  will  not

cure  your  condition.  Failing  to  do  them did  not  cause  it.  They

make any human life a little better;  they do not,  by themselves,

address  the  specific  medical  realities  of  any  chronic  immune-

related disease. Treat them as foundations, not as cures.

✦  ✦  ✦

If you have read this chapter looking for the special trick — the

supplement, the diet, the protocol, the secret — you will probably

feel  a little disappointed.  The honest version of immune-related

lifestyle  advice  is  mostly  things  you  have  heard  before:  sleep,

move, eat real food, see your friends, get your shots, wash your

hands. The reason these are the recommendations is that these are

what the evidence supports. The reason they don’t sell as well as

more  elaborate  protocols  is  that  they  are  not  patentable,  not

glamorous, and not particularly profitable.
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What you can do for  your immune system, on the available

evidence, looks remarkably like what you can do for your general

health. The body is a single organism, and the immune system is

woven through every part of it.

The next chapter is the negative space of this one. It is about

what does not help, what only sounds like it helps, and what is

being sold to you on premises the science does not support. It is

the chapter that will save many readers a lot of money.
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C H A P T E R  1 4

14

The Things That Sound Like
They Help (But Mostly

Don’t)
✦

n 1970, Linus Pauling published a small book called Vitamin C

and the  Common Cold.  Pauling was,  at  that  point,  the  only

person  in  history  to  have  won  two  unshared  Nobel  Prizes  —

Chemistry in 1954, for his work on the structure of molecules, and

Peace  in  1962,  for  his  campaigning  against  nuclear  weapons

testing. He was one of the most brilliant minds of the twentieth

century.

By the late 1960s,  Pauling had become convinced that taking

very large doses of vitamin C — grams per day, instead of the few

dozen milligrams the body actually needs — would prevent and
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cure  the  common cold.  He  proposed that  megadose  vitamin  C

could  also  prevent  cancer,  treat  heart  disease,  and substantially

extend human life. He took eighteen grams a day himself, mixed

into orange juice each morning. He argued for it the rest of his life.

The evidence, as it accumulated through the 1970s and 1980s in

carefully  controlled  trials  done  by  other  researchers,  did  not

support  him. Vitamin C,  taken at  Pauling’s  doses,  has at  best  a

small effect on the duration of a cold (perhaps half a day shorter)

and essentially  no  effect  on  whether  you catch  one.  The  larger

claims about  cancer  and longevity  could not  be  replicated.  The

science settled into a clear picture: real deficiency causes scurvy,

small  amounts  are  sufficient,  very  large  amounts  are  mostly

excreted in your urine. People who take megadose vitamin C are,

in the most literal sense, manufacturing very expensive pee.

Pauling died in  1994,  at  ninety-three,  of  prostate  cancer.  His

admirers said this proved his theory. His critics noted that ninety-

three  was  hardly  a  victory  for  someone  who  had  claimed  his

protocol could push human lifespans toward a hundred and fifty.

The cautionary tale is not that Pauling was a fool. He was not.

He was a brilliant person who became personally convinced of a

hypothesis and then — like many brilliant people — found it very

difficult to update on evidence that contradicted him. The reason

we  have  evidence-based  medicine  is  precisely  that  any  single

brilliant person, no matter how brilliant, can be wrong.

This chapter is about things people sometimes recommend for

immunity that are not, by the available evidence, doing what they

are claimed to. Some are harmless and may produce small effects

through mechanisms that are mostly placebo. Some are expensive

without being effective. A few are actively dangerous in specific
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circumstances. The goal is not to mock anyone for buying any of

these  — the marketing is  sophisticated,  the  cultural  pressure  is

real,  and  many  of  the  people  promoting  these  products  are

themselves  convinced.  The goal  is  to  be  honest  about  what  the

evidence supports.

Vitamin C, Continued

Since  we  started  with  Pauling,  we  should  finish  the  vitamin  C

question.

Severe deficiency is real and serious. Sailors used to die of it on

long voyages, and the British Navy’s discovery in the 1750s that

limes prevented the disease (giving us the slang “limey”) was one

of the great early triumphs of evidence-based medicine. If you eat

almost no fresh produce for months, you can develop scurvy, and

the cure is straightforward: a small amount of vitamin C, far less

than the supplements people buy.

In ordinary life, in most wealthy countries, deficiency is rare.

Any normal diet that includes fresh fruit or vegetables provides

enough. Taking more than the body needs does not allow it to do

its job better; the extra is excreted. The exceptions are some specific

clinical  situations  —  intensive  care  patients,  malabsorption

conditions, extremely poor diets — where supplementation can be

appropriate.  For  ordinary  healthy  people  taking  supplements

during cold and flu season, the effect is small to nothing.

Some studies suggest that very large doses, taken at the very

beginning of a cold, may shorten its duration by a small amount.

The effect, if real, is on the order of half a day in a five-to-seven-
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day illness. Whether that is worth a closet full of pills, year-round,

is up to you. Vitamin C is not magic, and your immune system is

not waiting for you to provide it.

The Herbal Pharmacy

A whole shelf in your local drugstore, and a much larger section of

any natural-foods store,  is  dedicated to herbal supplements that

promise  to  support,  boost,  or  strengthen  your  immune  system.

Echinacea. Elderberry. Astragalus. Andrographis. Garlic capsules.

Olive leaf extract. Reishi mushroom. Cordyceps. The list is long.

What the evidence shows, taken across the most carefully done

trials of the most popular of these, is that the effects are generally

small,  often  inconsistent,  and  almost  always  smaller  than  the

marketing claims.

Echinacea  has  been  studied  extensively  for  prevention  and

treatment of the common cold. The pooled evidence suggests, at

best, a small effect on duration or severity, and many studies have

found no effect at all. The variation is partly because echinacea is

not  a  standardized  product  —  different  preparations  contain

different plant species, different parts of the plant, and different

concentrations of various compounds. The product you buy may

have nothing in common, biochemically, with the product that was

tested.  This  is  a  general  problem  with  herbal  supplements:  no

enforced standard for what is actually in the bottle.

Elderberry  has  a  small  body  of  evidence  suggesting  it  may

modestly  reduce  cold  or  flu  duration.  The  studies  are  mostly

small,  mostly  funded  by  manufacturers,  and  mostly  done  with

specific  commercial  preparations.  The  effect,  if  real,  is  small.
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Elderberry is also worth knowing about because raw elderberries

are  mildly  toxic,  and  there  have  been  documented  cases  of

poisoning from improperly prepared products. Cooked, it is fine.

“Natural” does not mean “harmless.”

Most  other  herbal  “immune support”  products  have  weaker

evidence  than  echinacea  or  elderberry.  Many  have  essentially

nothing beyond traditional use, which is a real category of human

knowledge but not a substitute for clinical trials. A remedy used

for a thousand years has, by definition, not killed everyone who

used it; that is not the same as proof that it works.

A  practical  point.  The  supplement  industry,  in  the  United

States and many other countries,  is regulated more loosely than

the pharmaceutical industry. Manufacturers do not have to prove

that their products work before selling them. They can use vague

language (“supports immune function,” “promotes wellness”) that

the FDA does not police closely. The contents of the bottle are not

always  what  is  on  the  label,  and  independent  testing  has

repeatedly found supplements that contain too little of the listed

ingredient, too much of it, or sometimes none at all. Caveat emptor

applies particularly hard.

Zinc, Briefly

Zinc is one of the few supplements with somewhat better evidence

in cold and flu treatment, and it is worth a brief discussion.

Some studies,  particularly of  zinc lozenges taken at  the very

onset  of  a  cold,  have  shown  a  real  but  modest  reduction  in

duration. The effect is more reliable with high-dose zinc acetate or

zinc gluconate lozenges than with zinc nasal sprays (which have
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been associated with rare cases of  permanent loss of  smell  and

should generally be avoided) or zinc supplements taken as pills.

The  mechanism  appears  to  involve  direct  inhibition  of  viral

replication in the throat, where the lozenge dissolves.

Zinc  lozenges  may  shorten  a  cold  by  a  day  or  so  if  taken

consistently  from the moment  symptoms begin.  They are  not  a

treatment  for  the  flu  or  for  serious  infections.  They  have  side

effects — mostly nausea and a metallic taste — that some people

find  worse  than  the  cold.  Long-term  high-dose  zinc

supplementation  can  cause  copper  deficiency.  Of  the  over-the-

counter remedies for the common cold, this is the one with the

cleanest evidence for any benefit.

Cleanses and Detoxes

The  cleanse-and-detox  industry  sells  products  and  protocols

designed to remove “toxins” from the body, with claims that doing

so  will  improve  immune  function,  energy,  mental  clarity,  and

other things.

The most fundamental problem is that the human body has,

built-in, an extremely sophisticated detoxification system. The liver

processes essentially every chemical that enters your bloodstream,

neutralizing or tagging things for excretion and sending them out

through bile or urine. The kidneys filter your blood roughly thirty

times  a  day.  The  lungs  clear  volatile  compounds  with  every

exhalation. The skin sheds and replaces itself constantly. None of

these is going to be improved by a juice cleanse, a colon cleanse, or

a foot bath that turns brown.
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The  “toxins”  being  marketed  are  usually  unspecified.  When

pressed,  manufacturers  either  name  vague  categories  (heavy

metals, pesticides, environmental pollutants) or refuse to specify.

There  is  no  validated  test  that  shows  whether  a  cleanse  has

removed  any  of  them,  because  there  is  no  specific  thing  being

removed. The brown color in the foot bath is iron oxide produced

by the electrodes reacting with salt water, regardless of who has

their feet in it. This has been demonstrated repeatedly.

Juice cleanses deserve a closer look because they feel intuitively

healthy.  Drinking  only  juice  for  several  days  will  change  your

body. You will lose weight, mostly water and some glycogen. You

will  have  low  blood  sugar,  and  depending  on  your  particular

biology  you  may  feel  either  wonderful  or  terrible.  The  juice

contains vitamins, which are good. It also contains an enormous

amount of  fructose without  the fiber  that  normally comes with

whole fruit, which is hard on your liver. There is no “toxin” being

flushed  out;  the  things  juice  flushes  (water,  electrolytes,  some

calories) are things your body was already managing.

The colon-cleanse industry is somewhat worse. The colon does

not need cleaning.  It  is,  by design,  full  of  bacteria doing useful

work,  as  we  discussed  in  Chapter  5.  Aggressive  cleansing  can

disrupt the microbiome, cause electrolyte imbalances, and in some

cases damage the colon wall.  There is  no medical  condition for

which colon cleansing has been shown to be beneficial outside of

preparation for a colonoscopy.

If you have done a cleanse and felt better afterward, that is real

and worth understanding. The most likely reasons: you ate fewer

ultra-processed  foods;  you  drank  more  water;  you  slept  better

because  you  cut  out  alcohol  or  caffeine;  you  spent  some  time
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taking  deliberate  care  of  yourself,  which  is  its  own  form  of

medicine. None of these requires the cleanse part. You can keep

the underlying changes without the rest.

Probiotics

Probiotics are an interesting case because the underlying biology

is real and the marketing has run far ahead of the evidence.

The biology, from Chapter 5, is that the gut microbiome is a

real and important system. The bacteria living in your colon do

measurable work for you, and disrupting that community — with

antibiotics,  with poor diet,  with serious illness — can have real

consequences.  The  idea  that  you  might  restore  or  improve  a

damaged microbiome by eating particular bacteria is biologically

reasonable.

The execution in commercial products is mostly weaker than

the marketing suggests.

First, most of the bacterial strains in commercial probiotics do

not  establish  long-term residence  in  the  human gut.  They  pass

through. Whatever effects they have, they have transiently. They

do not “rebuild” your microbiome; they visit it.

Second, most products contain strains chosen partly for their

ability to survive freezing and shipping rather than for any specific

demonstrated  health  benefit.  The  label  claims  a  billion  or  ten

billion organisms; most are dead by the time you take the capsule,

and the survivors may or may not have any relevant function.

Third, the strongest evidence for probiotic benefit is in specific

clinical  situations:  preventing  antibiotic-associated  diarrhea

(where  there  is  reasonable  evidence  for  some  specific  strains),
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shortening  certain  kinds  of  infectious  diarrhea,  and  managing

certain  inflammatory  bowel  conditions  in  carefully  selected

patients.  There  is  also  some  evidence  in  preterm  infants  in

neonatal  intensive  care.  The  evidence  for  probiotics  in  healthy

adults  to  “support  general  immune  function”  is  much  weaker,

often  null,  and  almost  always  involves  products  and  strains

different from what is on the shelf.

A  fourth  issue,  sobering:  probiotics  are  not  entirely  safe  in

every  situation.  There  have  been  documented  cases  of  severe

infection from probiotic strains in immunocompromised patients,

in critically ill  patients,  and in patients with damaged intestinal

walls. For healthy people, probiotics are generally low-risk, but not

always benign.

The cleaner version of this advice: if you want to support your

microbiome, eat more fiber — Chapter 13 covered this. Fermented

foods (yogurt, kefir, kimchi, sauerkraut) provide some live bacteria

in a form your body has been handling for a long time. Pills and

powders may have a role in specific medical situations, prescribed

by someone who knows your case. As a general daily supplement

for healthy people, the evidence does not support them.

IV Vitamin Drips and Wellness Clinics

A newer entrant in the immune-support market is the IV vitamin

clinic, where for $200 to $500 you can have a saline bag containing

various vitamins and electrolytes infused into your bloodstream

over  an  hour.  The  clinics  market  these  for  hangovers,  jet  lag,

immune  support,  athletic  recovery,  and  “Myers  cocktails”  of

various compositions.
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What is being delivered, mostly, is hydration plus vitamins. The

hydration is real and may make you feel better, particularly if you

came in dehydrated. The vitamins are mostly the same B vitamins

and vitamin C you could obtain by eating any reasonable diet, and

the question of whether your body can do anything more useful

with  them in  IV form than in  dietary  form is,  mostly,  no.  The

vitamins  your  body  needs,  it  absorbs  through  your  gut.  The

vitamins it does not need, it excretes — just as quickly when given

by IV as by mouth.

There  is  no  published  evidence  that  IV  vitamin  therapy  in

healthy adults provides meaningful immune benefits beyond what

the same vitamins would provide in food. The infusions are not

without  risk:  any  IV  access  creates  an  infection  pathway,  and

complications,  while  rare,  do  occur.  People  with  certain  heart,

kidney, or liver conditions can be harmed by the volume of fluid

or  the  load  of  certain  vitamins.  Whether  any  of  this  is  worth

several hundred dollars an hour for a saline bag is a question only

the consumer can answer.

Adaptogens, Anti-Inflammatory Diets, and Other

Marketing

A few terms have become so common in wellness marketing that

they deserve a brief accounting.

“Adaptogens”  is  a  marketing  term  for  a  group  of  herbs

(ashwagandha, rhodiola, eleuthero, holy basil, and others) claimed

to help the body “adapt” to stress.  The term was coined in the

1940s  in  Soviet  research  that  does  not  quite  meet  modern

evidentiary standards. Some of these herbs have small effects in

some studies, mostly on subjective measures of stress and fatigue.
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The category as a whole is not a recognized medical concept. Some

— ashwagandha in particular — do have real biological activity

and can interact with other medications. They are not free of side

effects.

“Anti-inflammatory  diet”  has  been  used  to  mean  almost

everything.  The  serious  version  is  what  Chapter  13  described:

diets high in vegetables, fruits, whole grains, fish, and unsaturated

fats  are  associated  with  lower  chronic  inflammation.  The

marketing  version  is  much  broader  and is  used  to  sell  specific

products, books, and protocols that often go well beyond what the

science supports. Be skeptical of any specific food being branded

as “anti-inflammatory.” The term is not a regulated descriptor.

“Detoxifying” foods  (lemons,  beets,  milk  thistle,  parsley)  are

similar. These are mostly fine foods. None of them does anything

special to your liver, which is doing the actual work regardless of

what you put in front of it.

“Boosting” anything, in general, should be a flag. The body is a

regulated  system.  Things  that  “boost”  particular  functions  are

usually either small, nonspecific, or both.

Cold Plunges and Saunas

A category that has become popular, and that has more genuinely

interesting  evidence  than  the  things  above,  is  deliberate

temperature  exposure:  cold  plunges,  ice  baths,  saunas,  contrast

therapy.

The honest summary, as of the mid-2020s, is that there is real

evidence  that  regular  sauna  use  is  associated  with  lower

cardiovascular  disease  and possibly  lower rates  of  certain  other
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conditions — most of it  from Finnish populations, where sauna

use  is  essentially  universal  and  the  data  are  unusually  good.

Whether the effect is causal, and whether it would apply to people

with  very  different  baseline  lifestyles,  is  harder  to  say.  The

evidence for cold plunges and ice baths in healthy people is much

weaker, more recent, and largely focused on subjective measures

of  mood  and  inflammation.  Some  genuine  effects  on  certain

cytokines  have  been  observed;  whether  they  translate  to  better

immune  function  or  better  health  in  the  long  run  is  not

established.

If you enjoy a sauna or a cold shower, there is no reason not to.

These practices are mostly safe in healthy people. They are not a

substitute for the high-evidence interventions in the last chapter.

Treat them as enjoyable additions, not as treatments.

A Note on the Pattern

Look back at the things in this chapter and you will see a recurring

shape.

Most  are  based  on  a  partial  truth.  Vitamin  C  is  necessary;

severe deficiency is real. The microbiome is important; antibiotics

can damage it. Stress is real; chronic stress affects the body. Cold

exposure does affect inflammation. None of these underlying facts

is wrong. What goes wrong is the leap from the fact to the specific

commercial product being sold to you. The leap is almost always

larger than the evidence supports.

This is the basic structure of wellness marketing. Take a real

biological  mechanism.  Find  a  product  that  intersects  with  it  in

some plausible-sounding way. Imply that the product addresses
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the  mechanism.  Avoid  making  claims  specific  enough  to  be

testable.  Charge  enough  that  the  product  feels  serious.  Sell  to

people who, reasonably, want to take care of their health and have

been told by an industry of  experts  and influencers that  this  is

what taking care of one’s health looks like.

The casualties are mostly financial. People spend money they

could have used for things that would actually help them. They

sometimes delay real medical care because they believe the cleanse

or  the  supplement  is  going  to  fix  what  is  wrong.  They  are

sometimes harmed directly by products whose contents are not

what the label says, or by interactions with medications they did

not know to mention. They are, almost always, distracted from the

things that would actually make a difference.

The things that would actually make a difference were in the

previous chapter. They are also extraordinarily boring. That is why

most people do not read books about them, and why the wellness

industry is enormous.

✦  ✦  ✦

If you have used or are using any of the things in this chapter, this

is  not  a  verdict  on  you.  The  marketing  is  good.  The  cultural

pressure is real. Many of the people promoting these products are

themselves  convinced  of  their  value,  which  makes  them  more

persuasive  than  they  would  be  if  they  were  lying  on  purpose.

Almost  everyone  has,  at  some  point,  taken  something  or  done

something that turned out not to do what it was claimed to do.

What this chapter is for is the reader wondering whether the

supplement  aisle,  the  wellness  clinic,  or  the  elaborate  cleanse

protocol is the missing piece they have been told it is. The honest
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answer,  on  the  available  evidence,  is:  probably  not.  The

interventions  that  work  are  the  boring  ones  from  the  previous

chapter.  The  ones  in  this  chapter  are  mostly  either  small,

expensive, or both.

The  next  chapter  is  about  something  that  genuinely  matters

and is  genuinely  strange:  the  relationship between the  immune

system  and  the  rest  of  you  —  your  nervous  system,  your

relationships, your felt sense of being held or being alone. This is

not wellness marketing. It is real biology, and some of the most

interesting findings in immunology of the last twenty years.
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I

C H A P T E R  1 5

15

Stress, Loneliness, and the
Vagus Nerve

✦

n  the  early  1970s,  a  behavioral  psychologist  named  Robert

Ader, working at the University of Rochester, was doing a fairly

ordinary  experiment  in  classical  conditioning.  He  gave  rats

saccharin-flavored water at  the same time he gave them a drug

called cyclophosphamide that caused stomach upset, hoping the

rats would, like Pavlov’s dogs with the bell, learn to associate the

taste with the nausea and avoid the water.  They did.  So far,  an

unremarkable result.

Then some of the rats started dying.
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Not from the cyclophosphamide. They had stopped getting the

drug.  They had only been getting the saccharin water  alone,  in

occasional  follow-up  sessions,  to  test  how  strongly  the

conditioning had taken. But some of them, given just the flavored

water, were dying anyway.

Ader sat with this for a while. Cyclophosphamide, in addition

to causing nausea, is an immunosuppressive drug — it dampens

the immune system. The rats had been receiving it for weeks. They

were  probably  mildly  immunocompromised.  And  now,  when

given  just  the  taste  they  had  associated  with  the  drug,  they

appeared to be — he could hardly bring himself to think it — they

appeared to be having an immune response to the saccharin. Their

bodies, in some sense, had learned that the taste meant immune

suppression,  and  were  producing  immune  suppression  on  cue,

even without the drug.

Ader  collaborated  with  an  immunologist  named  Nicholas

Cohen to confirm this carefully. They demonstrated, in a series of

experiments through the late 1970s, that immune responses could

indeed  be  classically  conditioned,  exactly  the  way  Pavlov  had

conditioned salivation. Healthy rats, exposed to a flavor that had

previously been paired with an immunosuppressive drug, would

suppress  their  own  immune  systems  in  response  to  the  flavor

alone.  The  conditioning  was  specific.  It  was  reproducible.  It

implied something that,  at  the time,  most  immunologists  found

nearly impossible to believe: that the brain and the immune system

were  directly  connected,  in  ways  that  allowed  signals  to  flow

between them.
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The  field  this  finding  launched  is  called

psychoneuroimmunology, which is,  frankly, an awful word. The

science underneath it is some of the most surprising and humanly

interesting in modern biology.  The rest  of  this  chapter  is  about

what we now know.

The Wires

For  most  of  the  twentieth  century,  the  immune  system  was

thought of as a freestanding system that ran in parallel to the rest

of  the  body,  communicating  with  itself  through  cytokines  but

largely independent of the nervous system, the endocrine system,

or anything else. We now know this picture was wrong, and not

subtly  so.  The  immune system is  wired into  the  brain  through

several specific routes that we have begun to map in some detail.

The most  direct  route  runs through a  long,  branching nerve

called the vagus. The vagus nerve emerges from the base of the

brain and snakes down through the neck, branches into the heart,

the lungs, the gut, and almost every internal organ. It is the longest

cranial nerve in the body and one of the strangest, because most of

its  fibers  don’t  run from the  brain  outward;  they run from the

body inward, sending the brain a constant stream of information

about what is happening in the organs. About eighty percent of

vagus nerve fibers carry signals from body to brain, not the other

way around.

In  the  late  1990s,  a  neurosurgeon  named  Kevin  Tracey  was

studying how the body controls inflammation, and he discovered

something that nobody had quite predicted. The vagus nerve, he

found,  can directly suppress  inflammation in tissues.  When the

vagus nerve fires properly, certain immune cells in nearby tissues
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calm down. They release fewer inflammatory cytokines. The local

response  is  dialed  down.  Tracey  called  this  the  inflammatory

reflex.

The implications were strange.  It  meant that the body had a

built-in  nerve  circuit  specifically  dedicated  to  keeping

inflammation  under  control  —  a  hardwired  regulator  that  the

brain could use to talk down an immune response. It also meant

that,  in  principle,  you  could  treat  inflammatory  diseases  by

stimulating  the  vagus  nerve.  By  the  2010s,  small  implantable

devices  that  delivered mild electrical  pulses  to  the  vagus nerve

were being tested in patients with rheumatoid arthritis. Some of

the early trial results were striking: patients with severe disease

who  had  failed  other  treatments  responded  to  vagus  nerve

stimulation.  The  technology  is  not  yet  mainstream,  but  the

principle  is  real,  and  several  pharmaceutical-equivalent

approaches — drugs that mimic vagus nerve signaling — are now

being developed alongside the implants.

There are other wires too. Sympathetic nerve fibers — the ones

associated  with  fight-or-flight  responses  —  reach  into  lymph

nodes, into the spleen, into the thymus, where they can directly

modulate how immune cells behave. The brain releases hormones

that  affect  immune  cells  throughout  the  body.  Immune  cells,

conversely,  release  cytokines  that  can  act  directly  on  the  brain,

producing the fatigue, fog, and low mood we associate with being

sick.  The two systems are  not  isolated.  They are  in  continuous,

two-way conversation.
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Stress, Acute and Chronic

The most familiar way the brain talks to the immune system is

through stress.

Acute stress — the kind that lasts minutes to hours, the kind

your ancestors experienced when something dangerous happened

and they had to deal  with it  — actually mobilizes the immune

system. The body, sensing threat, shifts immune cells out of organs

and into the bloodstream and the skin, where they will be useful if

the threat involves injury. Cytokine production temporarily ramps

up.  Wound  healing  capacity  is,  briefly,  enhanced.  This  is  the

immune  system  reading  a  signal  from  the  brain  that  says:

something is about to happen; be ready. It is not a malfunction. It

is a feature.

Chronic stress is different. When the same signaling continues

for  weeks,  months,  or  years  — because  of  an  ongoing  difficult

situation, a long illness, a high-conflict relationship, financial fear,

the slow grind of caring for someone who needs care — the body’s

response  stops  being  an  acute  mobilization  and  becomes  a

sustained altered state.  Cortisol,  the  main stress  hormone,  stays

elevated.  Certain  immune cell  populations  shift.  The  pattern  of

cytokines being produced changes. And the system that should be

doing  acute  mobilization  in  response  to  specific  threats  begins,

instead,  to do chronic background activation against  no specific

threat.

The downstream effects are now well-documented. Chronically

stressed  people,  taken  as  a  group,  have  measurably  weaker

antibody responses to vaccines. They have higher rates of upper

respiratory infections.  They have somewhat  higher  levels  of  the
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inflammatory  markers  we  discussed  in  Chapter  8.  They  take

longer to heal from wounds. None of this is small, in the statistical

sense,  and none  of  it  is  in  your  head.  The  brain  produces  real

chemicals that have real effects on real immune cells.

The classic demonstration of this came from a husband-and-

wife research team at Ohio State, Janice Kiecolt-Glaser and Ronald

Glaser, who spent decades studying how stress affects the body in

concrete  biological  terms.  In  one  of  their  most  striking  studies,

they  took  two  groups  of  people,  one  composed  of  family

caregivers  for  relatives  with  Alzheimer’s  disease  (a  population

reliably  under  chronic  stress)  and  one  composed  of

demographically similar people who weren’t caregivers. They gave

each person a small standardized wound — a punch biopsy on the

forearm, the size of a pencil eraser — and measured how long it

took to heal.

The caregivers’ wounds took, on average, twenty-four percent

longer to heal.  Same wound, same body part,  same researchers,

same measurement. The only relevant difference was the chronic

stress of long-term caregiving.

This finding, replicated in various forms by other researchers

since, is one of the more sobering pieces of evidence for the reality

of stress-immune interaction. It is also — and this is important —

an honest reflection of what the effect actually is. A twenty-four

percent delay in wound healing is real and worth knowing about.

It  is  not  a  sign  that  the  caregivers  were  going  to  develop

autoimmune disease, or get cancer, or fall apart. The body adjusts.

It pays a cost. It keeps running.
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Loneliness as a Biological State

More recently, the science has gotten more specific about which

kinds  of  stress  matter.  Some  kinds  of  difficulty  turn  out  to  be

biologically less harmful than others. The kind that has emerged

as particularly hard on the immune system, in study after study, is

chronic loneliness.

A researcher  at  UCLA named Steve  Cole  has  spent  the  last

twenty  years  looking  at  what  chronic  adversity  does  to  gene

expression  patterns  in  immune  cells.  The  technique  is  called

transcriptomics: you take a sample of someone’s white blood cells

and measure which genes those cells are currently turning on or

off, getting a snapshot of what the cells are biochemically prepared

to  do.  Cole  has  done  this  in  chronically  lonely  people,  in  low-

income communities  under threat,  in caregivers,  in people with

cancer, and in many other adversity-exposed groups.

The pattern that  emerges  is  consistent  enough that  Cole  has

given  it  a  name:  the  conserved  transcriptional  response  to

adversity,  or  CTRA.  In  immune  cells  from people  experiencing

chronic threat — of which loneliness is one of the most common

forms in modern life — the genes for pro-inflammatory cytokines

are turned up, and the genes for the antiviral interferon response

are turned down. The cells, in essence, are preparing for the kind

of  trouble  the body would have faced in  our  evolutionary past

when isolated from the group: physical injury, predation, conflict.

Inflammation is what you need for that. Antiviral defense, in such

a context, is a lower priority.
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The trouble is that modern lonely people are not, mostly, being

attacked by predators. They are being attacked, on average, by the

same viruses everyone else is. Their bodies are calibrated for the

wrong kind of trouble. The result is a measurable shift in how the

immune system performs: more inflammation than is useful, less

viral defense than is needed.

The CTRA pattern shows up in lonely people whether or not

they  think  loneliness  is  bothering  them.  It  shows  up  across

cultures. It shows up in many of the populations the public health

literature already knew were doing badly on health metrics. It is,

more  or  less,  biology’s  way of  saying that  being alone is,  for  a

social mammal, registered as a kind of low-grade emergency, and

the body responds accordingly.

The corollary, which is more cheerful, is that close, sustained

relationships appear to dial the CTRA pattern down. The effect of

feeling  securely  connected  to  other  people  is,  biologically,  a

reduction in the same chronic inflammatory state that loneliness

produces. This is not metaphor. It is, in 2025, the working scientific

picture.  The  friendship  of  someone  who  matters  to  you,  the

regular call to a parent, the person you live with who would notice

if you didn’t come home — these things have measurable effects

on which genes your immune cells are expressing, this week, as

you read this.

Grief

There is a phenomenon sometimes called the widowhood effect,

well-known to demographers and somewhat shocking when you

encounter it for the first time.
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In the year after the death of a spouse, the surviving partner

has a substantially elevated risk of dying. The effect is largest in

the  first  few  months,  declines  through  the  year,  and  is  more

pronounced  in  older  adults  but  visible  across  age  groups.  The

mortality elevation is real, statistically robust, and not explained

by  the  spouses  having  been  similar  ages  or  having  shared

environmental exposures. Something happens to grieving people,

biologically, that makes them more vulnerable to a wide range of

causes of death.

Some of this is cardiovascular. There is a real condition, called

takotsubo cardiomyopathy or “broken heart syndrome,” in which

severe emotional distress (often grief) triggers a temporary failure

of part of the heart muscle. It is mostly survivable. It is sometimes

fatal.

Some of  it  is  immune-related.  Bereaved people  show altered

immune  function,  including  the  kinds  of  CTRA-like  shifts

described  above,  and  they  are  somewhat  more  vulnerable  to

infections in the months after a loss. Some of it is behavioral, in the

sense that grieving people sleep worse,  eat less well,  move less,

and may delay seeking care for new symptoms.

The point of mentioning this is not to add anxiety to anyone

who is grieving. It is to acknowledge that grief is a physical state,

not  just  an  emotional  one.  The  body  does  respond  to  loss  in

measurable ways. The cultural expectation that bereaved people

should “be back to normal” within a few weeks runs against what

the biology suggests. Time, real rest, support from other people,

and basic medical attention to small problems before they become

large  ones  are  reasonable  responses  to  grief,  not  luxuries.  The
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people you love, while they are with you, are part of how your

body  works.  Their  absence,  when  it  happens,  registers  in  your

body too.

What This Does Not Mean

Before we close this chapter, a careful disclaimer.

Nothing in this chapter implies that you can think your way

out of a chronic disease, or that your stress level is the cause of

your serious illness, or that meditation will reverse autoimmunity,

or that loneliness gave anyone cancer. The popular distortion of

psychoneuroimmunology  has  been,  almost  from  the  beginning,

the claim that you can will yourself well — that positive thinking

cures, that grief that is “processed correctly” doesn’t hurt the body,

that any illness must, somewhere, be the result of a psychological

wrongness. None of this is what the science says.

What the science says is more modest and, I think, more useful.

Chronic stress, isolation, and grief are real biological states with

real measurable effects on the immune system. Those effects are

usually not the difference between disease and health; they are the

difference  between functioning a  little  better  and functioning a

little worse, between healing in two weeks and healing in three,

between catching three colds a year and catching five. The effects

accumulate over years. They are not negligible. They are also not

the whole story of any individual illness, and treating them as the

cause of serious disease is both factually wrong and quietly cruel

to the people doing their best inside difficult bodies and difficult

lives.
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The honest takeaway is that the things that matter for immune

well-being include the things you might not have thought of as

immune-related at all: the people who matter to you, the time you

spend with them, the worry that doesn’t get resolved, the small

daily kindness or its absence, the felt sense of whether your life is

held by people who care about it.  These are real.  They register,

biologically.  They  are  part  of  what  the  immune  system  is

responding to, all the time, even when nobody is sick.

A Note for the Caregivers

If  you are  reading this  book because you love someone with a

serious illness — a child, a partner, a parent, a friend — some of

what this chapter described is, statistically, what is happening to

you. The chronic stress of caregiving registers in the body of the

caregiver.  The wounds heal  more  slowly.  The colds  come more

often. The CTRA pattern appears.

This is not your fault, and recognizing it is not a reason to feel

guilty  about  doing the thing you are  doing for  the person you

love. It is, however, a reason to take seriously the fact that you, too,

need maintenance. The cliche about putting on your own oxygen

mask first  is  not  just  metaphor;  it  is  also  a  description  of  how

immune systems work. A caregiver who is not sleeping, not seeing

their own friends, not getting outside, not eating, and not getting

their  own  checkups  is,  eventually,  going  to  break  down.  The

person they are caring for needs them not to break down.

The intervention is not heroic. It is the small daily defense of

your own basic functioning. The walk you take. The meal you eat

sitting down. The friend you call.  The night you sleep through.

The doctor’s appointment you keep for yourself, even though you
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could  give  the  time  to  the  person  who  is  sick.  These  are  not

luxuries  you  have  not  earned.  They  are  part  of  how you  keep

doing  the  thing  you are  doing.  The  biology  supports  this.  The

biology insists on it.

✦  ✦  ✦

So this is the conversation. Your nervous system and your immune

system  are  not  separate.  They  share  wires.  They  share  signals.

They share the daily, hourly information about whether the body

they live in is safe or threatened, supported or alone, well-fed or

strained. The wisdom of the body, if there is such a thing, is in this

conversation — the ongoing negotiation between what the brain

notices and what the immune system prepares to do about it.

The implications are practical. Caring for the parts of your life

that affect your nervous system — your relationships, your sense

of meaning, your sleep, your time outside — is not separate from

caring for your immune system. It is one of the things that does

the  work.  Caring  for  someone  whose  nervous  system  is  under

chronic strain — a grieving person, a caregiver, a lonely friend, a

sick child — is not separate from caring for their body. It is, also,

what bodies need.

This  is  not  the  chapter  that  will  save  anyone  from  serious

disease. It is the chapter that says: a great deal of immune well-

being is  woven through ordinary  human life,  and the  ordinary

human  practices  of  paying  attention  to  other  people,  staying

connected, and not running yourself into the ground turn out to

be biologically meaningful in ways your grandmother’s instincts

probably already had right.
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The next chapter is,  in some ways,  the hardest  one.  It  is  the

honest chapter. It is about the fact that, even with everything we

have just discussed, even doing all the right things for all the right

reasons, you can still get sick. The system is not under your full

control. It never was. Living well alongside that fact, rather than

fighting it, is the last big lesson the book has to offer.
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The Honest Chapter
✦

here is a wish, deep in most people, for a rule.

The wish is this. If I do this list of things — if I sleep well,

eat well, exercise, take my supplements, manage my stress, see my

doctor, get my shots, and do not smoke — then I will be safe. My

body  will  not  betray  me.  My  children  will  not  get  sick.  The

diseases I have read about will happen to other people, who failed

to follow the rule.

The wish is reasonable. It is the same wish that has produced

almost  every  health  system  human  beings  have  ever  invented,

from  the  four  humors  to  the  daily  multivitamin  to  the  latest

wearable device. People want to know what to do, and they want

what they do to matter. They want effort to translate into safety.

They  want  the  universe  to  be  the  kind  of  place  where  careful
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behavior earns durable health, and where the people who get sick

must,  somewhere along the line,  have done something different

from the people who didn’t.

This chapter is about the fact that the universe is not, in this

particular respect, the kind of place we want it to be.

What Lifestyle Actually Buys

We have spent two chapters on what helps your immune system

and what doesn’t. People who sleep well, move regularly, eat real

food, stay connected, and avoid tobacco do, on average, get fewer

infections  and live  longer  than people  who don’t.  The data  are

robust.

But “on average” is doing a lot of work in that sentence, and it

is  the word the wellness  industry,  the public  health pamphlets,

and even some honest books gloss over.

What lifestyle gets you, when you do everything well, is a shift

in your odds. The kind of shift that, applied to a million people,

would produce noticeably better  outcomes for  that  million as  a

group.  Fewer  cardiac  events.  Fewer  cancers.  Better  immune

responses to vaccines. Lower rates of dementia. The shift is real.

What lifestyle does not get you is certainty about your specific

outcome. The intervention that reduces a population’s cancer rate

by twenty  percent  does  not  protect  any particular  person from

cancer.  It  means that,  of  twenty people who would have gotten

that cancer in the unimproved scenario, four will not. Which four?

Nobody  knows.  The  four  who  didn’t  get  sick  will  not,  mostly,

know they were the ones who didn’t — nobody is conscious of the

disease they didn’t  develop.  The sixteen who still  got  sick will,
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mostly, feel that the lifestyle didn’t work for them. They are, in a

particular and frustrating sense, correct. It didn’t. The population

effect is not a personal guarantee.

This is one of the hardest concepts in all of public health, and

one of the most important, because it explains a great deal of what

people experience when they get sick despite trying not to.

The  runner  who  eats  well,  sleeps  eight  hours,  has  good

relationships, and is diagnosed with stage IV pancreatic cancer at

fifty-two  has  not  failed  at  lifestyle.  The  smoker  who  lives  to  a

hundred and one has not beaten the system. They are both data

points.  The  runner  is  the  unfortunate  fraction  whose  statistics

didn’t  help.  The  smoker  is  the  lucky  fraction  whose  statistics

didn’t catch up. The numbers describe a population. They do not

describe a contract between any individual and the universe.

Doing the recommended things shifts your odds. It does not

buy you a guarantee. The biology will not allow it. The world will

not allow it.

The People Who Did Everything Right

Almost everyone has a story about someone who did everything

right.

The colleague who biked to work every day and drank green

smoothies and never smoked, who at forty-five found a lump that

turned out to be the kind of cancer that does not, often, allow for

the planning of further years. The runner who, the week after a

marathon, woke up with the symptoms of an autoimmune disease

that would not go away. The careful, attentive, evidence-following

parent whose child was diagnosed with leukemia at six.
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These stories are not aberrations. They are part of what disease

is.  A  serious  illness  in  an  otherwise  healthy  young  person  is

statistically rarer than the same illness in an older or less healthy

person, but it is not vanishingly rare, and the stories accumulate.

Every family, given enough time, has them.

The  honest  thing  to  say  is  that  these  things  happened,  the

people in them did not deserve them, and there is no narrative of

personal failure that fits. The runner did not get cancer because

she missed a salad. The child did not get leukemia because the

parent allowed too much screen time. The colleague did not get

sick  because  of  an  unprocessed  psychic  wound.  These  are  the

explanations grief and fear reach for, because grief and fear cannot

stand the alternative — which is that some things just happen, in

bodies made of cells, and the cells are doing the best they can with

the hand they were dealt.

The arithmetic of risk does not pick winners and losers based

on virtue. It picks them based on biology and circumstance, and

most of the relevant biology was decided before the person was

old enough to understand what biology was.

For Anyone Living with Illness

If you are reading this book because you have a chronic illness, or

because someone you love does, this is the chapter that releases

you.
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Releases you from what? From the search for the explanation.

From the steady internal questioning that asks, when something

has gone wrong with your body or your child’s body, what could I

have done? What did I miss? What was I supposed to know that I

didn’t?

The answer, almost always, is nothing. The body you have, or

the body your child has, was making the decisions that produced

this illness long before you knew there were decisions to make.

The thymus we visited in Chapter 7 was making its choices when

the person was a fetus. The MHC molecules we visited in Chapter

6 were inherited the moment the egg met the sperm. The genetic

variants that affect how regulatory T cells work, how cytokines are

produced,  how  tissue  is  repaired  —  these  were  settled  before

anyone could have done anything about them. The infections that

may have been triggers, the developmental windows that affected

how  the  immune  system  calibrated,  the  chance  encounters

between particular cells on particular days that tipped the system

in particular directions — these all  happened, and almost none

happened in places where you could have intervened.

The disease is not your fault. It is not your child’s fault. It is not

the thing you ate or didn’t eat, the time you got too stressed, the

person you didn’t  forgive,  the trip you took or didn’t  take.  The

body got dealt a particular hand, and that hand is being played

out now.

What  is  in  your  power,  with  the  disease  that  exists,  is  real.

Treatment matters. Care matters. The relationships around the sick

person matter. The work of staying connected to the things that

bring meaning matters. None of these will make the underlying
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disease go away — but they will, often, change how the disease

feels day to day, and give the person living with it more of what

they came here to have.

The  energy  you  might  be  spending  on  the  unanswerable

question of  what  you could have done is  energy that  could be

spent  on what  you can still  do.  The first  kind mostly produces

guilt. The second, when applied carefully, produces a life.

What Well Looks Like

There is a definition of “healthy” the wellness industry implicitly

trades in: the absence of disease plus optimization of every bodily

function  plus  a  certain  quality  of  glow  that  the  photographs

convey.  By  this  definition,  almost  no  actual  living  person  is

healthy, including the people in the photographs, who are usually

well-lit rather than well.

There is another definition, more useful: a body being lived in

by a person who is doing the things they came to do, with the

people they want to do them with, in a life that has, on balance,

more  meaning  in  it  than  struggle.  By  this  definition,  plenty  of

people with chronic illness are healthy. Plenty of people without

chronic  illness  are  not.  Healthy  is  something  a  person  can  be,

intermittently and partially, throughout most of a life that includes

diagnoses, treatments, hard months, and surprising recoveries.

This is not a soft definition. It is the realistic one. It is also the

only one humans have ever  actually  had access  to,  because the

alternative — the body that does not get sick, does not age, delivers

full function forever — is not on offer for any human being who

has ever lived.
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The  teenager  from  Chapter  10  —  Maya,  with  her  Type  1

diabetes — is healthy by the second definition. So is her mother

who  runs  a  graphic  design  studio  and  has  knee  pain  in  the

mornings. So is her other mother who teaches chemistry and lives

with anxiety. So is her grandmother, who at seventy-six has had

two knee replacements and reads a book a week. So, probably, are

most  of  the  people  you  love,  who  you  may  not  realize  are

managing more than they advertise.

The point is not to lower the bar. The point is that the bar most

people walk around feeling judged by is, in fact, lower than they

think — and they have probably been clearing it the whole time.

What This Book Is, and Isn’t

A last word, before we move into the final stretch.

This book was never going to be a manual  for guaranteeing

health.  It  is  a  description  of  how  a  beautiful  and  complicated

system works, what happens when it goes wrong, and what we

know  —  honestly  —  about  how  to  live  well  alongside  it.  The

system has been doing its work in your body for as long as you

have been alive.  Mostly,  it  has succeeded. Sometimes it  has run

into  trouble.  Some  of  that  trouble  can  be  helped  by  medicine.

Some by ordinary life. Some cannot be helped by anything, and

the only thing left is to live the life in front of you with as much

grace as you can muster.
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The deepest  thing the science says,  after  all  the chapters  we

have just been through, is that a person is a body, the body is a

system of systems, the systems are mostly running themselves, and

what you can do is take care of the parts you have access to and

forgive yourself for the parts you don’t.

That  is  the  honest  version.  It  is  not  the  version  that  sells

supplements. It is the version that is true.

✦  ✦  ✦

If you are well right now, this is good. It is not because you earned

it. It is, mostly, because of factors largely outside your control —

your  genes,  your  circumstances,  the  contingencies  of  how your

immune system happened to be calibrated. The right response to

being well is gratitude, not pride.

If you are sick right now, this is also not because you earned it.

The same factors that let other people be well let you be sick, in

different combinations. The right response is treatment, support,

and as much of an ordinary life as the disease allows. It is not self-

blame.

If you love someone who is sick, the most useful thing you can

offer  is  not  a  theory  about  what  they  did  wrong.  It  is  your

continued presence. It is meals that get cooked. It is appointments

that get driven to. It is the willingness to keep showing up after the

casseroles stop arriving from the neighbors.  It  is,  in the slightly

old-fashioned  sense,  witness.  The  person  who  is  sick  is,  often,

more  aware  of  being  sick  than  of  being  seen.  You  can  do

something about that.
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The remaining chapters are practical. The next one is about the

COVID-19  vaccines  and  what  they  really  were,  because  most

readers lived through the pandemic and there is still a great deal

of confusion to clear up. After that, a chapter on the microbiome,

what we know and what we have been told that we don’t know.

Then a glossary, so that the next time you read a medical news

article, you have a fighting chance with the vocabulary. And then,

at the end, the kid on the bike from the prologue, who we owe a

return visit.

We are almost done. Thank you for staying.
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mRNA, and What COVID
Taught Us

✦

n 1985, a young Hungarian biochemist named Katalin Karikó

immigrated to the United States. She was thirty years old, she

did not speak much English, and she was carrying her four-year-

old daughter and a teddy bear in which she and her husband had

hidden the  equivalent  of  about  a  thousand dollars  in  currency,

which was the largest sum it was legal to take out of Hungary at

the time. She was on her way to a postdoctoral research position at

Temple  University  in  Philadelphia.  She  was,  by  any  reasonable

standard, starting over.

Karikó was interested in a molecule called messenger RNA —

mRNA. The molecule itself was not exotic. Every cell in your body

uses mRNA every minute of every day. When a gene needs to be
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read, the cell makes a temporary mRNA copy of the gene, ships

the  mRNA  to  the  cell’s  protein-making  machinery,  and  the

machinery uses the mRNA as a template to build the protein the

gene encodes. This is how proteins get made. It is one of the most

basic processes in biology, taught in every introductory class.

Karikó’s idea, which she had become attached to in graduate

school, was that you could use mRNA as a medicine. If you could

synthesize mRNA in the lab encoding any protein you wanted —

a hormone,  an enzyme,  a  viral  antigen — and deliver  it  into  a

person’s  cells,  the  cells  would  briefly  make  that  protein

themselves.  The  mRNA would  degrade  naturally  within  hours;

the  protein  would  last  a  few  days.  The  entire  effect  would  be

temporary, controllable, and — in principle — applicable to almost

any medical  situation that  called for  a  particular  protein in the

body.

Almost no one believed this would work.

The  objections  were  technical  and  substantial.  Synthetic

mRNA,  when  injected  into  animals,  triggered  enormous

inflammatory  responses.  The  cells  recognized  it  as  foreign  and

attacked it before it could be translated. Even when small amounts

got through, the protein they produced was unstable. The mRNA

itself  was  extremely  fragile  and  broke  down  within  minutes

outside a cell. The infrastructure for making mRNA at scale didn’t

exist. The infrastructure for delivering it into human cells didn’t

exist. There were a hundred reasons it wasn’t going to work, and

the technology to address most of them did not yet exist either.

Karikó spent  the next  two decades trying to  fix this,  mostly

alone,  often  without  funding.  She  moved  from  Temple  to  the

University  of  Pennsylvania.  She  wrote  grants  that  did  not  get
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funded.  She was demoted in  1995 because  the  grants  were  not

coming in.  She kept working. In 1997 she met an immunologist

named Drew Weissman in the line at the photocopier at Penn, fell

into  conversation,  and  began  a  collaboration  that  would,

eventually, solve the central problem.

The problem was that synthetic mRNA was being recognized

as  foreign  by  the  immune  system.  Karikó  and  Weissman

discovered, in a 2005 paper that almost no one initially noticed,

that if you replaced one of the four building blocks of mRNA with

a slightly modified version — specifically, replacing the nucleoside

uridine  with  a  chemical  cousin  called  pseudouridine  —  the

mRNA stopped triggering the inflammatory response and could

enter cells, get translated, and produce protein without setting off

alarms.  The  modification  was  small.  The  implications  were

enormous. It was the first technical step toward making mRNA a

viable therapy.

The 2005 paper sat  largely ignored for years.  The companies

that  would eventually  become BioNTech and Moderna licensed

the technology in the late 2000s and early 2010s, and began the

long, expensive, mostly unsuccessful work of trying to turn it into

actual medicines. Karikó left Penn for BioNTech in 2013. By 2019,

after fifteen years of refinement, the platform was working. mRNA

could  be  synthesized  in  industrial  quantities,  packaged  in

microscopic spheres of fat called lipid nanoparticles that protected

it and helped it enter cells, and delivered into animals and — in

early  trials  for  cancer  and  infectious  disease  —  into  people.  It

hadn’t yet produced an approved medical product. It was almost

there.

Then, in late 2019, a new coronavirus emerged in China.
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What happened over the next year is the chapter in this book

that almost everyone reading it  remembers. The story of why it

happened that fast, and what it taught us, is what we will spend

the rest of this chapter on.

What the Vaccines Are

In January 2020, the genetic sequence of the new coronavirus was

posted online by Chinese researchers. Within hours, scientists at

BioNTech and at Moderna independently used that sequence to

design a piece of mRNA encoding the virus’s surface spike protein

— the protein the virus uses to enter human cells.

The vaccine they designed is, as a matter of biology, simple to

describe. The mRNA encodes one specific viral protein — not the

virus,  not  anything  that  can  replicate,  just  the  recipe  for  one

particular  protein the virus wears  on its  surface.  The mRNA is

wrapped in lipid nanoparticles, the small spheres of fat developed

over the previous decade. The whole package is injected into the

muscle of the upper arm.

Once injected, the lipid nanoparticles fuse with the membranes

of  nearby  cells.  The  mRNA  enters  those  cells.  The  cells’  own

ribosomes — the same ribosomes that have been making proteins

for that person their entire life — read the mRNA and produce the

spike protein. The spike protein is then displayed on the surface of

those cells, in the MHC molecules we met in Chapter 6.

The immune system, doing what it has done since Chapter 1,

sees  a  not-self  protein  and  responds.  Dendritic  cells  gather

fragments and travel to lymph nodes. T cells with receptors that fit

the spike protein activate. B cells with antibodies against the spike
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protein  activate,  divide,  and start  producing antibodies.  After  a

couple of weeks, the body has memory cells specific to the spike

protein.

The mRNA itself, having done its job, is broken down within

hours. The cells that briefly made the spike protein stop making it

within days. The lipid nanoparticles dissolve. What remains is the

immune memory — the same kind of memory we discussed in

Chapter  4,  produced  through  the  same  kind  of  process  that

vaccines  have  always  used.  The  novelty  is  in  the  delivery

mechanism.  The  biological  response  is  the  body  doing  what

bodies always do.

This  is  worth  being  clear  about  because  some  of  the  early

misinformation  about  mRNA  vaccines  suggested  they  did

something  fundamentally  new  to  the  body  —  altering  DNA,

lingering indefinitely, integrating into the genome. None of this is

what happens. mRNA does not enter the cell nucleus, where DNA

is kept; it works in the cytoplasm, the cellular space outside the

nucleus. The cells that make spike protein from the vaccine make

it for a few days and then stop. The vaccinated person, after a few

weeks, has the same kind of immune memory they would have

from any other successful vaccination. Their cells, their DNA, and

their long-term biology are unchanged.

What the Speed Was

The COVID vaccines  went  from genetic  sequence to  emergency

use authorization in about ten months. This is, by far, the fastest a

vaccine has ever been developed. The previous record — mumps,

in the 1960s — was about four years.
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The speed has been one of the most contested aspects of the

vaccines.  Some people,  knowing how long vaccine development

normally  takes,  concluded  that  something  must  have  been

skipped.  The  actual  story  is  the  opposite.  Almost  nothing  was

skipped.  What  changed  was  that  several  normally  sequential

processes happened in parallel,  several  normally slow processes

happened  with  extraordinary  financial  and  human  investment,

and — most importantly — several decades of foundational work

that would normally have to happen during vaccine development

had already been done.

Karikó and Weissman’s work on modified mRNA dated from

2005.  The  lipid  nanoparticle  delivery  technology  dated  from  a

decade of refinement before that. The ability to synthesize mRNA

at industrial scale had been built out gradually over the 2010s. The

basic science of coronavirus spike proteins had been studied since

the SARS outbreak in 2002 and 2003 and the MERS outbreak in

2012. Vaccine candidates targeting coronavirus spike proteins had

already  been  designed  and  tested  in  animals  before  COVID-19

emerged. When the pandemic began, what would normally be the

first  several  years  of  vaccine  development  —  figuring  out  the

platform, identifying the right target, learning how to deliver it —

was already done.

What  still  had  to  happen  was:  design  the  specific  mRNA,

manufacture it, run human safety trials, run efficacy trials, and get

regulatory  approval.  These  are  the  irreducible  steps.  They

normally take five to ten years because they are run sequentially

— each  step  waiting  for  the  previous  step  to  complete  — and

because vaccine candidates compete for limited resources. In 2020,

with  billions  of  dollars  committed  up  front  and  several
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governments coordinating at scale, the steps were run in overlap.

Manufacturing was scaled up while trials were still running, on

the bet that the trials would succeed. (When trials of unsuccessful

vaccines came back, the manufactured doses were thrown away.

The bet,  in some cases,  was on losing.)  Phase 1,  2,  and 3 trials,

normally  separated  by  months  or  years,  were  run  in  close

succession  on  candidates  that  were  already  showing  promise.

Regulatory review was conducted on rolling submissions rather

than waiting for final reports.

The trials themselves were, by historical standards, large — the

Pfizer/BioNTech and Moderna Phase 3 trials each enrolled tens of

thousands  of  participants,  randomized  to  vaccine  or  placebo,

followed  for  months.  The  endpoint  was  symptomatic  COVID

infection. The initial efficacy data, when it came in late 2020, was

striking: about ninety-five percent reduction in symptomatic cases

among the vaccinated compared to the placebo group, with severe

cases  reduced  even  more  dramatically.  The  vaccines  were

authorized for emergency use in December 2020.

Whatever else can be said about the COVID vaccines, the speed

was not, in fact, the result of cutting corners. It was the result of

decades of preparatory science meeting an emergency that finally

justified spending what it cost to deploy what was ready.

What the Vaccines Did, and Didn’t

The COVID vaccines work, as the data has now made clear over

years  of  follow-up.  They  are  not  perfect,  and  the  public

conversation around them has often expected them to be perfect in

ways that no vaccine ever has been. A more careful accounting is

in order.
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The vaccines, in the original 2020 trials and in real-world data

through 2021, were extraordinarily effective at preventing infection

with the original strains of the virus. Efficacy was around ninety

to  ninety-five  percent  against  symptomatic  disease  for  the  first

several months after the second dose.

This effectiveness against infection began to decline in 2021 as

the virus mutated. The Delta variant reduced effectiveness against

symptomatic infection somewhat. The Omicron variant, emerging

in late 2021,  reduced it  substantially — vaccinated people,  even

those who had received boosters, could and did get infected with

Omicron, often without severe illness, but contagiously.

This was not the vaccines failing. It was the virus changing in

ways that the original vaccine, designed against an earlier strain,

no  longer  matched  as  cleanly.  The  pattern  is  the  same one  we

discussed in Chapter 4 with the flu: a vaccine against a moving

virus eventually becomes less effective against new variants. The

COVID vaccines, like flu vaccines, have been periodically updated

to keep pace.

What the vaccines have continued to do, throughout all of this

and across all  variants,  is dramatically reduce the rate of severe

disease, hospitalization, and death. This effect has held up across

years, across variants, across populations. Vaccinated people, even

when they get infected, are far less likely to be hospitalized and far

less  likely  to  die.  The  exact  numbers  vary  by  variant  and

population, but the order-of-magnitude effect on severe outcomes

has been consistent.  By the most  credible  estimates,  the COVID

vaccines,  in  their  first  several  years  of  deployment,  prevented
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somewhere  between  fifteen  and  twenty  million  deaths  globally

that would otherwise have occurred. The numbers are imprecise.

The order of magnitude is not.

The  honest  framing  is  that  the  COVID  vaccines  have  been

somewhat overpromised in one direction — they were never going

to permanently prevent infection in a world of evolving variants

— and dramatically underappreciated in the other — their effect

on severe disease has been one of the largest medical interventions

in human history.

The Honest Accounting of Side Effects

The COVID vaccines are, as a class, very safe. They are also not

free of side effects, and being honest about which side effects are

real, which are very rare, and which were exaggerated is part of

what this chapter is for.

The  common  side  effects  —  sore  arm,  fatigue,  mild  fever,

headache, muscle aches, sometimes a day or two of feeling unwell

— are not bugs. They are the immune system doing exactly what it

should be doing, which is mounting a response to the protein the

vaccine has just produced. We talked about this in Chapter 4 in the

context  of  adjuvants  and  again  in  Chapter  8  in  the  context  of

inflammation. The temporary discomfort is the point. It indicates

that the system has noticed and is responding.

Severe allergic reactions (anaphylaxis) to the mRNA vaccines

occur,  but  at  extremely  low rates  — roughly  one  in  a  hundred

thousand to one in a million doses, similar to or lower than rates

for other widely used vaccines. Such reactions, when they occur,

generally  happen  within  minutes  of  injection,  are  recognized
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quickly because vaccination sites are equipped to manage them,

and are essentially always treatable.  They are not the basis of a

serious safety concern at the population level.

The  most  genuinely  interesting  and  worth-discussing  side

effect is myocarditis — inflammation of the heart muscle — which

has  been  observed  at  elevated  rates  after  mRNA  vaccination,

particularly in young men in the sixteen-to-twenty-nine age range,

particularly  after  a  second dose,  particularly  with  the  Moderna

vaccine compared to Pfizer. The condition is real. The cases were

not denied. They were tracked, reported, and studied carefully.

What  the  data  have  shown  is  that  vaccine-associated

myocarditis is rare — roughly one case per fifty to sixty thousand

vaccinated young men in the highest-risk group — and that almost

all  cases  have  been  mild.  The  patients  are  usually  hospitalized

briefly,  treated with anti-inflammatory medications,  and recover

fully. Long-term follow-up has, on the whole, been reassuring. A

small  number  of  cases  have  been  more  serious,  and  ongoing

surveillance continues.

What  is  also  true  — and what  is  sometimes  left  out  of  the

conversation  — is  that  COVID-19  itself  causes  myocarditis  at  a

substantially higher rate than the vaccines do. Several studies have

estimated the COVID-induced myocarditis rate to be roughly five

to  ten  times  higher  than  the  vaccine-induced  rate,  with  the

COVID-induced cases tending to be more severe. For young men

weighing the risks, the comparison was never “myocarditis from

vaccine” versus “no myocarditis at all.” It was “myocarditis from

vaccine,  mostly  mild,  against  the  substantially  higher  risk  of

myocarditis from COVID itself.” The vaccine, even given the rare

cardiac side effect, came out favorably for almost every population.
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Other  reported  side  effects  —  from  temporary  menstrual

changes to Bell’s palsy to various rare neurological events — have

been  investigated.  Some were  real  and  tracked.  Some were  not

statistically  distinguishable  from  background  rates.  The  general

framework that has emerged is the one any large-scale vaccination

program  ends  up  with:  real  but  rare  adverse  events  occur,  are

tracked, are weighed against the risks of the disease itself, and the

overall calculation is updated as data accumulates.

The recommendations for COVID vaccines have been adjusted

over  time  based  on  this  evolving  picture.  Some  doses  were

dropped from the recommended schedule for some age groups.

Some were added. The frequency of recommended boosters has

changed. None of this is  a sign that the original decisions were

wrong;  it  is  a  sign  that  the  system  is  doing  what  science  is

supposed to do, which is update based on evidence.

What COVID Taught Us About Immunity

The pandemic was, among many other things, the largest natural

experiment in immunology that has ever occurred. Hundreds of

millions of people were exposed to the same virus over the same

period. Billions of people received vaccines whose effects could be

measured in real time. The data that emerged from this period has

changed how immunologists think about several things, and a few

of those changes are worth noting briefly.

First, immunity against respiratory viruses is more layered than

the  simple  “antibodies  prevent  infection”  picture  suggests.  The

strong protection against severe disease that COVID vaccines have

maintained, even as protection against infection has waned, has

shown that T cell responses — which are harder to measure than
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antibody responses but appear to be more durable — do a great

deal  of  the  work  in  keeping  serious  illness  at  bay.  Vaccination

produces both antibodies and T cell  memory; the antibody side

fades, particularly in the face of viral mutation, but the T cell side

persists.  This  has been a useful  lesson for  vaccine development

generally, and it  is shaping how the next generation of vaccines

(including for flu) is being designed.

Second, the importance of mucosal immunity — the kind of

immunity that lives in the linings of the airways and gut, which

we  met  in  Chapter  5  —  has  become  much  more  visible.  Most

current  vaccines,  including  the  COVID  mRNA  vaccines,  are

injected into muscle, which produces strong systemic immunity in

the  bloodstream  and  throughout  the  body,  but  relatively  weak

immunity  at  the  airway  surface  where  respiratory  viruses  first

land. This is part of why vaccinated people can still get infected

even when they are well-protected against severe disease: the virus

can  establish  a  foothold  at  the  upper  airway  before  systemic

immunity  kicks  in.  The  next  generation  of  respiratory  virus

vaccines  may  include  nasal  sprays  or  other  delivery  methods

designed  to  produce  stronger  mucosal  immunity.  Several  such

vaccines are in development.

Third, the role of long-term antiviral memory has been better

characterized.  Studies  of  COVID  survivors  years  after  infection

have shown that, even when antibody levels have fallen, memory

B cells  and T cells  specific  to  the  virus  persist  and can rapidly

respond to new exposure. This is a confirmation, in unprecedented

detail, of the basic picture we sketched in Chapter 4. It is also a

useful corrective to early pandemic concerns that immunity might
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not last — in fact, immunity to the underlying virus seems to last

reasonably well, even though immunity to specific variants of that

virus can wane.

What Comes Next

The mRNA platform that Karikó and Weissman built over thirty

years  has  now  produced  more  than  the  COVID  vaccines.  The

technology has been, in some sense, validated. The infrastructure

for producing mRNA at scale exists. The regulatory pathways are

established. Several other applications are well into development.

mRNA  vaccines  for  influenza,  designed  to  be  more  flexible

than current flu vaccines, are in advanced trials. mRNA vaccines

for  RSV  (respiratory  syncytial  virus),  for  cytomegalovirus,  for

various sexually transmitted infections, and for tuberculosis are at

various  stages  of  development.  Some are  likely  to  be  approved

within the next several years.

The  most  exciting  non-infectious-disease  application  is  in

cancer.  We mentioned this  briefly in  Chapter  12  — the idea of

personalized  cancer  vaccines,  designed  against  the  specific

mutations in an individual patient’s tumor, delivered as mRNA.

Several  trials  in  melanoma,  pancreatic  cancer,  and  other

malignancies  have  produced  encouraging  early  results.  The

technology that defended us against a virus may, within the next

decade, be one of the tools we use to attack the cancers that have,

until now, escaped immunological detection.

Karikó  and  Weissman  shared  the  2023  Nobel  Prize  in

Physiology  or  Medicine.  The  citation  noted  that  their  work,

decades in the making, had been essential to the development of
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one of the most important vaccines in human history. Karikó, who

had been demoted at Penn in 1995 for failing to bring in grants,

had spent forty years on the work that the world finally needed.

A Note on Disagreement

Before we leave this chapter, one careful word.

The  COVID  vaccines  have  been  one  of  the  most  politicized

medical products of recent decades, and many readers will have

lived through the pandemic having strong feelings about them, in

either  direction.  The  book has  tried,  in  this  chapter,  to  present

what  the  science  actually  shows,  with  appropriate

acknowledgment of both the strong evidence and the legitimate

uncertainties.

What the science says is that the vaccines were safe, were highly

effective  at  preventing  severe  disease,  and  very  probably  saved

millions of lives. What the science does not say is that anyone who

declined to be vaccinated was a bad person, that the public health

response  was  perfect,  that  all  of  the  recommendations  made

during the pandemic were optimal, or that there is no room for

honest  disagreement  about  specific  policy  decisions.  Some

recommendations were better than others. Some communication

was  clearer  than  other.  Reasonable  people  drew  different

conclusions about specific questions — mandates, school closures,

certain  age-group  recommendations  —  and  the  disagreements

were, sometimes, about real trade-offs, not just bad faith.

What this  book hopes is  that,  by knowing how the immune

system actually  works,  what  mRNA actually  is,  what  the  trials

actually  showed,  and  what  the  honest  accounting  of  risks  and
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benefits  looks  like,  the  reader  is  better  equipped  to  think  for

themselves about future versions of these conversations. We will

have more pandemics. We will have more vaccines. We will have

more  debates  that  mix  legitimate  scientific  uncertainty  with

political conflict, and the line between the two will sometimes be

difficult to find. The reader who has finished this chapter has, at

least, more tools for the work of finding it.

✦  ✦  ✦

So this is what mRNA is, and what it did, and what it taught us.

A Hungarian biochemist, who had worked on a problem that

almost nobody believed was worth working on, kept working on

it.  The  technology  she  helped  to  build  was,  at  the  moment  of

greatest  need,  ready.  The  vaccines  made  possible  by  that

technology saved millions of lives. The same technology is now

being  applied  to  other  diseases,  including  some  of  the  most

difficult ones medicine has ever faced.

The  lesson,  beyond  any  specific  pandemic  or  any  specific

debate,  is  one  the  book  has  been  making  in  different  forms

throughout.  Long, patient,  often unfunded scientific work,  done

by people who are not always recognized while it matters most, is

what  makes  it  possible  for  medicine  to  do  what  medicine

sometimes does, which is to save lives that would otherwise have

been lost. The wins of the next half century will rest on work being

done  now,  in  laboratories  whose  names  you  do  not  know,  by

researchers  who are  mostly  not  famous.  Some of  them will  be

wrong.  Some  of  them  will  be  right.  The  system  that  produces

medicine, with all its slowness and imperfections and occasional

moments of speed, is one of the more remarkable things humans
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have built. It is worth understanding from the inside, which this

book has tried to provide.  It  is  also worth,  on occasion,  simply

noticing.

The next chapter circles back to a topic we touched on early

and have returned to several times: the microbiome. There is now

an  enormous  popular  literature  about  gut  bacteria,  much  of  it

overheated,  and a careful  look at  what we actually know is the

right  way  to  bring  this  part  of  the  book  to  a  close  before  the

glossary and the epilogue.
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C H A P T E R  1 8

18

The Microbiome Decade
✦

n  January  2013,  the  New  England  Journal  of  Medicine

published a clinical trial that had been stopped early. This is

unusual  and  almost  always  for  one  of  two  reasons.  Either  the

treatment  being  tested  is  causing  serious  harm,  in  which  case

stopping  is  ethically  required.  Or  the  treatment  is  working  so

much better  than the  comparison that  it  would be  unethical  to

keep giving the comparison treatment to half the patients in the

study.

This was the second case.

The trial, run by a Dutch research group led by Els van Nood,

was  treating  patients  with  recurrent  infections  of  a  bacterium

called Clostridioides difficile, often abbreviated C. diff. C. diff is a

problem mostly of hospitals and nursing homes. It typically takes
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hold  after  a  course  of  antibiotics  has  wiped  out  the  protective

bacteria of the gut, leaving the colon’s surface free for C. diff to

colonize.  The  bacterium  produces  toxins  that  cause  severe,

sometimes  life-threatening  diarrhea.  The  standard  treatment,

ironically, is more antibiotics — specifically, vancomycin — which

works the first time in most cases but often fails in patients who

have relapsed multiple times. For those patients, with C. diff that

keeps coming back after every course of antibiotics, the prognosis

can be grim. Some die.

The Dutch researchers were testing an alternative.  Instead of

more  antibiotics,  they  were  taking  stool  samples  from  healthy

donors,  processing  them  carefully,  and  infusing  the  resulting

bacterial slurry into the patients’ upper intestines through a thin

tube. The procedure had a name that everyone tried not to say at

dinner  parties:  fecal  microbiota  transplant.  The  idea  was  that

transplanting  an  entire  functional  microbial  community  from a

healthy person could re-establish the protective bacteria that the

antibiotics had destroyed, crowding out C. diff and restoring the

colon to a state in which it could defend itself.

The  patients  in  the  standard-treatment  arm  —  vancomycin

alone — had their infection cured about thirty percent of the time.

The patients who received the fecal transplant had their infection

cured more than ninety percent of the time. The difference was so

large, and the disease so serious, that the trial’s safety monitoring

board  concluded  that  continuing  was  ethically  untenable.  The

fecal transplant arm was, by any reasonable measure, a different

category  of  intervention.  The  trial  was  stopped.  The  remaining

patients in the trial were offered the transplant.
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This  trial,  published in  one  of  the  most  prestigious  medical

journals in the world, did something that the microbiome field had

been trying  to  do  for  years.  It  demonstrated,  with  high-quality

randomized  evidence,  that  manipulating  the  bacterial

communities of the gut could cure a real disease that nothing else

reliably  could.  The  community  of  resident  microbes  was  not  a

metaphor. It was a functional organ, and giving someone a healthy

version of it could heal them.

This  is  the  chapter  where  we  look  back  on  the  decade  that

followed — a decade in which microbiome research went from a

small specialty to one of the largest and most overhyped areas of

biology — and try to sort out what was actually established and

what was sold to us in podcasts.

What We Actually Know

Some  statements  about  the  gut  microbiome  are  now  well-

established enough that you can build on them. The list is shorter

than the popular literature suggests, but it is real.

The  microbiome is  a  community,  not  a  fixed  inventory.  The

composition of bacteria in any individual gut shifts based on diet,

antibiotic  exposure,  illness,  age,  and a long list  of  other factors.

There is no single “ideal” microbiome that everyone should aim

for.  The communities of healthy people are quite different from

each other, and what counts as healthy seems to be more about

overall diversity and certain functional capabilities than about any

specific list of bacteria.
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Antibiotics disrupt the microbiome in measurable, sometimes

durable  ways.  A  course  of  antibiotics  can  shift  the  community

composition  for  weeks  to  months,  and  certain  antibiotics  can

produce  changes  that  persist  for  years.  This  is  not,  by  itself,  a

reason to refuse necessary antibiotics — the diseases they treat are

often life-threatening, and the alternative is much worse — but it is

a  reason  to  take  antibiotics  when they  are  needed and not  for

things they cannot help, such as viral infections.

Diet shapes the microbiome rapidly. Within days of changing

what you eat — from a typical Western diet to one heavy in plant

fiber,  for  instance,  or  vice  versa  —  the  dominant  bacterial

populations  in  the  gut  shift  in  measurable  ways.  The  shift  is

reversible.  The  microbiome is,  in  this  respect,  a  fast-responding

system that takes its cues from what is currently passing through.

The  microbiome  contributes  to  the  function  of  the  immune

system, the metabolism, and probably several  other systems we

are  still  figuring  out.  The  mechanisms  are  increasingly  well-

mapped:  short-chain  fatty  acids  produced  by  bacterial

fermentation of fiber affect the gut wall, the regulatory T cells we

met  in  Chapter  7,  and  probably  several  systemic  processes.

Bacterial  metabolites  enter  the  bloodstream  and  reach  distant

organs. The community of microbes is, in a real and quantifiable

sense, part of the body, even though none of its cells share your

DNA.

These statements are well-supported. They are also, you may

notice, fairly modest. They do not say that any specific bacterium

causes any specific disease, that any particular probiotic product

will  give  you  a  particular  outcome,  or  that  any  single  dietary
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intervention  will  transform  your  gut.  The  careful  version  of

microbiome  science  is  more  limited  and  more  honest  than  the

version on the supplement shelf.

The Genuine Wins

The clearest clinical success of microbiome science, to date, is fecal

transplant for recurrent C. diff infection. As of the mid-2020s, this

is  now  standard  of  care  in  many  countries  for  patients  with

multiple relapses, and the procedure has been refined into more

pleasant  forms  —  capsules  of  freeze-dried,  processed  donor

material that can be swallowed, rather than the original infusions.

Recently, regulated and standardized fecal-derived products have

begun  to  receive  FDA  approval,  formalizing  what  had  been  a

somewhat improvisational procedure.

A few other clinical applications have shown enough promise

to  be  taken  seriously,  though  most  are  still  being  worked  out.

Certain  forms  of  inflammatory  bowel  disease  may  respond  to

microbiome-modulating  therapies  in  some  patients,  though  the

data are mixed and no single approach has yet emerged as clearly

effective.  Antibiotic-associated  diarrhea,  both  during  and  after

antibiotic courses,  can sometimes be reduced by certain specific

probiotics,  although the  evidence  is  most  clear  for  hospitalized

adults  receiving high-risk antibiotic  regimens,  and the products

and  strains  that  work  are  not  the  ones  most  people  buy  at

drugstores.

There is also an emerging conversation about the microbiome’s

effect on cancer immunotherapy. Several studies have found that

patients  with  certain  gut  bacterial  profiles  respond  better  to

checkpoint inhibitors (the cancer drugs we discussed in Chapter
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12)  than  patients  with  different  profiles.  Early  trials  of  fecal

transplants  in  patients  who  have  stopped  responding  to

immunotherapy  have  produced  encouraging  results.  This  is  a

striking  finding  if  it  holds  up:  the  bacteria  in  your  gut  may

modulate  how  well  your  T  cells  work  against  your  cancer

somewhere else in your body. The implications, if real, are large.

The work is still in progress.

The Hype Machine

Now we have to be honest about the rest.

Beginning around 2010 and accelerating through the decade,

microbiome  research  went  through  something  that  happens  to

most exciting young fields. Sequencing technology became cheap

enough that researchers could measure microbiome composition

in  any  group  of  people  and  any  condition  they  wanted.  The

studies  multiplied.  Almost  every  disease  was,  at  some  point,

looked at  through a microbiome lens,  and almost every disease

showed  some  difference  in  microbiome  composition  between

affected  and  unaffected  people.  The  journals  filled  with

associations.

The trouble with associations — and this is the part that almost

every popular treatment of the microbiome glosses over — is that

they do not, by themselves, tell you which way causation runs. If

people  with  depression have  different  gut  bacteria  than people

without depression, this could mean that the bacteria contribute to

depression, or it could mean that depression (and the diet, sleep,

and behavior changes that come with it) shapes the bacteria, or it

could mean that some third factor influences both. Distinguishing

these  possibilities  requires  intervention  studies  —  studies  in
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which the bacteria are deliberately changed and the disease is then

tracked — and intervention studies are much harder to do, much

more expensive, and much rarer in the literature.

The  decade  of  explosive  microbiome  association  studies

produced thousands of papers. The decade of carefully designed

intervention  studies  produced very  few.  The  popular  literature,

however, drew freely from the associations and presented them as

if they had been mechanistically established. The result is a public

discourse in which the gut microbiome has been blamed for, and

credited  with,  almost  everything:  depression,  autism,  anxiety,

obesity,  longevity,  intelligence,  cancer,  athletic  performance,  the

quality of one’s relationships, and the political affiliations of one’s

children. Some of these claims have a thread of real science behind

them.  Most  of  them  are  running  far  ahead  of  what  has  been

demonstrated.

A few specific examples are worth treating individually.

Some Specific Claims, Sorted

The gut-brain axis and depression. The underlying biology is real.

The vagus nerve carries  signals  between the gut and the brain.

Bacterial  metabolites enter the bloodstream and can affect brain

function.  Certain  neurotransmitter  precursors  are  produced  or

modified by gut bacteria. There are mechanistic hypotheses that

range from plausible to speculative.

What is overhyped is the leap from these mechanisms to the

claim that you can treat depression by adjusting your gut bacteria.

The intervention studies in human depression have been, on the

whole, disappointing. A few small trials of certain probiotic strains
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in  mild  depression  have  shown  small  effects.  Larger  trials  in

clinical depression have mostly not. The microbiome may turn out

to be one of many factors involved in mood disorders, alongside

genetics,  neurochemistry,  life  circumstances,  and the things that

humans have always understood to affect mood. It is not, on the

available evidence, a quick fix for any of these things.

The  microbiome  and  obesity. There  is  genuinely  interesting

evidence  here,  including  the  famous  experiments  by  Jeffrey

Gordon’s lab in which microbiome transplants from obese versus

lean mice produced different weight outcomes in recipient mice.

Bacterial  communities  clearly  affect  how  efficiently  calories  are

extracted from food and how energy is stored.

What is overhyped is the implication that you can lose weight

by manipulating your microbiome through commercial products.

Human  studies  of  microbiome-based  weight-loss  interventions

have generally produced small or null effects. The mouse studies

have not translated cleanly. The microbiome may be a part of how

human  metabolism  works  —  we  know  it  is  —  but  it  is  not  a

leverage point that consumer products have yet figured out how to

manipulate effectively. The interventions that work for sustained

weight management remain the slow ones: dietary patterns over

years,  regular  movement,  and,  for  some  people,  the  new

generation of GLP-1 receptor agonist medications, which work on

a different system entirely.

The  microbiome  and  autism. Some  studies  have  found

differences  in  the  gut  microbiomes  of  autistic  and  non-autistic

children.  Some  have  found  correlations  between  certain

microbiome  features  and  the  severity  of  certain  co-occurring

symptoms (gastrointestinal issues, in particular).
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What is dangerous is the leap from these findings to claims that

autism can be treated,  prevented,  or cured through microbiome

interventions.  There  is  no  good  evidence  for  any  such

intervention. Some of the protocols promoted on the basis of these

claims involve aggressive treatments, including unauthorized fecal

transplants, that carry real risks for children. Autism is a complex

developmental difference with strong genetic components and a

long  history  of  being  targeted  by  unscientific  cures.  The

microbiome research is interesting and worth following. It is not,

in 2025, a treatment.

The microbiome and longevity. Studies  of  centenarians have

found  certain  microbiome  features  that  distinguish  them,  on

average,  from  younger  old  people.  Some  of  these  features  may

reflect features of long-lived people that affect their microbiomes,

rather than features of microbiomes that produce long lives.

What is  overhyped is  essentially the entire industry that has

grown  up  around  selling  longevity-via-gut-bacteria  products.

None of these products has been shown, in serious trials, to extend

life. The actual interventions that have been shown to extend life

involve the things we have been discussing throughout this book

— sleep, movement, social connection, not smoking, getting your

medications  and  your  vaccinations  —  and  microbiome

supplements have not, so far, been added to that list.

Babies, Briefly

One  area  of  microbiome  research  that  has  produced  both  real

findings and substantial public confusion is early life.
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Babies  are  born  essentially  without  their  adult  microbiome.

The first weeks and months of life are when the gut is colonized

for the first time, in a process that involves bacteria from the birth

canal  (in  vaginally  delivered  babies),  the  skin  and  breast  (in

breastfed babies), and the surrounding environment. The pattern

of colonization in the first year of life sets up a community that,

while it changes throughout life, has lasting features.

Several real associations have been found. C-section delivery is

associated  with  somewhat  different  early  microbiomes  than

vaginal  delivery,  and  some  studies  have  found  higher  rates  of

certain conditions (asthma, certain allergies) in children delivered

by C-section,  though the  size  of  the  effect  is  modest  and other

factors  (including  the  antibiotics  often  given  during  C-sections)

confound  the  picture.  Breastfeeding  produces  a  microbiome

substantially  different  from  that  of  formula-fed  babies,  with

breastfed infants having higher proportions of certain bacteria that

appear to be beneficial.

What has been overinterpreted is the implication that mothers

who deliver by C-section or who use formula are damaging their

children’s  microbiomes  in  ways  that  have  major  lifelong

consequences.  Some  entrepreneurs  have  promoted  “vaginal

seeding” — swabbing C-section babies with maternal vaginal fluid

— as a way to address the supposed damage. The practice has not

been shown to provide benefit, has been associated with rare but

real risks of transferring pathogens like Group B strep, and is not

recommended by major medical bodies.

The reasonable summary is that mode of delivery and feeding

do affect the early microbiome, and these factors have small effects

on  certain  later  outcomes.  The  effects  are  real  and  worth
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understanding. They are also small enough that they should not

be a source of guilt for any parent whose circumstances led to a

different  choice.  Babies  are,  on the whole,  remarkably robust  to

variation in early microbiome composition, and the major factors

that affect a child’s life are, mostly, not microbiome-related.

What About Microbiome Tests?

A  whole  industry  has  emerged  offering  at-home  microbiome

testing kits.  You collect a stool sample, send it  in, and receive a

report  listing  the  bacteria  found  in  your  gut,  often  with

recommendations  for  diet,  supplements,  and  lifestyle  changes

designed to “optimize” your microbiome.

The technology behind these tests is real — the sequencing is

done with the same kinds of methods used in research labs — but

the interpretation is mostly not. There is, currently, no consensus

on what an optimal microbiome looks like for any given person.

The  recommendations  these  companies  provide  are  based  on

associations  that  are  often  weak  or  contested,  and  the

recommendations themselves often boil down to “eat more fiber,

eat  more fermented foods,  sleep well,  manage stress” — advice

you do not need a stool sample to receive. Some tests recommend

specific supplements that the same company sells.

If you are curious about your microbiome composition, these

tests can satisfy that curiosity. As tools for changing your health in

ways  the  recommendations  support,  they  are  mostly  oversold.

Save the money for something with better evidence behind it.
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What the Next Decade May Bring

The first decade of intense microbiome research produced more

associations than interventions and more hype than therapies. The

next decade is likely to produce more therapies, fewer associations,

and — ideally — less hype. Several specific directions are worth

watching.

Engineered probiotics.  Rather  than the  current  generation of

products,  which mostly contain bacteria selected for survival  in

shipping, the next generation of probiotic products may contain

bacteria  specifically  engineered  to  perform specific  functions  in

the gut — producing particular metabolites, displacing particular

pathogens,  modulating  particular  immune  cells.  Several  such

products are in development. They will probably be regulated as

drugs rather than as supplements, which means they will have to

demonstrate efficacy in clinical trials before being approved. This

is the kind of microbiome-based therapy that may actually deliver

on the promises the supplement industry has been making for a

decade.

Standardized fecal transplant products. The C. diff use case has

produced  enough  demand  that  several  companies  are  now

producing  carefully  screened,  freeze-dried,  capsule-form  fecal

transplant  products  approved  as  medical  treatments.  These  are

likely  to  be  expanded  to  other  indications  as  the  evidence

develops.

Microbiome-tuned cancer immunotherapy. As the link between

gut  bacteria  and  immunotherapy  response  is  worked  out,

oncologists  may  begin  to  deliberately  modify  patients’

S E L F  &  O T H E R

246



microbiomes as part of cancer treatment. Whether this works in

practice, and at what scale, remains to be seen. The early results

are promising enough that the trials are real.

Better  measurement.  Most  microbiome  research  so  far  has

identified  bacterial  communities  by  sequencing  fragments  of

bacterial  DNA.  The  next  generation of  techniques  is  starting  to

look at what those bacteria are actually doing — which genes they

are expressing, which metabolites they are producing, how they

are interacting with each other and with the host. This is harder,

more expensive, and more informative. The papers that come out

of this work over the next decade will probably be more useful

than the papers we have had so far.

✦  ✦  ✦

The honest summary of the microbiome decade is that the science

is  real  and  remains  exciting,  that  several  genuine  clinical

applications have emerged, that the hype substantially exceeded

the  evidence,  and  that  the  next  decade  of  work  will  probably

narrow the gap between what is claimed and what is true.

Your microbiome matters. The community of bacteria living in

your  gut  is  not  a  passenger;  it  is  a  working  part  of  you  that

contributes  to  your  immune  system,  your  metabolism,  and

probably  several  other  things  we  have  not  yet  fully  mapped.

Eating fiber feeds it. Antibiotics damage it. Stress, sleep, and other

systemic  factors  shift  it.  Caring  about  your  microbiome,  in  the

form of generally caring about a sensible diet, is reasonable.

What  is  not  reasonable,  on  the  available  evidence,  is  the

elaborate  edifice  of  products,  protocols,  and  personalized

recommendations  that  has  been  built  on  top  of  the  underlying
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science. Most of it does not deliver. Some of it does. Distinguishing

one  from  the  other  is  a  skill  that  requires  looking  at  evidence

rather than at marketing, and the same skill that has served you

throughout this book — noticing what is well-supported, what is

suggestive,  and what  is  being sold to you on premises  that  the

science does not support — will continue to serve you here.

The  next  chapter  of  this  book  is  the  glossary.  It  is  a  short

reference  for  the  terms  that  have  appeared  in  the  previous

chapters and that will appear in any medical news article you read

for the rest of your life. After that, the epilogue, where we return to

the seven-year-old on the bicycle.

Almost there.
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A Glossary of Medical News
✦

his chapter is a reference. It is here so that, the next time you

read  a  news  article  about  a  new  biologic,  a  checkpoint

inhibitor,  a  cytokine  storm,  or  some  other  term  that  medical

journalism uses without explaining, you have somewhere to go.

The list  is  not  exhaustive.  It  is  the  set  of  words that  appear

regularly  in  mainstream  coverage  of  immunology,  infectious

disease, vaccines, autoimmune conditions, and cancer treatment.

Most of them have appeared somewhere in the previous chapters.

Some are repeated here, with shorter, more useful definitions for

quick reference. The voice here is more clipped than in the rest of

the book, on purpose. You can read this chapter straight through if

you want, or you can come back to it whenever you need it. Most

readers, I expect, will use it as a kind of standing reference.
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A  general  note  before  we  start.  Most  medical  jargon  was

originally  created  to  be  precise,  not  to  confuse.  The  Greek  and

Latin roots make sense once you know them. A “phago-cyte” is an

eating cell. A “lympho-cyte” is a cell of the lymph system. An “im-

mun-o-globulin” is an immune-related globular protein. A “cyto-

kine”  is  a  cell-mover.  The  vocabulary  becomes  much  less

intimidating once you start hearing the underlying parts.

The Cells

Names of immune cells you will encounter in news articles. We

met all of them in Chapters 2, 3, and 7.

Macrophage. A large white blood cell that lives in tissues and

eats things — bacteria, dead cells, debris. Also a major source of

cytokines,  the  chemical  signals  that  coordinate  the  rest  of  the

immune  response.  Different  tissues  have  different  specialty

macrophages with different names: Kupffer cells (liver), microglia

(brain), osteoclasts (bone).

Neutrophil. The most abundant white blood cell. Short-lived,

fast, aggressive. The first cells to swarm a wound or infection. Pus

is mostly dead neutrophils.

Dendritic cell. A long-armed cell that lives in tissues, samples

its surroundings, and carries fragments of any foreign material it

finds to the nearest lymph node, where it presents them to T cells.

The bridge between innate and adaptive immunity.

B cell.  A type of lymphocyte (a small white blood cell)  that,

when activated by a matching antigen, produces antibodies. Each

B  cell  has  its  own  unique  antibody,  generated  by  the  V(D)J

shuffling we discussed in Chapter 3.
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Plasma cell.  An  activated  B  cell  in  full  antibody-production

mode.  The  cellular  factories  that  flood  the  bloodstream  with

antibodies during an infection.

T  cell.  A  type  of  lymphocyte  that  recognizes  fragments  of

antigens  displayed on  other  cells’  MHC molecules.  Three  main

flavors: helper T cells (which orchestrate the response), killer T cells

(which destroy infected or cancerous cells), and  regulatory T cells

(which calm the response down).

Treg. Short for regulatory T cell. Often pronounced “tee-reg.” A

T cell  whose job is  to suppress immune responses,  keeping the

system from attacking harmless things or itself.

NK cell. Natural killer cell. An innate-immunity counterpart to

killer T cells, looking for cells that have stopped displaying their

normal MHC molecules — often a sign of viral infection or cancer.

Mast  cell.  A  tissue-resident  cell  loaded  with  granules  of

histamine  and  other  chemicals.  When  triggered,  often  by  IgE

binding  its  target,  the  mast  cell  dumps  its  granules  into  the

surrounding tissue. Responsible for most allergy symptoms.

Eosinophil.  A  white  blood  cell  specialized  for  fighting

parasites  and  involved  in  some  allergic  responses.  Elevated

eosinophil counts in blood tests often signal allergy or parasitic

infection.

Microglia. Macrophages of the brain. They patrol brain tissue,

clear  debris,  and  respond  to  damage  or  infection.  Increasingly

implicated in neurodegenerative diseases and depression.
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The Molecules

Proteins and other small molecules that show up in news articles

about immunology and disease.

Antigen.  Anything  the  immune  system  recognizes  and

responds to. A protein on a virus, a fragment of a bacterial wall, a

peanut protein, a piece of someone else’s tissue. The general term

for “thing the immune system pays attention to.”

Antibody. A Y-shaped protein produced by B cells that binds

to  a  specific  antigen  with  very  high  precision.  Antibodies

neutralize,  mark  for  destruction,  or  otherwise  mark  out  their

targets. Also called immunoglobulin or Ig.

Antibody classes (IgG, IgM, IgA, IgE, IgD). Five major flavors

of  antibody,  each  suited  to  a  different  role.  IgG is  the  most

abundant, the workhorse of long-term immunity.  IgM is the first

antibody made in a new infection. IgA is concentrated at mucosal

surfaces (gut,  airways,  breast  milk).  IgE drives allergic  reactions

and parasite defense. IgD is the one nobody has fully figured out.

Monoclonal  antibody.  A  laboratory-produced  antibody,

derived from a single B cell line, that binds one specific target. The

basis of an entire class of modern drugs (rituximab, adalimumab,

pembrolizumab, and many others). Drugs whose names end in “-

mab” are monoclonal antibodies.

Autoantibody. An antibody that recognizes one of the body’s

own  proteins.  Autoantibodies  are  characteristic  of  autoimmune

diseases.  Their  presence  in  blood  tests  can  confirm  or  suggest

specific conditions — anti-thyroid antibodies in Hashimoto’s, anti-

nuclear antibodies in lupus, anti-CCP in rheumatoid arthritis.
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Neutralizing  antibody.  An  antibody  that,  by  binding  to  a

virus, physically prevents the virus from entering cells. The kind

of antibody most relevant to vaccines that prevent viral infection.

Cytokine.  A  small  protein  released  by  immune  cells  (and

others)  to  send  signals  to  other  cells.  Cytokines  coordinate  the

immune response: who shows up, where, in what numbers, and

how  vigorously  they  respond.  There  are  dozens  of  named

cytokines,  each  with  its  own  role.  TNF,  IL-1,  IL-6,  IL-17,  the

interferons, and many others.

Cytokine storm. A runaway inflammatory response in which

cytokines amplify each other faster than the system can resolve

them. Can occur in severe infection, in some autoimmune crises,

and as a managed side effect of CAR-T therapy.

Complement.  A set  of  about thirty proteins that  float in the

blood, bind to bacterial and other foreign surfaces, and either tag

them for destruction or directly poke holes in them. One of the

oldest parts of the immune system, evolutionarily speaking.

MHC  /  HLA.  The  molecular  ID  badges  every  cell  wears,

displaying samples of what is currently inside that cell. T cells read

them constantly.  The  same molecules  go  by  different  names  in

different  contexts:  MHC  (in  textbooks  and  other  animals)  and

HLA (in humans). MHC class I is on almost every cell. MHC class

II is mostly on dendritic cells, macrophages, and B cells.

Histamine. The most famous chemical released by mast cells.

Causes  blood  vessels  to  widen  and  leak,  smooth  muscle  to

contract, nerve endings to fire (itching). The thing antihistamines

block.
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Adjuvant. A substance added to a vaccine to make the immune

response  stronger.  Without  an  adjuvant,  many  vaccines  would

produce  only  weak  immunity.  Common  adjuvants  include

aluminum salts and certain lipids. The sore arm after a vaccine is

mostly the adjuvant doing its job.

The Processes

Mechanisms and patterns the immune system runs on.

Inflammation. The general term for the local immune response

to  injury  or  infection:  redness,  swelling,  heat,  pain.  Acute

inflammation  is  brief  and  resolves.  Chronic  inflammation  is

sustained and can damage tissue over time.

Phagocytosis. The process by which cells like macrophages and

neutrophils  engulf  and  digest  particles  —  bacteria,  dead  cells,

debris. Greek for “cell eating.”

Apoptosis. Programmed cell death. A controlled, orderly self-

destruction  process  by  which  cells  fold  themselves  up  and  are

quietly  cleaned  up  by  macrophages.  Used  both  as  a  normal

developmental process and as a tool of immune defense — killer T

cells trigger apoptosis in their targets.

Tolerance. The state of not responding to a particular antigen

even though it could be recognized. Central tolerance happens in

the thymus, where dangerous T cells are deleted before they can

leave.  Peripheral  tolerance  is  maintained  by  Tregs  and  other

regulatory mechanisms throughout the body.
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Immunosurveillance.  The  general  process  by  which  the

immune system continuously scans the body for cells  that  have

gone wrong — infected, mutated, or cancerous. The basis of cancer

immunology.

Sensitization.  The  first  encounter  that  primes  the  immune

system to recognize a particular antigen. In allergy, sensitization is

the  first  exposure  that  produces  IgE  against  an  allergen;

subsequent exposures then trigger the allergic reaction.

Immunogenic. Capable of provoking an immune response. A

vaccine is designed to be immunogenic. A transplanted organ is

immunogenic in ways we wish it weren’t. Used as both a positive

(“strongly immunogenic vaccine”) and a negative (“immunogenic

to the recipient”).

The Treatments

Modern medicine relies heavily on terms describing specific kinds

of immune-modifying therapies. These are the ones that show up

most in news coverage.

Vaccine. A preparation that triggers immune memory against a

specific  pathogen  without  causing  the  disease  itself.  Modern

vaccines  come  in  several  types:  live  attenuated  (weakened),

inactivated (killed), subunit (a piece of the pathogen), and mRNA

(the recipe for one viral protein, made temporarily by your own

cells).

Live  attenuated  vaccine.  A  vaccine  made  from  a  real,

replicating  pathogen  that  has  been  weakened  so  much  it  can’t

cause  significant  disease.  Usually  produces  strong,  long-lasting

immunity. Examples: MMR, chickenpox.
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Inactivated  vaccine.  A  vaccine  made  from killed  pathogens.

Safe but generally produces less durable immunity, often requiring

boosters. Examples: most flu vaccines, polio (in the US), hepatitis

A.

Subunit  vaccine.  A  vaccine  containing  just  a  piece  of  the

pathogen — typically one or a few proteins. Examples: hepatitis B,

HPV, the protein-based COVID vaccines.

mRNA  vaccine.  A  vaccine  that  delivers  a  strand  of  mRNA

encoding a viral protein, which the body’s own cells then briefly

produce.  The  mRNA  degrades  within  hours.  Examples:  the

Pfizer/BioNTech and Moderna COVID vaccines.

Biologic.  A  drug  made  of  large  biological  molecules  —

typically  antibodies  or  fragments  of  antibodies  —  designed  to

target  a  specific  protein  in  the  body.  Most  biologics  for

autoimmune disease block specific cytokines (TNF, IL-6, IL-17) or

specific  cells  (B  cells).  The  class  that  has,  more  than any other,

transformed treatment of autoimmune disease in the last twenty-

five years.

Checkpoint inhibitor. A class of cancer immunotherapy drugs

that releases the brakes on T cells, allowing the immune system to

attack  cancer  cells  it  had  been  ignoring.  The  major  targets  are

CTLA-4  (ipilimumab)  and  PD-1/PD-L1  (pembrolizumab,

nivolumab, atezolizumab, others). Subject of the 2018 Nobel Prize.

CAR-T cell therapy.  A cancer treatment in which a patient’s

own T cells are extracted, engineered to carry a chimeric antigen

receptor (CAR) that recognizes a cancer-specific protein, expanded

in number, and infused back. Especially effective in certain blood

cancers; harder for solid tumors.
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IVIG / SCIG. Intravenous (or subcutaneous) immunoglobulin.

Pooled antibodies from healthy donors, used to treat people with

antibody  deficiencies  (CVID  and  others).  Also  used  in  some

autoimmune conditions for less well-understood reasons.

Immunosuppressant.  A drug that broadly dampens immune

activity. Used in autoimmune disease, organ transplantation, and

some  inflammatory  conditions.  Older  immunosuppressants

(steroids, methotrexate, azathioprine) are nonspecific. Newer ones

(biologics, JAK inhibitors) target specific pathways.

Steroids.  In  immune  contexts,  this  almost  always  means

corticosteroids  —  prednisone,  hydrocortisone,  dexamethasone,

and their  relatives.  Powerful,  broadly immunosuppressive,  often

the first line for severe autoimmune flares. Long-term use has a

wide range of side effects.

TNF inhibitor.  A type of biologic that blocks tumor necrosis

factor, a cytokine central to inflammation in rheumatoid arthritis,

IBD, psoriasis, and several other diseases. Examples: adalimumab

(Humira), infliximab (Remicade), etanercept (Enbrel).

JAK inhibitor. A small-molecule drug that blocks Janus kinase,

an enzyme inside cells  that many cytokines use to deliver their

signals. Used in rheumatoid arthritis, certain inflammatory bowel

diseases,  severe  atopic  dermatitis.  Examples:  tofacitinib,

baricitinib, upadacitinib.

Antiretroviral.  A  drug  that  blocks  the  replication  of

retroviruses  (HIV  being  the  famous  one).  Modern  combination

antiretroviral therapy can suppress HIV to undetectable levels and

is  one  of  the  major  medical  achievements  of  the  late  twentieth

century.
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The Diseases and States

Terms  used  to  describe  immune-related  conditions  and  the

patterns they follow.

Autoimmune disease. A disease in which the immune system

mistakenly attacks the body’s own tissue. Includes type 1 diabetes,

multiple sclerosis, lupus, rheumatoid arthritis, Hashimoto’s, celiac,

and  dozens  more.  Roughly  five  to  ten  percent  of  people  are

affected.

Allergic  /  atopic.  Allergic  refers  to  immune  reactions  to

harmless  substances,  mediated  by  IgE.  Atopic  is  a  related  term

used for the family of conditions that often run together: eczema,

hay fever, asthma, food allergies. People with one are statistically

more likely to have others.

Anaphylaxis.  Severe  systemic  allergic  reaction,  with

widespread  mast  cell  activation,  dropping  blood  pressure,

swelling of airways. Treated immediately with epinephrine. Life-

threatening if untreated.

Immunodeficiency.  A  state  in  which  the  immune  system  is

impaired.  Primary  immunodeficiency  is  genetic  (SCID,  CVID,

others).  Secondary  immunodeficiency  is  acquired  (HIV,

immunosuppressive drugs, chemotherapy, certain cancers).

Flare. A worsening of symptoms in a chronic autoimmune or

inflammatory  condition.  Most  autoimmune  diseases  have  a

relapsing-remitting pattern, with periods of more and less active

disease.  The  terms  “flare”  and  “relapse”  are  mostly

interchangeable.
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Remission. A state in which a disease is not actively producing

symptoms or inflammation. May be partial or complete; may be

drug-induced  or  spontaneous.  In  some  cancers,  “complete

remission” means no detectable disease, but does not necessarily

mean cure.

Seroconversion.  The  point  at  which  antibodies  against  a

particular  antigen  become  detectable  in  blood.  People  are

described  as  having  “seroconverted”  after  a  vaccine  or  after

recovering from an infection. The opposite term, “seronegative,”

means the antibodies cannot be detected.

Trained  immunity.  Recently  described  concept  that  some

innate immune cells (macrophages, NK cells) can develop a kind

of memory — not antigen-specific like adaptive immunity, but a

more general state of readiness after a strong infection. An active

research area.

The Evidence Vocabulary

Terms  about  how  medical  evidence  is  generated  and  reported.

Understanding these makes most medical news much clearer.

Randomized controlled  trial.  The  gold  standard  of  medical

evidence.  Patients  are  randomly  assigned  to  either  a  treatment

group or a control group; the difference in outcomes between the

groups is the evidence for the treatment’s effect. Often abbreviated

RCT.

Placebo-controlled. A trial in which the control group receives

a  sham  treatment  (a  sugar  pill,  a  saline  injection)  that  is

indistinguishable from the active treatment. The placebo effect is
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real and substantial in many contexts; placebo-controlled trials are

designed to measure the active treatment’s effect over and above

placebo.

Double-blind.  A  trial  in  which  neither  the  patient  nor  the

researcher  administering the  treatment  knows whether  it  is  the

active drug or the placebo. Reduces bias in both directions. Used

in essentially all serious clinical trials.

Phase 1, 2, 3 trials. The standard sequence of clinical testing.

Phase 1 tests safety in a small group of healthy volunteers. Phase 2

tests  efficacy  and  dose  in  a  moderate-sized  group  of  patients.

Phase  3  tests  efficacy  and  safety  in  a  large  patient  population,

against the existing standard of care or placebo. Approval typically

requires successful Phase 3 data.

Meta-analysis.  A study that combines the results of multiple

previous  studies  on  the  same  question,  providing  a  more

statistically  powerful  answer than any single  study.  Generally  a

high-quality form of evidence, though only as good as the studies

it includes.

Confidence interval. A range of values that, given the data, is

statistically likely to contain the true value of whatever is being

measured. A treatment that reduces risk by “20 percent (95 percent

CI: 15 to 25 percent)” means: best estimate 20 percent, but the true

effect  is  plausibly  anywhere  from  15  to  25  percent.  Wide

confidence intervals mean less certain results; narrow ones mean

more certain.

Association  vs.  causation.  A  difference  between  groups  (an

association)  does  not,  by  itself,  establish  that  one  thing  causes

another.  People  who carry  umbrellas  get  rained  on  more  often
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than people who don’t — but the umbrellas are not causing the

rain. Distinguishing association from causation is the entire job of

the  experimental  design  and  statistical  methods  of  medical

research.

Statistical significance. A statistical statement that the result is

unlikely  to  have  arisen  by  chance  alone.  By  itself,  statistical

significance does not say the result is large, important, or clinically

meaningful. A statistically significant tiny effect can be irrelevant

in practice. Always look at the size of the effect, not just whether it

is “significant.”

Number needed to treat (NNT).  How many patients have to

receive a  treatment for  one of  them to benefit.  A drug with an

NNT of 5 means: out of five patients treated, one will be helped by

the treatment specifically (the others either would have done well

without it or won’t respond). A useful concept for cutting through

inflated relative-risk numbers.

A Few Big Ideas, Restated

Some of the recurring conceptual shorthand of the book, in case it

is useful to find them in one place.

Self vs. non-self. The central question the immune system is

constantly asking, in molecular terms. Most of immunology is the

answer to this question, in different forms.

Innate  vs.  adaptive  immunity.  Two  layers  of  the  immune

system.  Innate  is  fast,  ancient,  recognizes  broad  categories  of

trouble,  and  does  not  learn.  Adaptive  is  slow,  vertebrate-only,

recognizes specific molecular shapes, and remembers.
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Regulated, not strong. The actual goal of immune health. The

immune system you want is  one that responds when it  should,

resolves cleanly when it  can, and stays quiet otherwise. Anyone

telling  you to  “boost”  your  immunity  is  selling  you the  wrong

thing.

Population vs. individual.  Lifestyle and treatment effects are

mostly described as population averages.  The same intervention

that reduces a population’s risk by twenty percent does not protect

any  specific  individual  by  twenty  percent.  Better  odds,  not

guarantees.

Permission,  not  prescription.  When  something  has  gone

wrong with the immune system — an autoimmune disease,  an

immunodeficiency,  a  cancer  —  nothing  in  the  patient’s  past

behavior  caused  it,  and  nothing  they  could  have  done  would

reliably  have  prevented  it.  The  relevant  decisions  were  settled

before the disease was diagnosable. Treatment matters; blame does

not.

✦  ✦  ✦

If you have read this far, this glossary is partly a service and partly

a marker.  The terms in  it  have been the building blocks  of  the

entire  book.  They  are  also  the  building  blocks  of  the  medical

conversations you will have, the news articles you will read, the

doctor’s appointments you will sit through. The vocabulary is not

a  wall;  it  is  a  set  of  tools,  and  once  you  have  them,  the

conversations get easier.

The next chapter is the last one. It is also the shortest. It returns,

as  promised,  to  the  seven-year-old  falling  off  a  bicycle  in  the

prologue. We owe that kid a return visit.

S E L F  &  O T H E R
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Epilogue

What Your Body Is Doing While You Read This

Let me put you back on the bicycle.

You are seven. The sidewalk has, very rudely, left a tiny crack.

The front wheel jerks. You go down. Your knee meets the concrete.

There is a moment of confusion, then pain, then the bead of blood.

The ninety seconds we promised at  the beginning of  this  book

begin now.

Watch them again.

✦  ✦  ✦

The skin at the edge of the wound has, in the first second after the

impact,  already  begun  to  spill  chemicals  into  the  surrounding

tissue.  They  are  not  generic  chemicals.  They  are  signals,  with

specific  shapes  and  specific  meanings,  recognized  by  specific

receptors  on  specific  cells.  The  local  capillaries  widen,  which  is

why the area starts to feel warm. Plasma leaks out into the tissue,

carrying complement proteins among many others. Some of those

complement  proteins  are  already binding to  the surfaces  of  the



bacteria that the sidewalk introduced — latching on,  calling for

backup, in some cases drilling holes directly through the bacterial

walls.

Macrophages, who lived in this small piece of tissue before any

of this happened, who have been there your whole life patrolling

and  sampling  and  eating  any  debris  they  could  find,  are  now

responding to the cytokines the damaged skin cells are pouring

into their environment. They wake up. They begin to work. They

release cytokines of their own, signaling outward to anyone who

will listen.

In the bloodstream a few millimeters away, neutrophils receive

the message. They begin to stick to the walls of the local blood

vessels, then squeeze through the gaps between vessel cells, then

crawl into the tissue.  Within minutes there will  be hundreds of

millions  of  them,  then a  billion.  Most  will  die  there.  They will

pour bleach onto the bacteria that crossed the sidewalk into your

bloodstream. They will sometimes explode outward, casting nets

of their own DNA to trap the things they could not catch any other

way. By tomorrow, the yellowish liquid that may have collected at

the surface of the cut will be mostly the bodies of these cells — the

kindergarten class that ran toward the fire and did not come back.

A dendritic cell, somewhere in the tissue, has eaten a fragment

of  bacterium. It  is  now climbing,  slowly,  through the lymphatic

vessels  toward  the  nearest  lymph  node.  In  its  hands,

metaphorically, are pieces of evidence — small bacterial proteins it

has  chopped  up  and  shoved  into  its  MHC  molecules  and  is

carrying like flashcards. When it arrives at the lymph node, it will



begin walking along rows of  T cells  and B cells,  holding up its

evidence, asking the question that started this book: does anyone

here recognize this?

Most will not. Some will. The ones who do — maybe one in a

hundred thousand,  maybe rarer  — will,  in  the  next  few hours,

begin  the  slow  careful  process  we  spent  Chapter  3  describing.

They will divide. The first daughter cells will divide again. Within

a few days,  your body will  contain millions of  cells  specifically

tuned to recognize whatever the dendritic cell  brought to them.

Some of those cells will become factories, pouring antibodies into

your bloodstream. Some will  become killers,  looking for any of

your own cells that the bacteria have managed to infect. Some will,

eventually, become memory cells, settling into your bone marrow

or your lymph nodes and waiting, perhaps for the rest of your life,

in case the same bacteria ever come back.

This is  happening right now in the kid’s knee.  None of it  is

being directed by a brain. None of it is being asked for. The kid is,

mostly, just looking around for whoever is going to come help.

What Continues

In the days after, while the kid forgets all of this and goes on with

their life, the work continues.

The  macrophages  will  not  stop.  After  the  neutrophils  have

largely  died  and  been  cleaned  up,  the  macrophages  will  keep

eating.  Now,  mostly,  they  will  be  eating  dead  neutrophils  —

cleaning up the  casualties  of  the  fight,  breaking them down to

their  components,  recycling  what  can  be  recycled.  Other

macrophages  will  switch  from  their  attack  mode  to  a  healing



mode,  releasing  different  signals:  inflammation  can  stop  now,

blood vessels can come back to baseline, new tissue can be built

where old tissue was lost. The active resolution we discussed in

Chapter 8 begins.

The skin at the edge of the wound will begin to grow inward.

Cells that were content yesterday to be skin cells will, today, divide

and reach across the gap to find the skin on the other side. A scab

will form on top of all of this, made of clotted blood and other

proteins,  protecting  the  work  happening  underneath.  Within  a

week or two, the wound will be mostly closed. Within a month,

the scar will have begun to fade.

In the bone marrow and lymph nodes, the memory cells will

quietly take up their posts. They may sit there for the rest of the

kid’s life. The kid will, on most days, never know they are there. If

a similar bacterium ever crosses into their bloodstream again —

from another fall on another sidewalk forty years from now — the

memory cells will recognize it within hours, not days. The fight,

the next time, will be over before it ever felt like a fight.

This is  what an immune system, working as designed,  does.

The cost — to the kid — was a sock that needed washing, a few

minutes of crying, and a scab to pick at over the next two weeks.

The benefit was a small, irreversible upgrade to a defense system

that was already, by the time of the fall, the result of a hundred

million years of evolution and seven years of personal calibration.



The Other Bodies

The kid in this story is, statistically, going to be fine. The system

will  work.  The  fall  will  be  one  of  thousands  of  small  immune

events the kid’s body handles over the course of a life, and almost

none of them will be remembered.

But this book has not only been about the kid in this story.

In another body, somewhere, the same fall is happening to a

child  whose  immune  system  was,  from  birth,  missing  some

specific component. Their neutrophils don’t move quite right, or

their  B  cells  don’t  activate  properly,  or  their  thymus  never

developed. The same fall, in their body, is more dangerous. They

are also reading this book, or being read it. They deserve to be in

this story too.

In another body, somewhere, the same kind of immune cells we

just watched do their work are,  at  this moment,  attacking some

part of the body that does not deserve attacking. A pancreas. A

joint.  A  stretch  of  myelin.  The  system  is  doing  what  it  was

designed to do, but at the wrong target, and the consequences will

be a  chronic  disease that  the person will  live with for  decades.

They are also reading this book.

In another body, somewhere, a tumor that the immune system

has been quietly catching for years has finally figured out how to

escape. The cells we have been watching — the macrophages, the

killer  T  cells,  the  dendritic  cells  — are  no longer  winning.  The

person whose body this is in will, in the next year, sit in a small

room while a doctor explains what is  happening. They are also

reading this book.



The  book  has  been  for  all  of  them.  The  book  has  tried,

throughout,  to  honor  that  the  same system runs in  all  of  these

bodies. The bacterium on the kid’s sidewalk and the autoimmune

attack on someone’s pancreas and the tumor escaping someone’s

surveillance — these are not different systems. They are the same

system,  calibrated  differently,  running  into  different  challenges,

sometimes  succeeding  and  sometimes  failing.  The  cells  are  the

same cells. The chemistry is the same chemistry. The difference is

in the dice.

The kid on the bicycle does not need to know any of this to be

fine. The people in the other bodies,  often, do need to know it,

because knowing it is part of how they make sense of what their

body is doing and what it is not. This book has been for them most

of all.

Maya, One More Time

Somewhere in the same town, on the same Saturday, the teenager

from Chapter 10 is also outside.

Maya is now seventeen. Her diagnosis was a year ago. She is at

a swim practice. Her continuous glucose monitor is tucked under

the strap of her swimsuit; her pump is in a small waterproof case,

attached to a different strap. Her moms know where she is. The

team coach knows what to look for. Maya, by now, knows her own

body well enough that she rarely gets surprised.

While she swims, every cell in her body is, of course, doing the

same  things  every  cell  in  everyone  else’s  body  is  doing.  The

macrophages are patrolling. The dendritic cells are sampling. The



B cells and T cells are waiting, in their lymph nodes, for whatever

they will be needed for next. The MHC molecules on every one of

her cells are holding up their flashcards.

In her pancreas,  almost all  of  her insulin-producing cells are

gone.  The  autoimmune  attack  of  Chapter  10  is  essentially

complete. Her body has been getting the insulin it needs, instead,

from  a  small  clear  plastic  line  that  ends  in  a  needle  in  her

abdomen and a pump on her hip and an algorithm running on a

phone in her gym bag. The system is, with care, working.

Most of her body is doing exactly what most of everyone’s body

is doing. One small piece of her body, in one specific way, is not.

That is what living with an autoimmune disease, for many people,

is. It is not the whole story. It is one chapter of a longer book that,

like the rest of the bodies in this epilogue, mostly takes care of

itself.

Maya finishes the swim and gets out of the pool. The chlorine

stings her eyes, the way it stings everybody’s eyes, for reasons that

have nothing to do with diabetes. She is hungry. She enters the

carbohydrates from the snack she is about to eat into her pump.

The pump delivers a precise dose of insulin. She eats the snack.

She is going to be fine.

✦  ✦  ✦

This is the book.

Most  of  immunology,  like  most  of  biology,  like  most  of

medicine, is the slow, careful work of figuring out what is actually

going  on  inside  bodies.  The  work  has  produced,  in  the  last

hundred and fifty years, an understanding deeper than anything

humans have ever  had about  themselves.  The understanding is



incomplete.  It  is  also,  at  this  point,  vast.  The vaccines that  have

prevented millions of deaths, the treatments that have transformed

autoimmune  disease  in  the  last  twenty  years,  the  cancer

immunotherapies  that  have  rewritten  the  prognosis  of  certain

diseases,  the  genetic  and  cellular  therapies  that  have  saved

children who, fifty years ago, would not have lived a year — these

all came out of the same work. They all came out of researchers

doing  what  researchers  have  always  done:  noticing  something

strange, asking what it means, refusing to let go until the answer is

clearer than it was.

The  hope  of  this  book  is  that  you,  the  reader,  now  have  a

working picture  of  the  system that  has  been keeping you alive

your  whole  life.  Not  the  supplement-aisle  picture,  which  has

nothing to do with how the system works. The actual picture: the

cells, the molecules, the slow careful negotiation between self and

other, the layered defenses, the inevitable mistakes, the long arc of

medicine learning to help when the mistakes happen.

If you are well, this picture is a way of being grateful for what is

happening inside you. You did not earn it. You did not build it. It

is, in a real sense, an inheritance.

If  you  are  unwell,  or  someone  you  love  is,  this  picture  is

something different. It is a way of understanding that the disease

is not a moral event. It is a particular calibration of an enormous

system that  has,  in your case,  run into trouble that  medicine is

increasingly able to help with. The disease is not your fault. The

disease is not a failure of effort.  The system that produced it  is

also,  to  a  startling degree,  the  same system that  we are  getting

better at fixing.



The kid on the bicycle is back on the bicycle. The scab on their

knee is,  by now, almost gone. The memory cells in their lymph

nodes will outlive most of the things this book has discussed. The

kid does not know any of this. The kid does not need to.

But you do, now. And the next time you watch a kid fall off a

bicycle,  or read a news article about a new biologic,  or sit  with

someone you love through a  diagnosis,  what  is  happening will

look different to you.

Not less amazing. More.

✦  ✦  ✦

— The End —
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